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Introduction

This report examines the application of core object-oriented programming (OOP) principles in the development

of a car park application. The principles discussed include inheritance, polymorphism, interfaces, abstract

classes, generics, and memory management.

The aim of this report is to demonstrate how these principles have been implemented in the application to

create a solution that is efficient, scalable, and maintainable. Code snippets and examples from the application

are provided to illustrate key design decisions and their alignment with best practices. The report also describes

the relationships between the major classes in the application and explains how and why storage structures were

chosen throughout the application.

1 Formal Report on Object-Oriented Programming Principles

1.1 Inheritance and Polymorphism

Inheritance in object-oriented programming enables related classes to share common implementation details.

A base class can define shared properties and methods, which are then inherited by derived classes. Derived

classes can provide their own implementations for methods in the base class by overriding those methods. They

can also define new methods and properties that are not present in the base class. This reduces code duplication

by allowing shared functionality to be reused across multiple classes [1].

Inheritance support the open-closed principle, where classes are expected to be open for extension but closed

for modification. Extending a class allows new functionality to be added while avoiding the need to modify the

existing structure. This has the added benefit of keeping existing code working while allowing experimental

changes to the newly derived class. These introductions and changes can also be tested separately, while existing

tests will continue to function [2] [1].

Polymorphism provides another beneficial use case for inheritance and further supports the open-closed

principle. With polymorphism, any derived class can be used in place of classes higher in the inheritance

hierarchy. This increases abstraction within a solution, as the least specific type definition can be used, allowing

more specific behaviour to be swapped in and out [2]. During runtime, the correct method to call is determined

by the type in use, allowing behaviour to change over time when different types are available [3].

The polymorphism described above is known as dynamic polymorphism, where function overloading allows

derived classes to provide more specific implementations. In languages like C++, methods must be explicitly
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declared as virtual to enable polymorphism. A method marked as virtual can be overridden in derived classes,

allowing them to provide more specific implementation [4].

Java, on the other hand, treats all public and protected methods as virtual by default. To prevent a method

from being overridden, it must be marked as final or static. Static methods are shared by all instances of a class

and are not tied to a specific object, so they are not polymorphic. Classes can also be marked as final to stop

them from being extended [5].

There is also static polymorphism. Static polymorphism is achieved through method overloading, where

methods share a common name but have different input parameters. This allows logically similar methods to

be grouped, providing different implementations for specific scenarios. The compiler selects the correct method

to use based on number and type of the provided parameters.

1.2 Interfaces and Abstract Classes

Interfaces group functionality that is not directly related to a class hierarchy. They allow for flexible designs

by acting as connectors between different classes. An interface allows for the definition of method signatures

without implementation. The behaviour for these methods must be provided by any class that implements the

interface.

Abstract classes, in contrast, provide a common base for a group of related classes. They cannot themselves

be instantiated but can be used as the type for polymorphic behaviour. They act as a base class in an inheritance

hierarchy where there is shared behaviour but where more specific implementation is required. An abstract class

may contain both abstract and concrete methods, with abstract methods requiring implementation in derived

classes [6] [3].

Abstract classes can be easier to update than interfaces. Adding a method to an interface requires providing

implementation to all implementing classes. In an abstract class, when providing concrete methods, only the

abstract class and any classes that need to override the default implementation need to be updated. This allows

for greater flexibility in making changes to the class definition but also means that the class hierarchy must be

carefully designed to avoid breaking changes [6].

Both interfaces and abstract classes support dynamic polymorphism during runtime. The ability to group

and store objects using these types is often critical. The decision to make use of one or the other will typically

come down to the specific requirements of a given class and the level of shared responsibility between objects.

If a group of unrelated objects must share method definitions, then interfaces are likely the correct choice.

However, if default implementation and shared parameters are required for a group of related objects, then
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abstract classes can provide greater flexibility.

1.3 Generics and Storage Structures

Storage structures are critical to the creation of useful object-oriented solutions. They allow for the grouping

of objects during runtime and provide useful operations on the stored data. For example, dynamically sized

structures like lists and sets can be used with lists providing out of the box sorting capabilities and sets ensuring

uniqueness for stored data. There are also structures that provide rapid data access and placement, such as

the first in, first out queues and key value pair storage through maps. Using Java as an example, many default

storage structure implementations are built into the language. The Java Collections library has all of the above

options, all providing good performance out of the box [7].

What sets these storage structures apart in Java, making them flexible and generally useful, is the usage

of generics. Generics allow for the definitions of a type parameter at the class level. When instantiating the

class, a type is provided as this generic parameter, binding that object to usage of that type. That means that

different instantiations of the same class can be made to work with many different types. This provides a level

of type safety during compile time, with an exception being thrown if the wrong type is used after instantiation,

while still providing flexibility [8].

The reason generics are used heavily in storage structures is due to the stored type not impacting the

operation of the structure. Using queues as an example, when adding an item to the back of the queue or

removing an item from the front of the queue, it is not important what that type is. In most cases, no specific

behaviour from the stored type will be invoked or used. What is important is that the correct type is stored

and returned during operation, a problem generics gracefully solve.

1.4 Memory Allocation in Java

Memory allocation in Java is handled in both the stack and the heap. The heap is where Java handles dynamic

memory allocation, creating and destroying objects as the program runs. Its size adjusts dynamically, growing

and shrinking based on the program’s needs. Objects in the heap are accessed through memory references,

which act like pointers to the object’s location in memory. This makes it efficient to share and pass objects

around since only a copy of the reference is needed, not a copy of the object itself.

To manage unused objects and prevent memory leaks, Java uses garbage collection. Garbage collection

typically involves two steps: the marking phase and the sweeping phase. In the marking phase, the garbage

collector scans the heap and marks objects that are still in use. In the sweeping phase, objects that were not
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marked are removed, freeing up memory [9].

Garbage collection may also include further tuning, such as the usage of generational partitioning. With

heap generations, new objects are placed in the nursery where a minor garbage collector will run frequently.

This cleans up dead objects and moves long lived objects into an older generation. The older generational space

will see less frequent but more thorough and resource-intensive garbage collection take place [10] [9].

The stack is used for static memory allocation, where the size of the memory is fixed and determined

at compile time. The stack is last in, first out, where method calls and local variables are placed as they

are declared and automatically popped when they are no longer needed. This is a highly efficient memory

management process where necessary memory is allocated and freed rapidly. The stack is generally small and

isolated and is not suited to larger, longer lived objects. There is also the risk of a stack overflow occurring,

where more memory is required than the stack has allocated. This can lead to crashes and unusual behaviour,

so developers must be careful when making use of stack-intensive operations such as recursion.

The heap and stack provide an efficient system for memory management in Java. Fine tuning and modifying

these processes can be time consuming and error prone. Thankfully, they are largely abstracted away from

developers and only need attention in specialised cases, such as big data applications or high-performance

systems [10].

1.5 Conclusion

This report has looked at how key object-oriented programming principles help create scalable and maintainable

software. Inheritance and polymorphism promote code reuse and abstraction, cutting down duplication and

supporting the open-closed principle. Interfaces and abstract classes allow for modular and extensible designs,

balancing shared functionality with custom behaviours. Generics provide type safety while making storage

structures more generally useful. Java’s memory model, with its heap and stack, ensures effective memory

management through garbage collection and generational partitioning.

By applying these principles and tools, developers can create systems that are easier to extend, test, and

maintain. The following sections illustrate how these principles have been used in the provided solution.

2 Implementation Analysis

This section focuses on showcasing specific examples from the Car Park application. The aim is to illustrate the

implementation of object-oriented principles and adherence to best practices. Relevant code snippets and design
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elements will be selected to demonstrate these concepts. Each example will be accompanied by a discussion

explaining its alignment with best practices.

Comments and imports have been omitted from the code snippets to reduce clutter. See the full source code

in the appendix for complete details.

Lombok annotations are used in the code snippets to reduce boilerplate code.

2.1 Code Snippet 1: Inheritance and Abstract Classes

There are multiple cases of inheritance in the solution. This section will focus on the base class RunnableGate

and the derived classes Entrance and Exit.

The RunnableGate class is an abstract class that implements the Runnable interface. RunnableGate

is not intended to be instantiated and used directly. It defines the common properties for gates in the car park,

which are injected through the constructor. There are two methods available to the class, arrive and run.

arrive is a concrete method that is used to add vehicles to the queue, providing a default implementation

to derived classes. run is an abstract method that must be implemented by the derived classes and is where

the actual business logic for the gates is expected to be. The choice for run to be abstract in this case was due

to there not being a default behaviour that would apply to all gates.

The derived classes Entrance and Exit extend the RunnableGate class and provide specific functionality

within the run method. Entrances and exits are both gates, but they have different behaviours. An entrance

handles objects entering the car park, polling the car park for availability and admitting vehicles where possible.

Exits handle objects leaving the car park, releasing them when appropriate.

Despite their differences, both classes are fundamentally linked and can be logically grouped. The usage of

the RunnableGate class allows for code reuse and a cleaner design, reducing duplicated code and improving

maintainability. They also benefit from dynamic polymorphism during runtime, allowing the program to treat

both classes as instances of the RunnableGate.

Listing 1: RunnableGate Abstract Class

@Getter

@RequiredArgsConstructor

public abstract class RunnableGate implements Runnable {

protected final String name;

protected final IDReader<Identifiable> idReader;

protected final Sensor<Identifiable> sensor;
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protected final Barrier barrier;

protected final Carpark<Vehicle> carpark;

protected final CarparkGateQueue<Vehicle> carparkGateQueue;

public void arrive(Vehicle arrival) {

carparkGateQueue.enqueue(arrival);

}

public abstract void run();

}

Listing 2: Entrance Class, Extends RunnableGate

public class Entrance extends RunnableGate {

public Entrance(String name, IDReader<Identifiable> idReader, Sensor<Identifiable> sensor, Barrier

barrier, Carpark<Vehicle> carpark, CarparkGateQueue<Vehicle> carparkGateQueue) {

super(name, idReader, sensor, barrier, carpark, carparkGateQueue);

}

@Override

public void run() {

do {

if (sensor.carPresent(carparkGateQueue)) {

tryAdmit();

}

sleep(POLL_INTERVAL);

} while (KEEP_RUNNING);

}

private void tryAdmit() {

if (carpark.spacesLeft() > 0) {

try {
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String id = idReader.read(carparkGateQueue);

barrier.raise();

Vehicle item = carparkGateQueue.peek();

if (item != null) {

carpark.admit(id, item);

// remove vehicle from gate queue after successful admittance

carparkGateQueue.dequeue();

}

} catch (FailureToAdmitException e) {

// Carpark is not ready for admittance; allow entrance to try again

} catch (IllegalArgumentException e) {

// Assume something is wrong with the item in the queue and remove it

carparkGateQueue.dequeue();

}

barrier.lower();

}

}

protected void sleep(int millis) {

try {

Thread.sleep(millis);

} catch (InterruptedException e) {

e.printStackTrace();

}

}

}

Listing 3: Exit Class, Extends RunnableGate

public class Exit extends RunnableGate {

public Exit(String name, IDReader<Identifiable> idReader, Sensor<Identifiable> sensor, Barrier

barrier, Carpark<Vehicle> carpark, CarparkGateQueue<Vehicle> carparkGateQueue) {
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super(name, idReader, sensor, barrier, carpark, carparkGateQueue);

}

@Override

public void run() {

do {

if (sensor.carPresent(carparkGateQueue)) {

tryRelease();

}

sleep(POLL_INTERVAL);

} while (KEEP_RUNNING);

}

protected void sleep(int millis) {

try {

Thread.sleep(millis);

} catch (InterruptedException e) {

e.printStackTrace();

}

}

private void tryRelease() {

try {

String id = idReader.read(carparkGateQueue);

barrier.raise();

carpark.release(id);

} finally {

// Always dequeue to handle invalid or improperly released vehicles

carparkGateQueue.dequeue();

barrier.lower();

}

}
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}

2.2 Code Snippet 2: Polymorphism

Within the solution, both dynamic and static polymorphism are demonstrated. Dynamic polymorphism can

be seen in the CarParkOrchestrator, which works with the RunnableGate class. The orchestrator is

responsible for managing Entrance and Exit threads, and it uses the RunnableGate as a base to create a

single list of both to iterate through. In this case the choice to keep the gates separated by their actual classes

was made due to Cars needing to access the lists to select a random entrance and exit. If this behaviour

were designed out, then all gates could be stored in a single list of RunnableGate. This could even be taken

further, removing the need for specific orchestrators and instead having a list of Runnable where all threads

are managed.

Static polymorphism can be seen in the ConfigLoader class, which uses method overloading to provide

different ways to load configuration files. The method name getInstance is overloaded to allow for both a

custom configuration path or for the default to be used if none is provided. This is a case where the ability to

reuse the method name is useful, as both behaviours are fundamentally linked but are used in different contexts.

Listing 4: CarparkOrchestrator Class

@RequiredArgsConstructor

@Getter

public class CarParkOrchestrator implements Runnable {

private final List<Entrance> entrances;

private final List<Exit> exits;

@Override

public void run() {

List<RunnableGate> gates = new ArrayList<>();

gates.addAll(entrances);

gates.addAll(exits);

for (RunnableGate gate : gates) {

Thread thread = new Thread(gate);

thread.start();
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}

}

}

Listing 5: ConfigLoader Class

public class ConfigLoader {

private final static String DEFAULT_CONFIG = "default.json";

@Getter

private final List<Config> configs;

private static ConfigLoader configLoader;

private ConfigLoader(String configPath) throws IOException {

if (configPath == null || configPath.isEmpty()) {

configPath = DEFAULT_CONFIG;

}

ObjectMapper mapper = new ObjectMapper();

configs = List.of(mapper.readValue(new File(configPath), Config[].class));

}

public static ConfigLoader getInstance() throws IOException {

return getInstance(DEFAULT_CONFIG);

}

public static ConfigLoader getInstance(String configPath) throws IOException {

if (configLoader == null) {

synchronized (ConfigLoader.class) {

if (configLoader == null) {

configLoader = new ConfigLoader(configPath);

}

}
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}

return configLoader;

}

protected static void resetInstance() {

configLoader = null;

}

}

2.3 Code Snippet 3: Generics and Storage Structures

Throughout the solution there are various instances of storage structures being used from within the Java

Collections library (JCL). Each of these was selected with care to ensure scalability and maintainability. Below

you will find various examples of the selected data structures and their justifications.

The data structure Queue was chosen for the storage of vehicles in the gates. This is due to its first in,

first out approach to data management, which is ideal in this instance. When a vehicle arrives at the gate, it

is added to the end of the queue. When a vehicle is released from the gate, it is removed from the front of the

queue. This gives an average time complexity of O(1) for both enqueue and dequeue operations.

A custom implementation of a queue was created to provide a common interface for gates to use. Carpark-

GateQueue makes use of the JCL queue, which is an implementation that makes use of linked lists. Instan-

tiating the queue in the constructor allows the queue to be easily replaced with a different implementation if

needed in the future, while abstracting the internal choice of data structure from the gates. The operations

available to the queue are also restricted to those that are needed for the car park simulation in this case. By

injecting the CarparkGateQueue as a dependency to other classes, mocks can be used for ease of testing.

A generic type parameter was used to allow for the queue to be used with any type of object. In this case, it

may have been pertinent to use a more specific type, such as Vehicle, but this would have limited the flexibility

of the queue. As the RunnableGate binds the type parameter as Vehicle, it did not feel necessary to update

the gate queue. On reflection, if the solution were to be redone, many of the generics in use would be designed

out, as they add a level of dependency management complexity that was unnecessary for an application of this

scope.

Another example of a data structure used in the solution is the ConcurrentHashMap. This is used within
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the VehicleCarpark class to manage vehicles currently in the car park. This is a key-value pair data structure,

where the key is the vehicle ID and the value is the vehicle object itself. The ConcurrentHashMap is a thread-

safe implementation of the HashMap, which allows for concurrent access to the data structure without the need

for external synchronisation. This is ideal for the car park application, as multiple threads may be trying to

access the car park at the same time.

The VehicleCarpark provides a limited interface into the internal HashMap, providing only the ability

to add, remove and check remaining capacity. The admit and release (add and remove) operations are both

O(1) on average, as the HashMap uses a hash function to determine the location of the object in memory. The

remaining capacity operation has a time complexity of O(n) as it requires iterating through the entire map to

count the number of objects. It is possible to remove the need for an O(n) operation by tracking the number

of vehicles as an external variable. However, this would be difficult to manage in a multithreaded environment

and would be prone to lost updates without locking and synchronisation.

Listing 6: CarparkGateQueue<E> Class With Generic Type Parameter

public class CarparkGateQueue<E> {

private Queue<E> queue;

public CarparkGateQueue() {

queue = new LinkedList<>();

}

public boolean isEmpty() {

return queue.isEmpty();

}

public E peek() {

return queue.peek();

}

public void enqueue(E element) {

queue.add(element);

}
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public E dequeue() {

return queue.poll();

}

}

Listing 7: VehicleCarpark Class

@Getter

public class VehicleCarpark implements Carpark<Vehicle> {

protected int capacity;

protected ConcurrentHashMap<String, Vehicle> vehicles;

protected String name;

public VehicleCarpark(String name, int capacity) {

this.capacity = capacity;

this.name = name;

this.vehicles = new ConcurrentHashMap<>();

}

@Override

public int spacesLeft() {

return capacity - vehicles.size();

}

@Override

public synchronized void admit(String id, Vehicle vehicle) throws FailureToAdmitException {

if (vehicles.containsKey(id)) {

throw new IllegalArgumentException("Vehicle with id " + id + " already exists");

}

if (spacesLeft() == 0) {

throw new FailureToAdmitException("Maximum capacity achieved, failed to admit vehicle " +

id);

}
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vehicles.put(id, vehicle);

vehicle.setAdmitted(true);

}

@Override

public void release(String id) {

Vehicle vehicle = vehicles.remove(id);

if (vehicle != null) {

vehicle.setAdmitted(false);

}

}

}

2.4 Code Snippet 4: Interfaces

Interfaces are used liberally within the solution. A good example of interface usage is through the IDReader

interface. This interface provides a generic type parameter and a single method, read.

The intention of this class is to take a queue of Identifiable objects and return the ID of the first object in

the queue. This allows for the implementation of ID readers that work with different objects and different ID

types. For example, within the solution there is a generic IdentifiableIDReader which does no ID verification.

There is also a NumberplateIDReader which will throw an exception if the ID read is not in the correct

format.

By making use of the IDReader interface, the required implementation can be swapped in and out as needed.

In this case, a base implementation of IDReader and usage of inheritance in place of interfaces would probably

have made sense. All of the IDReaders are logically related and work within a hierarchy of more and less

specialised behaviour. As before, a change here would be worth considering if a redesign were to take place.

Listing 8: IDReader Interface With Bounded Generic Type Parameter

public interface IDReader<T extends Identifiable> {

String read(CarparkGateQueue<? extends T> cars);

}
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Listing 9: IdentifiableIDReader Class Implements IDReader Interface

public class IdentifiableIDReader implements IDReader<Identifiable> {

@Override

public String read(CarparkGateQueue<? extends Identifiable> cars) {

String result = null;

Identifiable item = cars.peek();

if (item != null) {

result = item.getId();

}

return result;

}

}

Listing 10: NumberplateIDReader Class Implements IDReader Interface

public class NumberplateIDReader implements IDReader<Identifiable> {

@Override

public String read(CarparkGateQueue<? extends Identifiable> cars) {

String result = null;

Identifiable item = cars.peek();

if (item != null) {

result = item.getId();

verify(result);

}

return result;

}

private void verify(String id) {

Pattern pattern = Pattern.compile(Regex.NUMBERPLATE);

16



Matcher matcher = pattern.matcher(id);

if (!matcher.matches()) {

throw new IllegalArgumentException("Invalid ID: " + id);

}

}

}

3 Class Design and Relationship UML

The below UML diagram shows the class design and relationships within the Car Park application. This is

not a complete representation of the entire application, but it does show the key classes and how they are

composed. The solution makes use of aggregation, with gates being provided all of the necessary components

for smooth operation of the carpark. Vehicles are moved through the application via the CarparkGateQueue

and Carpark. The IDReader, Sensor, and Barrier work to ensure that operation only occurs when relevant

and that only valid vehicles are moved through the carpark.

Figure 1: Solution Class Relationship UML
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4 Testing

The solution contains a comprehensive test suite that covers all aspects of the application. Most classes achieve

100% code coverage, with some exceptions. One of these exceptions is the Main class, which would require

integration testing for full coverage. Due to the high test coverage throughout the application, there is a high

level of confidence in the correct operation of the carpark.

Each class has been designed to be testable in isolation by leveraging dependency injection and inversion. By

focusing on abstractions and passing dependencies into objects, behaviour can be mocked, and a focus can be

placed on the class under test. This is especially important in a multithreaded environment, where the inability

to control a behaviour can cause testing to be impossible in some cases.

Unit tests were written using JUnit 5 and Mockito and can be run through the terminal with Maven or

through an IDE directly. The images below show the test coverage for the solution and the test results for a

passing build.

Within the solution, 142 unit tests were produced, providing a total class coverage of 89% and a total

method coverage of 86%. These numbers drop when looking at line and branch coverage, with 62% and 69%

respectively. This can be attributed to classes such as the CarparkLogger and Main receiving no unit tests due

to not containing testable business logic and having high line counts. Some branches were also impractical to

test, such as methods that have been overwritten to remove some functionality for testing or where a threading

exception is thrown. Where this is the case, care was taken to ensure that there were not edge cases where

missing tests would mean losing confidence in the application.

Figure 2: Solution Test Results
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Figure 3: Solution Test Coverage
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A Appendix: Youtube Link, Additional Screenshots and User Guide

A.1 Youtube Link

https://www.youtube.com/watch?v=CNMemJ0cWFg

A.2 User Guide

Listing 11: README.md

# Java OOP Carpark

Java OOP Carpark is a multithreaded solution that simulates the operation of a carpark with entrances

and exit queues.

Cars manage their journey to an entrance and subsequent exit from the carpark after admittance.

The project makes use of object-oriented programming principles in Java and employs various tools and

libraries for development and testing.

## Features

- **Multithreaded Simulation**: Cars, entrances, and exits operate in a concurrent environment.

- **Queue Management**: Admittance and release of cars are handled through entrance and exit queues.

- **Carpark Map**: A logical representation of the carpark is maintained to track car locations.
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- **Java OOP Principles**: Designed with object-oriented programming concepts for clarity and

modularity.

## Technologies Used

- **Java**

- **JUnit**

- **Mockito**

- **Maven**

---

## Getting Started

### Prerequisites

Ensure you have the following installed on your system:

1. **Java Development Kit (JDK)**: Version 21.

2. **Maven**: For build and dependency management.

3. **IntelliJ IDEA** (Optional)

## Loading Project Dependencies

### Using Maven (Command Line)

1. Open a terminal and navigate to the project's root directory.

2. Run the following command to download and install all required dependencies:

```bash

mvn clean install

```

### Using IntelliJ IDEA
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1. Open IntelliJ IDEA and import the project as a Maven project.

2. IntelliJ will automatically detect the `pom.xml` file and prompt you to load the Maven

dependencies.

3. If not automatically loaded, open the Maven tool window (on the right-hand side), click on the

refresh button, or right-click the project and select `Reload Maven Project`.

---

## Running the Application

### Command Line

1. Navigate to the root directory `oop-carpark/`

2. Compile the project:

```bash

mvn compile

```

3. Run the application using the following command:

```bash

mvn exec:java -Dexec.mainClass="org.main.Main"

### IntelliJ IDEA

1. Open IntelliJ IDEA and load the project.

2. Locate `Main.java` class in the `src/main/java/org.main/` directory.

3. Right-click `Main.java` and select `Run`.

---

## Running Tests

### Command Line

1. Run the test suite using Maven:
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```bash

mvn test

```

### IntelliJ IDEA

1. Right-click on the `src/test/java` directory and select `Run`.

---

A.3 Running Solution

Figure 4: Solution Starting
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Figure 5: Soltuon After Five Seconds
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Figure 6: Solution After Ten Seconds
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Figure 7: Solution After Twenty Seconds
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