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Virtual machines 
 

Modern cloud computing structures rely heavily on virtual machines (VMs), which provide a 

practical way of running multiple operating systems and applications on a single physical host. 

Each VM operates as if it were a separate physical computer, with its own CPU, RAM, and 

storage capabilities, enabling the deployment of several VMs on a single physical host, resulting 

in cost savings and better resource utilization. To create a VM, it needs to be allocated access to 

various resources, such as CPU, RAM, and storage, which are usually provided by the physical 

host computer and shared among several VMs. 

The CPU executes the operating system and application instructions, and each VM is allocated 

one or more virtual CPUs mapped to actual CPU cores on the host computer, depending on the 

workload the VM is expected to handle. The operating system and applications store data and 

instructions that are currently in use in the RAM, and each VM is allocated a certain amount of 

virtual RAM mapped to actual physical memory on the host system, depending on the 

workload it is expected to handle. Storage is used to store the VM's operating system, 

programs, and data, and the files that make up the virtual hard disks are stored on the physical 

host's storage and associated with the VM. 

Once the resources have been allocated, a hypervisor is used to build and operate the VM. A 

hypervisor is a layer of software that creates a virtualized environment in which multiple VMs 

can run while abstracting the underlying physical hardware. Type 1 hypervisors, also known as 

"bare metal" hypervisors, operate directly on the hardware and provide an efficient and secure 

virtualization environment. Type 2 hypervisors, on the other hand, run on top of an existing 

operating system and offer a less efficient and less secure virtualization environment. 

Virtualization solutions such as VMware vSphere, Microsoft Hyper-V, or KVM can be used to 

create and manage VMs. The typical stages involved in creating a VM include setting the 

parameters for the VM, choosing the operating system and applications to be installed, 

configuring the IP address and network connectivity for the virtual network, creating virtual 

hard disks and attaching them to the VM, launching the VM, and setting up the software and 

operating system. 

 

 

 

 

 

 

 

 



 

 

Here are some additional details about virtual machines (VMs) and their use in modern cloud 

computing structures: 

• Virtual machines are a fundamental building block of cloud computing, enabling the 

efficient sharing and utilization of physical resources among multiple users and 

applications. By running multiple VMs on a single physical host, cloud providers can 

achieve economies of scale and offer flexible, on-demand computing resources to their 

customers. 

 

• Each virtual machine is an isolated and self-contained environment, with its own virtual 

CPU, RAM, storage, and network interfaces. This allows multiple VMs to coexist on the 

same physical host without interfering with each other, and enables easy migration and 

management of VMs across different physical hosts. 

 

• The allocation of CPU, RAM, and storage resources to VMs can be dynamically adjusted 
based on the workload demand, allowing the cloud provider to optimize resource 

utilization and minimize wastage. This is typically done through a process called virtual 

machine placement, which involves selecting the best physical host for each VM based 

on factors such as resource availability, performance, and cost. 

 

• Virtualization technology has evolved significantly over the past few years, with the 

emergence of new hypervisor architectures, containerization technologies, and cloud-

native platforms. Some of the most popular hypervisor architectures include VMware 

ESXi, Microsoft Hyper-V, and KVM, while containerization technologies like Docker and 

Kubernetes offer a lightweight and efficient way of running applications in a virtualized 

environment. 

 

• Virtual machines can be used for a wide range of purposes, from running legacy 

applications and operating systems to hosting web servers, databases, and other 

mission-critical workloads. They can also be used for development and testing, disaster 

recovery, and other use cases that require flexible and scalable computing resources.  

 

• While virtual machines offer many benefits in terms of efficiency, flexibility, and cost 

savings, they also introduce some unique challenges and considerations. For example, 

managing a large number of VMs can be complex and time-consuming, and security 

and compliance issues can arise when multiple users and applications share the same 

physical resources. As such, it's important for cloud providers and IT teams to carefully 

plan and manage their virtualization environments, and to implement appropriate 

policies and controls to ensure the security and availability of their systems and data. 



 

 

Virtual Networks and Network Security Groups 
 

Software-defined networks known as virtual networks (vNets) are used in cloud computing to build 

unique virtualized network environments. These networks provide a way to connect and isolate 

resources like virtual machines (VMs), containers, and other cloud resources. The virtual switches, 

routers, and firewalls that connect these resources are under the management of the cloud 

provider's infrastructure. Regardless of their location or availability zone inside the cloud 

environment, resources can interact within the same vNet and users can customise their network 

topology and security regulations. 

The key advantage of setting up a vNet is improved security. A virtual network's ability to logically 

isolate its resources from those of other virtual networks and the internet overall improves security. 

The management of traffic entering and exiting virtual network resources can be done using network 

security groups (NSGs). Additionally, hybrid cloud installations can be made by connecting cloud 

resources to on-premises infrastructure or other cloud environments using virtual networks. In order 

to scale vNets to meet business requirements, subnets can be added or removed, IP address ranges 

can be changed, and routing and security configurations can be made. 

In cloud computing, NSGs are a crucial part of the network security system. They manage inbound 

and outbound traffic to and from resources within a virtual network. By developing security policies 

that may be applied to a virtual machine or a subnet, NSGs offer a method of controlling resource 

access and traffic flow. Based on source and destination IP addresses, protocols, ports, and traffic 

direction, these rules can accept or reject traffic. Cloud resources are more secure thanks to NSGs, 

which lowers the risk of hacker attacks and data breaches. They may also be used to enforce 

compliance and security standards. 

In addition to other network security measures like firewalls or virtual private networks (VPNs), NSGs 

can be utilised. It is possible to apply different NSGs to different subnets or virtual machines within 

the same virtual network, allowing security policies to be tailored to apply to certain resources or 

groups of resources within the virtual network. It is simple to update or modify NSG rules, but 

security and compliance must be adjusted as necessary. 

 

In conclusion, vNets and NSGs are essential elements of the infrastructure for cloud computing. They 

offer scalable, flexible, and hybrid cloud deployments while guaranteeing that cloud resources are 

secure and tailored to the particular requirements of enterprises or organisations. They also give 

secure and adaptable solutions to connect cloud resources. Cloud architecture can be strengthened 

even more by combining NSGs with other network security features, which also improve network 

performance and ensure security compliance.security policy and manage the traffic through it. 

 

 

 



 

 

An essential part of the cloud computing architecture, virtual networks (vNets) let users build 

and administer software-defined networks. Users can introduce resources like virtual machines 

or containers to the subnet ranges by defining a subnet and an IP address space, and these 

resources can communicate with one another within the same vNet. Virtual switches, routers, 

and firewalls that are under the management of the cloud provider's infrastructure connect the 

resources. Users have the ability to create their own private network topology and security 

policies that can be tailored to match their unique needs. 

Security is one of the main benefits of having a virtual network. The logical isolation of resources 

within a vNet from other virtual networks and the public internet adds another degree of 

security for cloud resources. Network security groups (NSGs) can be used to regulate traffic 

entering and departing the virtual network's resources. This lowers the risk of unauthorised 

access or data breaches and enables users to control access to particular apps or categor ies of 

data. 

The ability to connect cloud resources to on-premises infrastructure or other cloud 

environments is another advantage of employing virtual networks. Using a VPN gateway, users 

can connect their vNet to their on-premises network securely and connect multiple vNets to 

each other within the same cloud environment or across different cloud environments. By doing 

this, users can build a hybrid cloud environment that gives them access to cloud computing 

benefits without giving up control of their on-premises infrastructure. 

Virtual networks can be scaled to meet a company's or organization's demands. You can change 

IP address ranges, add or delete subnets, and tweak routing and security settings as necessary. 

With this flexibility, users can design a network architecture that is both flexible enough to suit 

changing business needs and optimised for their particular use case. 

 

Here are a few instances where virtual networks have been utilised in various cloud computing 

scenarios: 

 

• Development and testing: To reduce the danger of interference or errors, developers 

might set up virtual networks to separate their development and testing environments 

from production settings. Additionally, they can use NSGs to control traffic and guarantee 

that only essential traffic is permitted to pass between resources. 

 

• Disaster recovery: In the event of a disaster, virtual networks can be utilised to replicate 

essential workloads and resources to a different location. In the event of an outage, this 

enables speedy recovery and little downtime. 

 

• Big data and analytics: To connect big data and analytics applications to data sources, 

virtual networks can be utilised. This enables quick and safe data processing and analysis.  

 



 

 

• Applications with many tiers: Subnets can be utilised to divide application tiers using 

virtual networks. This makes it possible to handle application traffic more easily and with 

higher security. 

 

In conclusion, virtual networks are crucial components of cloud architecture because they offer 

a flexible and safe approach to connect cloud resources. They enable customers to build a 

scalable, adaptable, and logically segregated network architecture that is compatible with hybrid 

cloud deployment, guaranteeing that cloud resources are secure and tailored to a company's 

particular requirements. 

 

 

 

 

 

 

 

 

 



 

 

Additional Exercise 

 

In this experiment, we'll deploy a virtual network and two virtual computers using Azure. 

Microsoft's Azure public cloud platform offers a variety of services, such as PaaS, IaaS, and 

managed database services. 

Without the use of actual hardware, we can easily create and manage our virtual machines in 

the cloud with Azure. This gives us the ability to scale up or down our resources as necessary 

while also enabling us to quickly and effectively deploy our apps and services.  

To get things going, we'll build a virtual network that will support our virtual computers. To 

separate and safeguard our resources, we can set up our own private IP address space, subnets, 

and security guidelines. This gives us a network environment that is secure and flexible in which 

to deploy our applications. 

We can deploy our virtual machines inside of our established virtual network. Azure offers a large 

selection of virtual machine images that we may use to quickly deploy virtual machines that are 

already configured for various operating systems and applications. As an alternative, we can 

build our own unique virtual machine images with our own software and settings. 

A powerful and adaptable cloud computing solution that enables us to quickly and easily deploy 

our applications and services while also giving us the scalability and security we need to meet 

our changing business needs is provided by using Azure to deploy virtual networks and virtual 

machines. 

 

 

 

 

 

 

 

 
 

 



 

 

Creation Virtual Network 
When using Azure, you can create a Virtual Network by selecting it from the list of available  

services.  

 

In this instance, the choice was made to use Azure for Students, and subsequently, a resource 

group called myRGVNet was created. The virtual network was then given the identifier name of 

vnet1. 



 

 

 

 

Following that, there are no modifications made in the security section. As depicted in the 

provided image, Azure automatically assigns a default IP range. 



 

 

 

 

After verifying that all settings are correct, we can proceed with the creation of the Virtual 

Network. 

 

 

 

 

 

 

 



 

 

Creation Virtual Machines 

 

 

 

To create virtual machines in Microsoft Azure, simply click on the virtual machine option and 

proceed to create as many machines as required. This can be done by selecting the Azure virtual  

machine option to start the creation process. 



 

 

 

 

For the virtual machine creation process in Microsoft Azure, the first two steps of the virtual 

network creation are kept the same in the Basics section. The machine is then given a name, 

such as vm1 for the first one, and the preferred image is chosen, in this case, Windows Server 

2019. 

 

 



 

 

 

 

 

Next, a username and password are added to enable access to the virtual machine.  



 

 

 

 

 

Under the Networking section, the virtual network vm1-vnet and subnet default (10.0.0.0/24) were 

selected, along with the public IP address named vm1-ip. 



 

 

 

 

Once all the settings have been configured, click on the "Review + create" button. Azure will then 

check if everything is set up correctly and will provide information on whether the virtual machine 

can be created successfully. 

 



 

 

 

 

This is the process for setting up the second virtual machine, which will be used to establish a 

connection within the Virtual Network. The settings for this machine are similar to those for the first 

machine, with the exception of the name of the virtual machine, which is vm2, and the operating 

system used, which is Windows 10 Pro, as it will be used as a client.a client. 



 

 

 

 

To see if Azure allows you to successfully construct the second machine, client, press review and 

create. 

 

 

 

 

 

 



 

 

 

 

 

The following images display the default IP addresses assigned to the virtual machines. The first 

machine, which functions as the server, has been assigned the IP address 10.1.0.4, while the second 

machine, which serves as the client, has been assigned the IP address 10.1.0.5. 



 

 

 

 

In this step, we will enable the Internet Control Message Protocol (ICMP) port by typing the 

command "New-NetFirewallRule -DisplayName "Allow ICMPv4-In" -Protocol ICMPv4" in the 

PowerShell of the client machine. This will allow inbound connections. 



 

 

 

 

 

After successfully enabling the ICMP port on the client machine by running the command "New-

NetFirewallRule –DisplayName “Allow ICMPv4-In” –Protocol ICMPv4" in PowerShell, both the server 

and client machines were able to successfully ping themselves. 

 



 

 

Conclusion 
 

We learnt how to use Microsoft Azure to deploy a virtual network and two virtual machines in this project. 

We began by constructing the virtual network and giving it a name, then we created the virtual machines, 

gave them names, and selected the proper operating systems. We also set up the network settings for the 

virtual machines, including the virtual network, subnet, and public IP address.  

The ICMP protocol was then enabled to accept incoming connections, and the link between the virtual 

computers was successfully tested. We acquired hands-on experience with the Azure platform and learnt 

how to put up a basic virtual network infrastructure using virtual machines through this project. Overall, 

this study lays a solid basis for anyone who want to learn more about cloud computing and virtualization 

using Microsoft Azure. 
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