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The analysis and visualisation of the LHC data is a good example of human interaction with petabytes of inhomogenous
data. A proposal is presented, addressing both physics analysis and information technology, to develop a novel dis-
tributed analysis infrastructure which is scalable to allow real time random access to and interaction with peta-bytes of
data. The proposed hardware basis is a network of intelligent "CSR"-units, which combine Computing, data Storage and
Routing functionalities. At the software level the project would develop effcient protocols for broadcasting information,
data distribution and information collection upon such a network, together with a middleware layer for data processing,
client applications for data visualisation and an interface for the management of the system.

v wanted
• fast (real-time) access
• random access to each event
• analysis of huge event samples

v design aspects
• if possible exploit existing technologies
• use off-the shelf components
• ensure scalable design
• building blocks: CSR-units

ã computing
ã storage
ã routing

v data analysis
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• broadcast query to RAVEN
• event processing on all nodes
• routing of event information back to user

ã histograms
ã high level visualization

(e.g. parallel coordinates)

v data processing
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• parallel processing on distributed data
• partial results from all nodes
• cumulate results on the way back

ã moderate network traffic
ã also for complex analyses

v redundant storage - for example. . .
Node 1 Node 2

data set A

data set B

data set A

data set B

• pairs of CSR-units with same data
• normal mode: both nodes process different subsets
• failover: one node processes all subsets

interested in participating? contact Michael.Schmelling@mpi-hd.mpg.de


