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Introduction

For enterprise networks to increase scalability, security, and resource efficiency, they must leverage crucial components such 
as virtualisation and network services. Organisations are now heavily deploying virtualized infrastructure to host multiple 
operating systems and services on a single physical machine. By doing this, companies will be able to reduce hardware costs 
whilst improving system management and flexibility. This report will cover a scenario in which an organization operates across 
two locations and requires a virtualized network environment capable of supporting Windows and Debian servers within a 
domain environment. This report will cover major networking concepts for designing and deploying this infrastructure, including 
hypervisors, IP addressing, routing, and network services. The research conducted evaluates technologies and approaches, 
but they must be compatible with the given topology and enterprise requirements. After these concepts have been discussed, 
the report will then move on to the deployment of the network within a virtualised environment.

Task 1

HyperVisors

In modern-day enterprise IT infrastructures, virtualisation plays a key role by allowing multiple operating systems to run 
simultaneously on a single physical machine. This is only made possible through a hypervisor, which essentially allocates 
hardware such as CPUs, memory, and storage to multiple virtual machines. There are two main architectures of hypervisors, 
these being type 1 (bare metal)and type 2 (hosted). A Type 1 Hypervisor, often referred to as a “bare-metal” hypervisor, 
operates directly on physical hardware without relying on a host operating system. By directly interacting with the hardware 
layer, it removes unnecessary overhead and delivers high performance and efficiency. This architecture makes Type 1 
Hypervisor ideal for resource-intensive environments such as enterprise data centers and cloud infrastructure.[1]

In contrast, a Type 2 Hypervisor, also known as a “hosted” hypervisor, operates on top of an existing host operating system. 
This type of setup allows the hypervisor to run as an application within the host system, which means that, as mentioned 
previously, hardware resources must pass through the host system before reaching the virtual machines. While this makes 
Type 2 Hypervisor easier to install and manage, it can introduce additional performance overhead compared to bare-metal 
hypervisors. Typically, Type 2 Hypervisors are best used in smaller-scale environments, such as personal workout stations, 
development systems, and educational laboratories.[2]



⁠

Considering the topology given in the brief, this virtualized environment must be able to support both Windows Server 2022 
and Debian Server whilst also operating within the SWANSEA.ACCA domain environment. While Type 1 Hypervisors are 
commonly used in large enterprise environments due to their performance and scalability, a Type 2 Hypervisor would be the 
better choice for this implementation. Hosted Hypervisors, such as Oracle VirtualBox or VMware Workstation, allow virtual 
machines to run on an existing operating system while supporting multiple guest operating systems. This makes them great for 
building and testing network environments, as they provide flexibility, ease of deployment, and more, all of which are required 
for this topology.[3]

IP addressing

For communication across a network or the internet to work, data must be transmitted using the Internet Protocol (IP). When 
data is ready to be sent across a network, it must be broken into smaller units called packets[4]. Without packets, 
communication between networks would become incredibly slow, inefficient, and brittle. Each packet contains a source IP 
address and a destination IP address, which can identify the sending and receiving devices[4]. By having these IP addresses in 
place, the network can predetermine the correct route for the data to follow. One key component for sending data across 
networks is the router, which analyzes the destination IP address in the packet header to select the quickest, most appropriate 
path[5]. However, switches operate within local area networks (LANs) and use MAC addresses to direct data to the correct 
device connected to the network. With all of this said, IP addressing and Network devices enable reliable communication 
between systems across complex interconnected networks.



Referring back to IP addresses, they are structured according to two main standards, IPv4 and IPv6, both of which provide a 
unique identifier for devices connected to a network. First, IPv4 uses a 32-bit numerical format and is most often written in 
dotted-decimal notation, e.g., “192.168.1.1”[6]. This address is broken into network and host portions, allowing the router to 
determine which network and which specific device within that network it belongs to. But as the number of devices connected 
to the internet grows rapidly, IPv4 addresses are becoming scarce. To address the declining number of IPv4 addresses, IPv6 
was introduced and provides a much larger address space due to its 128-bit address format[6], written in hexadecimal, e.g., 
“2001:0db8:85a3::8a2e:0370:7334”. By using IPv6, the number of possible addresses has expanded, improving routing 
efficiency and network communication in modern internet infrastructure.

Another key concept in IP addressing that cannot be forgotten is subnetting. It divides large networks into smaller 
subnetworks, thereby improving network organisation and efficiency[4]. It also allows administrators to allocate a group of IP 
addresses [4] to a specific network segment, which makes it easier to manage large networks and control traffic flow. Also, by 
breaking the network into smaller segments, subnetting can reduce broadcast traffic and improve general network 
performance. Another great use of subnetting is that it can efficiently use available IP addresses by distributing address ranges 
according to the needs of different network departments or devices. This can really help organisations manage and optimise 
their network design, avoiding wasted space, especially in large network infrastructures with many connected devices.

Routing

In order for data to be able to travel between networks, one key process must be in place for it to happen, that being routing. 
As mentioned previously, data is broken down into packets, and each packet includes a destination IP address. Routers 
examine this address and determine the best route to reach its destination[8]. To efficiently deliver data, routers use a 
database called a routing table, which stores information about network paths, including destination networks, subnet masks, 
and next-hop addresses[9], to forward packets to their destinations. Routing protocols that are set in place allow routers to 
exchange information and maintain accurate routing tables. Ensuring efficient, reliable communication between devices on 
different networks.

There are two main methods for implementing routing, the first is static routing, which involves manually configuring routes on 
routers[10], meaning that administrators have full control and can define which path a packet must follow. This method 
provides more control over network traffic and greatly improves security, but whenever a change occurs, it must be manually 
updated. Moving on to the second routing method, dynamic routing (RIP or OSPF), it automatically exchanges routing 
information between routers and updates the routing table when network conditions change[10]. Whilst dynamic routing is 
more scalable, especially in large networks, it can also introduce overhead and configuration complexity.

 

Given that this topology has a small, predictable network structure, it is best to use static routing[10], as it is a simple and 
reliable way to maintain network connectivity between segments, such as communication between the Windows and Debian 
servers within the network.

Network services

Large enterprise networks need secure communication, efficient device management, and reliable connectivity, and to achieve 
this, they use a range of network services. One common service is a Virtual Private Network (VPN), which allows a user to 
securely access a private network over the internet[11]. VPNs encrypt network traffic and create a tunnel to establish a secure 
connection between the user and the organization's network[11], protecting sensitive information from unauthorized access. 
This is extremely important for large companies that support remote access or operate across multiple locations.

Another great service that can automatically assign IP addresses and other network configuration details to devices on a 
network is the Dynamic Host Configuration Protocol (DHCP)[12]. With its automated IP allocation process, DHCP can reduce 



the risk of IP address conflicts and the need for manual configuration. Many enterprises don’t just use DHCP, they also use 
other great services, such as Active Directory Domain Services (AD DS), which can manage users, devices, and permissions 
within a single network domain[13]. It also provides centralized authentication and access control, enabling administrators to 
manage network resources more efficiently.

If organisations want to strengthen their network security even more, they can implement Certificate Authorities (CA) as part of 
a public key infrastructure, they issue digital certificates that verify users, devices, or services, enabling encrypted 
communication and secure authentication[14]. When combined, these network services play a critical role in maintaining well-
managed, scalable, and secure network environments.

 

Task 2

Hypervisor choice 

To create these virtual environments, a hypervisor had to be chosen before starting. Earlier in the report, it covers two types of 
hypervisors, their pros and cons, and, after careful consideration, Oracle VM VirtualBox, a type 2 hypervisor, was chosen. As 
mentioned previously, this hypervisor allows you to run multiple virtual machines, or even an entire network environment, 
without additional devices. Using a hypervisor reduces hardware costs, saves space, and allows systems to be easily 
configured, modified, and reset if something goes wrong. In this project, the chosen hypervisor enabled multiple operating 
systems, including Windows Server, Windows Client, and Debian systems, to run simultaneously and communicate via virtual 
networks. This made it possible to test IP addressing aswell as well as routing and network connectivity within a controlled and 
safe environment.

Debian Download website

This screenshot shows the official Debian website, where the Debian operating system ISO file was downloaded.

Windows Server Download Website



This screenshot shows the official Windows Server webpage, where the Windows operating system ISO file was downloaded.

ISO files in Downloads

This screenshot shows the ISO files downloaded onto the host machine.

VirtualBox Manager



This screenshot shows the VirtualBox Manager interface displaying all four virtual machines made for this task.

VM Windows System settings





This screenshot shows system settings on the Windows Server Machine, including the amount of RAM allocated, the boot 
order, and the number of processors.

VM Debian System settings
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This screenshot shows the system settings on the Debian Server machine, including the amount of RAM allocated, the boot 
order, and the number of processors.

Windows Server Network Adapter Configuration







These screenshots show the network adapters for the Windows Server. The second adapter, named IntSwa, allows the 
Windows server and client to communicate while isolated from other networks, and the third adapter shows the connection 
between the two servers.

Debian Server Network Adapter Configuration
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These screenshots show the network adapters on the Debian Server. As mentioned previously, the second adapter, named 
IntLon, allows the Debian Server to communicate with the client while remaining isolated from other networks, and the third 
adapter shows the connection between both servers.

Windows Server IP configuration





This screenshot shows the IP configuration for the Windows server using the ipconfig command. The server has been 
assigned a static ip address to accommodate its custom IP addressing scheme designed for this virtual network.

Windows Server Routing Table





This screenshot shows the routing table for the Windows Server by using the route print command. This table contains 
information about network paths and confirmed network interfaces that the server can identify.

Debian Server IP configuration

This screenshot shows the network interface configuration of the Debian server using the ip a command. This confirms the 
server has been assigned the correct static IP address with a custom subnet.

Debian Server Routing Table

This screenshot shows the routing table of the Debian server using the IP route command. This routing table confirms that the 
server can communicate with the client Linux machine.



Windows Client Network Adapter Configuration
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These screenshots show the network adapters for the Windows Client. The second adapter, named IntSwa, allows the 
Windows client and server to communicate while isolated from other networks.

Debian Client Network Adapter Configuration
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These screenshots show the network adapters on the Debian Client. The second adapter, named IntLon, allows the Debian 
Client to communicate with the server while remaining isolated from other networks.

Windows Client IP configuration



This screenshot shows the IP configuration for the Windows server using the ipconfig command. The client device has been 
assigned a static IP address and a default gateway to communicate with the Windows Server.

Debian Client IP configuration



This screenshot shows the IP configuration of the Debian Client using the built-in network GUI. The client device has been 
assigned a static IP address and a default gateway to ensure communication with the Debian Server.

Windows Server Successful Ping test

This screenshot shows a successful ping test performed by the Windows server. The replies received confirm that the target 
device is within reach of the server and that the IP addressing and network configuration for the Windows segment have been 
correctly implemented.



Windows Server Unsuccessful Ping test

This screenshot shows an unsuccessful ping test from Windows Server to a device on a different network. The reply “request 
timed out” indicates that the destination IP address could not be reached.

Windows Client Successful Ping test

This screenshot shows a successful ping test between the Windows client and server devices. The replies mean that 
communication within the local subnet is functioning correctly.



Windows Client Unsuccessful Ping test

This screenshot shows an unsuccessful ping test from the Windows Client device to a device on a Debian network. This timed-
out response indicates that communication between the two networks isn't yet possible.

Debian Server Successful Ping test

This screenshot shows a successful ping test from the Debian Server device by using the ping command. The received replies 
show that the Debian Server can communicate with other devices on the same network.

Debian Server Unsuccessful Ping test



This unsuccessful ping test performed by the Debian Server shows that it isn't possible to communicate with it. The destination 
host message indicates that it cannot be reached because it resides on a different subnet.

Debian Client Successful Ping test



This screenshot shows a successful ping test between the Debian client and server devices. The replies mean that 
communication within the local subnet is functioning correctly. 

Debian Client Unsuccessful Ping test



This screenshot shows an unsuccessful ping attempt from the Debian Client to a device located on a Windows network. The 
failed request confirms that it cannot communicate with devices outside its subnet.

Task 3

Personal Reflection

During the initial stage of creating the virtual machines, a few technical difficulties arose. The first was that I tried to create 
them as quickly as possible, giving the instructions only a glance and then realizing I had missed something important. For 
instance, I gave too little RAM to the Windows server and too much to the Debian server. Only after creating the machines did I 
realize I had done so, so I had to destroy them and rebuild them. Another issue I had was assigning the IP addresses to the 
wrong Debian interface. I was applying the IP addresses to enp0s8. Still, after trying a ping test from the Debian client to the 
Debian server, a message appeared saying “Destination Host Unreachable,” so I checked that I had used the correct IP 
addresses I designed, and they were correct. I ran the command “ip a” and “ip route” everything was correct. Until I looked at 
the Internal network adapters, I realised I had assigned the client's IP address to the NAT interface instead of the Internal 
Network interface.

This experience allowed me to gain a better understanding of how to set up Virtual Machines, especially Linux servers and 
clients, as they were brand new to me and I had never configured one before. I already had experience creating Windows 
virtual machines, but I did forget a few steps when creating the Server, so it was great to have instructions online and a recap 
to learn new tricks when implementing them. 
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