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Introduction

REST stands for Representational State Transfer and is a common technology employed by
developers building web applications that is considered as being easily scalable and
maintainable [1]. RESTful web services are a client-server architecture meaning that
workloads are divided into requests between a client and a server where the client requests
access to a particular service or resource that the server halds [1]. The client can access this
resource using HyperText Transfer Protocol (HTTP), although there are other transfer
protocols which can be used [2]. HTTP enables the communication between these two where
the client sends HTTP requests to the server with the intention of accessing or manipulating
a resource that the server is exposing [2]. The server will then return a HTTP response back
to the client based on the particular request that the client made [2]. A RESTful web service
is the implementation of a REST Application Programming Interface (API) [3]. An API governs
the communication between a client and server and acts as the mediator between the two
allowing them to communicate [1], [3]. A REST API dictates a particular way in which HTTP is
used by a service where the service exposes its resources using Uniform Resource Identifiers
(URI's) [3]. These URI’s expose a resource that is associated with that URI which can be
represented in various forms such as JavaScript Object Notation (JSON) which is a way to
format data that is to be stored or transported across a service [4]. The APl supports the use
of basic Create, Read, Update and Delete operations, also known as CRUD operations, upon
these resources [3]. The RESTful APl convention indicates particular ways in which these
operations are supported and outline best practices when implementing a RESTful web
service [5]. This repart will aim to critically analyse the best practice in the implementation of
RESTful web services. Supported with various pieces of literature advantages and
disadvantages for its use will be considered and a conclusion will be made with the objective
of summarising the effectiveness and usefulness of the best practices discussed.

RESTful APl Best Practices

For a web service to be a RESTful web service it must adhere to core principles and aim to
achieve best practices which model the idealistic approach to designing a web service . The
core principles act as a footing to the best practices and should be found in all REST API's [6].
A REST web service follows a client-server design meaning that the server exposes the
resources that the client wants to access whilst separating the user interface concerns with
data storage concerns [6]. This architecture enables the loose coupling of components that
can then be redesigned, reused and scaled effectively [6]. A REST web service is also defined
to be stateless [6]. This principle describes how each response encapsulates all the necessary
information to fulfil the client’s request such that no data is stored between requests and
does not need to persist past the point at which the request has been fulfilled [6]. This reduces
the need to store any data besides cookies and reduces the complexities of managing memory
[6]. Another defining principle is the act of caching effectively and efficiently to prevent old
data and also lower the number of requests that have to be made to the server subsequently
improving performance [6]. A uniform interface is another principle and provides the client
with an easy-to-use API that describes itself easily such that it adheres to the following best
practices [6].




URI handbook

The resource exposed by a web server for a client to access via request must be uniquely
identifiable and the constraints that describe a good RESTful web service, regarding URI’s
mostly describe its format and its design [7].

¢ "http://localhost:8080/profile”
: "http://localhost:8080/profile/bids"
: "&ttp:fflm:a;ho?t:ﬁﬁﬁﬁfp:ﬁtilofbat:hos"
"bidders" {
"href"™ : "http://localheost:8080/profile/bidders"
}!
"regs" : {
"href" : "http://localhost:8080/profile/regs"
{
: "http://localhost:8080/profile/auctions"

Firstly, with regards to the structure of a URI, the path construction of the path must adhere
to a few basic rules including avoiding the use of underscores due to obscuration in decorated
URI elements on HTML pages, consistently using lowercase letters to avoid confusion
between URI's which are the same but which have uppercase letters within, and the
prohibited inclusion of file extensions for which instead should be left to be indicated in the
header as to how the data should be processed [6], [7]. In addition, there also remains other
rules such as the use of hyphens to improve readability and avoid including the forward slash
to help identify resources clearly [6], [7]. Although these set of rules may seem tedious, they
help clearly define the structure of how a RESTful APl should generate its URI's, helping to
efficiently and cleanly communicating the exposed resources to the client [7].

GET http://localhost:8080/valuate?plate=HO11IES

{"plate":"HOl1lIES","cuss":"allie, dollie, hallie, holley, holli, hollie,

~11 " "
hollis, L

v, mollie, ollie, ffensive":tru
Secondly, the design of a URI must follow a particular format of architype structure. When
designing a REST API, it’s resources should inevitably fall into one of the following archetypes:
Document, collection, store and controller [8]. Respectively, these refer to: A single instance
of an object, a directory of resources managed by the server, a resource repository managed
by the client, and any procedural concepts which are operations that are beyond the
functionality of the basic CRUD operations [8]. For such archetypes, there exists certain
practices that are intended to clarify the meaning of the URI’'s generated in order to make it
clear when using or consuming the APl what exactly is being done and this is done through




the specific use of nouns or verbs [8]. Nouns should be used for documents, whilst plural
nouns should be used to name collections and stores [8]. This done to increase the
meaningfulness of the URI with respect to the resource that it represents [8]. In the case of a
controller, a verb should be used which describes the functionality of its action. These careful
considerations to APl help to clearly manifest order within how the resources can be
navigated and how accurately they depict the resource that they represent [8]. Thus, creating
clear instruction for what and how the API should be used. There is, however, a limit to which
a good API bounds itself as to how meaningful its generated URIs are. Where a URI declares
transparency of its back-end implementations it is not only meaningless to the client side, but
it also hinders the ease of scalability or change since any future changes to the back-end may
inaccurately be reflected in the transparency of the URI used [8]. A URI should hence be
designed such that it is loosely coupled with the back-end so that it can accommodate to
change and reusability [8].

Operations

The best practice for RESTful web services describe that the APl should use the operations of
the HTTP standard whilst complying to each of their semantics [8], [9], [10] .Thus, REST APIs
must use a uniform interface in which to communicate between the client and server and
should not abuse the use of the standard operations [8], [9], [10]. Hence, a GET request should
purely be used for the use of retrieving information from the server. It should not, then, be
used subsequently to place any other type of request through the misuse of design of a URI.
Furthermore, POST and PUT requests should explicitly be used to create a new resource in a
collection, and to update or create resources respectively [8], [9], [10]. Also, DELETE must
explicitly delete a resource such that once the operation has been completed the resource
can no longer be obtained through any request to the client [8], [9], [10]. Best practices
describe that any derivatives of deletions of resources should be employed through a
separate controller and invoked through a POST instead [8], [9], [10].

Response Codes

-ajax({

ajaxError(req

w.alert(

Associated with these operations are response status codes. These are codes that are
included within a response that the server sends back to a client when a request has been
made [11]. These codes indicate a variety of different messages and there exists particular
etiquette of which errors are handled and how response codes are used within a best practice




REST APl exemplar [11]. The 2xx code indicates a success and 200, 201 and 204 are derivatives
of this response code [11]. Specifically, 200 should be used to indicate success of a nonspecific
nature [11]. Response code 201 should be used to indicate the success of a created resource
and 204 indicates a successful deletion following a DELETE request and can be used when
there is no response body [11]. The 3xx response code is used to indicate redirection of a
variety of different manners [11]. Specifically, the 302 code is not recommended. Its use is
often misinterpreted and should only redirect a client if a GET or HEAD request has been
made [11]. It is thus, recommended that a 303 or 307 code be issued instead in order to
reference a URI in the Location header of the response for which the client should send a GET
request to [11]. The 4xx code is intended to be used to indicate that there has been a client
error, when no other derivative is considered a 400 indicates non-specific failure [11].
However, there are other codes that should be used to represent specific errors such as when
the client fails authentication and has provided invalid credentials, when a client requests an
unmappable URI, and when a client tries to request an unsupported operation on a particular
resource where the particular resource does not allow it [11]. The response codes should be
401, 403 and 404 returned respectively. It is important to note however, that in the case
where a client has requested authentication correctly however the accessis beyond the scope
of permission, a response code of 403 “Forbidden” should be sent, as oppose to a sometimes
misconceived 401 [11)]. On the contrary to a client-side error, a 500 error code should be used
to indicate a generic server error. Best practices recommend the thorough use of response
codes to name just a few and although a web service may be able to handle responding with
response codes they can easily be misinterpreted or inadvertently misused [8], [9], [10], [11].
It is often the case where best practices forbid the use of such response codes or recommend
the avoidance of typical response codes for nontypical scenarios [8], [9], [10], [11]. More
specifically, developers of a RESTful web service should try to avoid using 500 response codes
that are nonspecific and should only be used for API malfunction [8], [9], [10], [11].

Hypermedia as the Engine of Application State (HATEOAS)

"batches

government agency”,
Tvself" : {
"href" : "http://localhost:8080/batches/1"
b
"batch"™ 1 |
"href" : "http://localhost:8080/batches/1"
}J’
"winning bidder"™ : {
"href" : "http://localhost:8080/batches/1/winning bidder"
Ly
" -’"'::'3-"; " : {
"href" : "http://localhost:8080/batches/1/regs"
b
"auction” {
"href" : "http://localhost:8080/batches/1/auction"

"href" : "http://localhost:8080/batches/1/bids"




HATEOAS constrains a RESTful web service to include hypermedia links in its response bodies
in order to connect different resources where appropriate and thus providing an effective
way in which a client can navigate the resources and thus the API [12].

Conclusion

This report has outlined some of the principles that found the design and implementation of
a RESTful web service and has discussed the use of recommended best practices for it’s
RESTful API. This report has analysed the effectiveness of such practices and to what extent
they are applicable. There are a range of important standards that are perceived to best
follow when constructing such a web service such as the meticulous design of the URIs that
an APl generates. Each outline how implementation of basic constraints help the
consumption and client-side usage and navigation of the APl become easier and simpler
through concepts such as nouns for certain resource types, basic CRUD operations applicable
to them and the use of HATEOAS. All of which can be considered testament to the
effectiveness of such a protocol that is RESTful web services that are essentially easier for a
user to decipher and access information that a service provides through its API.
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Introduction

Serverless technologies generally refer to the outsourcing of responsibility for the
maintenance and management of backend server logic and state of a particular application
[1]. These cloud-hosted applications make use of third-party services to purely manage the
running and allocation of servers [1]. Before serverless providers such as giants Amazon Web
Services (AWS) Lambda, Microsoft Azure and Google Cloud Functions offered up their
services, web applications were often burdened with the maintenance of their own servers
and its resources and were charged for doing so even during times when the demand on the
particular servers was lower than the capacity of those servers [1]. This was the case
especially for small companies and development teams and so for these predicaments it gave
way for serverless technologies to take their place amongst the development of web services
architectures and is used currently by many companies like Netflix across the industry [1].
This report will be carried out with the objective to outline the need for server-less
technologies and will critically analyse the effectiveness of such technologies. In addition, this
report will then follow by introducing and outlining the use of circuit breaker patterns and
will again critically analyse their effectiveness.

Web Hosting

Web hosting is the act through which web services are housed by servers across the internet
made available by serverless technologies [2]. Through this process developers are able to
construct web applications that can be accessed via the internet whilst the hosting service
maintains the server and resources that has been allocated for that application however
much is needed at any given time [2]. Serverless technologies are also referred to as Function
as a Service (Faa$S) [3]. Web hosting is thus the accommodation of such FaaSs which serve to
run server logic in stateless containers where data does not persist past the point at which
the event-triggering function has completed its task [3]. All that is required for that particular
functionality is encapsulated into the connection made between client and server but once
that connection has been fulfilled the server holds no acknowledgement to previous
connections [1], [3]. Through the use of these technologies comes many advantages and
reasons why development might want to incorporate these architectures in its design. On the
other hand, there are instances where this might not be the case.

Discussion regarding advantages and disadvantages of serverless technologies

One of the first possible arguments in favour of serverless applications might be the cost
reduction or cost effectiveness that it can grant. A serverless web service that only makes a
few executions will only be charged for the time that was taken and for the memory that is
required [1], [4], [5]. When an application uses its own server, however, the cost associated
with the running of that server accounts for the constant up-time for that server regardless
of whether the full capacity is being used if at all [1], [4], [5]. It is clear then to see why
serverless is favourable with regards to being cost effective in coherence to the demand that
is being made to the server. Furthermore, serverless technology is adaptable to higher




demands and an application can make use of the hosting service to reflect the demand that
is being made in terms of more execution and more memory [1], [4], [5]. This makes the
scalability of an application using a hosting service much easier since this can be done
automatically [1], [4], [5]. Another cost benefit comes as a consequence of less of a need for
architectural engineers since most of this is handled by the hosting service [1], [4], [5].

This leads onto another argument that concerns the responsibility of the back-end
infrastructure. With serverless, the responsibly no longer lies with the development team
rather it is the support granted that comes from the service providers [1], [4], [5]. However,
the disregard of back-end maintenance leaves greater reliability upon the service provider
and lesser control of the system, lack of transparency for server-side architecture and possible
security risks [1], [4], [5]. Multi-tenancy is the concept of multiple applications running on the
same servers. For an application that handles sensitive data, there is a possibility of exposure
of this data due to the misconfiguration of servers on behalf of the provider[1], [4], [5].
Additionally, multi-tenancy can have performance implications [1], [4], [5].

Another advantage is the ability to deploy parts of an application as collections of executables
quickly and wherever needed, as part of a complete transition to serverless or just parts at a
time [1], [4], [5]. Furthermore, this ease of deployment is the same for redevelopment.
Developers can quickly change, update or add features to the already existing architecture
making it easier for companies, especially those who employ agile methodologies for
software development [1], [4], [5]. However, from a developer’s perspective this transition to
serverless can be complex and can pose difficulties for testing code locally [1], [4], [5].
Furthermore, it is important to mention that an executable is limited to a 300 second timeout,
meaning that a feature that has complex functions or functions that run over that limit are
hindered and cannot be hosted [1], [4], [5]. For an application where the run time of particular
functions can vary this can be problematic.

A further disadvantage comes from serverless code that remains unused for long periods of
time [1], [4], [5]. Frequently executed functions are held in a state that the provider can
quickly boot up, referred to as warm starts. Infrequently used functions, however, are booted
up in ‘cold’ starts and endure a slightly slower response leading to possible performance
degradation [1], [4], [5].

Introduction to Circuit Breaker Pattern (CBP)

The CBP is a pattern that is used to monitor the availability and responsiveness of specific
functionalities of a web service, and acts as a mediator for the communications between
client and server; in-case of the event that the microservice becomes unusable [6], [7], [8].
The nature of communications between client and server describes a series of sequential
transactions where a client communicates to a server across a network in anticipation of a
response [6], [7], [8]. The server then services the request and responds back with the
necessary information. However, this is not always the case in events that render the
microservice unusable. In such happenings the client, unaware of the server-side problem,
awaits a response until the request exceeds a time-out limit at which point client deems the
transaction as a failure [6], [7], [8]. However, the problem with this arrangement is that
waiting for a time-out value to be exceeded is a relatively long time, especially considering




that this timeout may consequently be waited upon every time requests are made to the
particular microservice and can be made by multiple clients [6], [7], [8]. The CBP attempts to
bid a solution to this problem that dramatically reduces the time in which a client can deduce
a service failure [6], [7], [8]. The process the CBP carries out to achieve this closely mimics the
operation of an electrical circuit breaker, hence the name, and does so by functioning within
the realms of three states; open, closed and half-open [6], [7], [8].

Each request and its expected response pass through the circuit breaker. In the scenario
where the communications between the two is intact the circuit breaker is closed and allows
the typical communications to occur [6], [7], [8]. In the case where the circuit breaker detects
no response from the server, the breaker will become open meaning that no requests are
able to succeed to the microservice and any that are made are responded to with the
appropriate errors [6], [7], [8]. Once the breaker is able to detect a response from the
microservice the breaker will revert to a closed state to continue communications as desired
[6], [7], [8]. The third state, half-open, refers to the period between the closed and open
states and serves as the period for which only a few requests are succeeded to the server in
order to test the responsiveness of the microservice [6], [7], [8]. If those requests are serviced
and sufficient number of responses are made, the breaker deems that the service has been
restored and will revert to the closed state [6], [7], [8].

The circuit breaker is able to be constantly aware of the state of the microservice by
continuous and constant monitoring of three different types [6], [7], [8]. The first is
‘heartbeat’ monitoring and is such that it constantly tests the availability of the service,
checking whether the service can be reached [6], [7], [8]. The second monitoring uses
synthetic transactions which mock the data typically received to test the microservices ability
to function [6], [7], [8]. The final monitoring is called real-user monitoring and uses trend
analysis of the duration of the particular operation to observe and determine the
responsiveness of the microservice and whether it exceeds a point at which it is deemed
unusable, and in this case will open the breaker [€], [7], [8].

The use of a CBP reduces the client wait time in the event of an unusable service and can
reject a request that is deemed likely to fail dramatically quicker than it would take to wait
upon a timeout [6], [7], [8]. Also, the pattern inevitably supports the system during recovery
by managing load and reduces the impact on system performance [6], [7], [8]. The way in
which a breaker pattern can monitor the health of a microservice can greatly improve the
effectiveness of the pattern [6], [7], [8]. In particular, real-use monitoring provides accurate
data in order to determine the responsiveness whereas heartbeat monitoring will only serve
to determine the availability of the service [6], [7], [8]. The latter can be a much quicker
identifier of its measure but lacks the ability to test true functionality. The former is a
relatively more comprehensive test being one of responsiveness but in some cases might not
be considered as a true representation of the health of the system since some operations may
experience fluctuations in performance [6], [7], [8]. However, a pattern can possibly be used
effectively to determine whenever it is likely to fail, and this sensitivity can be set by the
developer [6], [7], [8]. The monitoring that refers to the mocking of request data also comes
with its drawbacks in the sense that the microservice will have to accommodate and
distinguish such mock data from live data. In addition, the mocking of data tests just a specific
path and might not be representative of the entire microservice [6], [7], [8]. There are some




possible advantages that come from the handling of errors that come from the breaker with
regards to how the application handles these errors and where applicable, can invoke
alternate functionality in place of the downed service [6], [7], [8]. Nevertheless, the pattern
has to be designed to be able to interpret the errors it is handling and effectively
communicate the information in order to best serve the client and reap these benefits. In
addition, the breaker can be used to also log failures which can aid the monitoring of health.
Another point to be made is that during half-open states, the breaker may be programmed
to only revert to a closed state when a number of successful requests have been responded
to. This means that for a system that might receive low volumes of requests to a certain
microservice, the pattern may not be able to accurately use real-user monitoring to
determine the health of the service due to its lack of incoming data.

Conclusion

In conclusion, similar can be said for both technologies in the sense that their usage really
depends on the scenario for which they are considered. Serverless technologies can bring
exciting possibilities with the benefits such as cost reduction and less of an association with
back-end responsibilities, if of course, is what one is looking for. However, this lack of control
may be the reason an application would abstain from serverless as well as complex
applications that are not suited to be transitioned to serverless. For the CBP the effectiveness
depends on how it is designed and how well it used within an application. As it provides
stability and reassurance it must also be well married with important concepts such as error
handling and appropriate monitoring.
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Good analysis of the implementation of REST, but |
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