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Big Data

Big data is of massive importance in the current age where everything is online so companies
both big and small need a good method of handling data and ensuring that the four v's are
met. Big data can vary from place to place as one companies big data might be 10PB while
another could be 10TB, there is no set amount to class as big data[1]. When analysing big
data, we must consider the four V's:[1]

e Volume — What makes big data big, the sheer amount of storage space needed for
everything so there is no point having a minimum storage amount as nobody is sure
how much data is being generated and how much information is truly being collected,
so you need enough storage to store everything.

e Velocity — This is the amount of incoming data that needs to be processed. There are
countless actions that needs to be process every minute of every day such as Facebook
messages or card payments made every minute. The company must have a way to
process all of thesc actions.

e Variety — A goal of big data is take unstructured data like images and recording and
make sense of it when comparing it to structured data such as bank statements.
Structured data has rules set to it while unstructured data has no rules and can be
anything.

e Veracity — Having good and trustworthy data is necessary when collecting any data,
not just big data. If the data is wrong, then the analysis will lead to incorrect
information and cause problems for the company.

There are many big data web applications online to use however we will look at the Amazon
web services for big data or AWS. Rather than being a single application AWS is a
marketplace full of software and frameworks to use for many things big data included. it
allows you to create an application that revolves around the software or you can implement it
into an already existing system.[2] AWS lets the user build any analytics application
regardless of the volume, velocity and variety of the data and due to the broad amount of
features it provides in order to analyse the data[2]. AWS provides features such as analytics
frameworks like the Amazon Athena interactive query search which allows the user to
analyse petabytes of data and as there are no warchouses it can be analysed immediately.
Volume is one of the main issues when handling big data as you need a near unlimited
amount of storage space which AWS provides through its many different types of storage
options however because they have so many option it may take time to find what storage
method such as the Amazon DynamoDB which has default limits but the user can pay more
to increase their data limits to the exact amount that they require[2]. The velocity of the data
is another major aspect of big data that needs to be handled because large companies like
Amazon who process countless card payments every minute. They need a way to effectively
analyse which is where the AWS Kinesis options can be used to analyse the velocity of the
data like the Kinesis Firchose which allows the user to load massive amounts of streaming
data in the AWS and enable near real-time analytics which takes the input information and
prepares and loads it into your chosen data storage option which is then converted into easy
to analyse data using analytics tools[3]. The variety of big data is a more complex issue as it
is split into structured and unstructured data. The AWS S3 is a great way to store and analyse
a variety of data as it can store any time of data from anywhere[4]. The veracity of the data is




different as it is difficult to control unlike the other three v’s as the users are the main
problem as they may enter data incorrectly either by mistake or on purpose which can lead to
a bad veracity of data. The best way to prevent mistakes is to simple use error checking
methods throughput the system from the moment the user inputs data like an email address to
the output of when analysing data. The AWS Apache Spark on Amazon EMR is a popular
software for dealing with it as it allows the user to filter the data in real-time and siphon the
useful data and cast away the useless data, however it is the issue that is hardest to deal with
when handling big data [5]. AWS is very useful as it has so many options to chose from to
suit your exact needs while only paying for what you use while covering the four v’s of big
data, similar to Hadoop it is basically a large ecosystem that is incredibly flexible and
dynamic.

Hadoop Hive

Before discussing hive we must first mention Hadoop which is a software framework for
distributed computing known commonly as HDFS or Hadoop Distributed File System and
big data processing using MapReduce[6]. MapReduce as mentioned above is actually a
programming model created by Google for data processing big data where the users specify a
map function that has a key/value pair that generates a set of intermediate key/values pairs,
while the reduce function is used to merge all the intermediate values that have the same
intermediate key|[7]. Hadoop splits files into large blocks of data and distributes them across
separate nodes that are connected to the Hadoop system[8]. There are many add-ons to the
Hadoop ecosystem such as Avro, Pig, Tez and more however we will discuss Hive|[6].

Hive is data warchouse project that used on top of Hadoop that provides data analysis,
querics and summarisations|9]. Hive provides an interface similar to SQL to allow the user to
query data that may be stored in several different databases or systems the are connected to
the Hadoop ecosystem[9].

Hives primary use is for large data scts or big data and has features such as:[10]

e mechanisms to structure a variety of data formats in order to organise and make the
data easier to understand.

e Several tools that enable easy access to data with SQL which enables data
warchousing operations such as ETL or extract/transform/load and also reporting and
data analysis.

e query execution using MapReduce, Apache Tez or Spark.

e Access to data stored in Apache HDFS or in other storage systems like Apache
HBase.

e Hive also has a procedural language with HPL-SQL and sub-second query retrieval
using Hive LLAP, Apache YARN or Slider.

Hive is incredibly useful as it allows user to extract information from Hadoop clusters using
SQL which is a very popular because its an effective method of organising and using the
data[9). Hive does the heavy lifting of mapping operations to MapReduce which allows the
user to focus on the queries which are then translated by Hive into MapReduce jobs thus
exploiting the scalability of Hadoop while keeping it simple using SQL[9]. Hive is most




suited for data warehouse applications where a majority of static information is analysed such
as big data that is maintained minded for information and insights, not where the data is
rapidly changing [9]. Hive is also useful for developers as those who know SQL can learn
Hive easily and port SQL based application over to Hadoop simpler than any other Hadoop
language or tools[9]. To summarise Hive is ideal for any company that deals with big static
dala as long as the developers have some experience with SQL as it revolves around SQL and
it can be stressful for developers to learn a new language in a rush which can lead to issues
and errors.
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Big data application. (20) 19
/1 OO Discussion of Hadoop technology (20) 18

Quality of website (Typescript) (20) 0
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Software testing (5) 3

Review of the four V's is a bit brief and doesn't
evaluate the impact of these factors. However, you
have provided some discussion on AWS. as it
relates to the these factors which is quite good.
Good evaluation of Hive.

Code is just a copy of that provided in class.
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