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Abstract 
 
Shape up Gyms provides access to modern gyms and affordable membership plans. The 
company started as a small company operating out of Swansea but their success has led 
them to expand their services to other parts of Wales. To support their growing customer 
base and improve services, they are in the process of upgrading their IT systems. 
 
This report outlines the suggested performance enhancements and a distributed 
database fragmentation schema for the Shape Up Gyms database system, to aid in their 
growing customer base and regional based gym management system, whilst allowing 
their finance department and head office to remain in Swansea. 
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1. Introduction 

This report will outline suggested performance tuning enhancements along with a 
proposed distributed database design for Shape Up Gyms, based on previously provided 
requirements. The main requirements are noted below. 
 
a. Implement distributed database model 
b. Distribute customer base and gym membership system across regional areas 
c. Finance department remains in Swansea 
 
The centralised database structure has been provided and implemented, and is outlined 
in Appendix A. 

2. Performance Tuning 

The following section outlines how indexes could be used by Shape Up Gyms to improve 
the performance of their database queries.  

 Clustering Indexes 

Clustered indexes are used to order the rows in a given table, allowing the data to be 
sorted, therefore aiding in the efficient and quick access to data. 
 
Customer information will be required frequently by Shape Up Gyms across all sites 
(Gyms and finance office), by both the customers themselves and by the staff. This access 
will likely be spread across the day, with no specific peak times.  
 
Shape Up Gyms Staff may choose to use views such as ‘s_all_customers’ (SQL File 2) to 
search for all customer information, sorted by last name in descending order. As a result, 
to speed up this query it would be suitable to add a clustering index on the 
Customer.LastName field. 
 
CityName from the City table is also often queried, in order to find Customer’s home 
address city or a gym’s city, and so, an ordered clustered index should be used, sorted by 
CityName in descending order. 
 

 Secondary Indexes 

In addition to the afore mentioned clustering indexes, secondary indexes should be 
added to tables and fields which are often queried using attributes other than the 
primary keys, allowing the DBMS to access data more efficiently on non-ordered tables.  
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However, secondary indexes should not be used on fields which are commonly updated, 
due to the overhead of maintaining these indexes, which would degrade update 
performance. 
 
In order to decide on the necessary secondary indexes, the author considered the most 
common queries that would be run on the system, along with how those fields would be 
used and how an improvement in performance would affect those fields. 
 
The most important transaction in the system is to create a new membership purchase 
(NewMembershipPurchase stored procedure). This relies on data from other tables 
linked by foreign keys, and contains inner SQL SELECT statements to the 
MembershipType table to gather information that must be stored in 
MembershipPurchase. 
 
The author concluded that fields from the MembershipType table would be used 
frequently, such as to display all fixed-term memberships, all day passes, and to find 
contracts of a specific duration, such as 6 months. DurationType and Contract type are 
also essential to the creation of new MembershipPurchase records. These fields are likely 
to be used throughout the day, with peak times in the morning, when people visit the 
gym before work, and in the evening, when people visit after work. As a result, both these 
fields should be indexed.  
 
The MembershipPurchase table’s Status field is also often used in querying, such as to 
find all ‘Active’ or ‘Elapsed’ memberships. As this field is not often updated, it is also a 
good candidate for a secondary index. 
 
In addition, OneTimeFee, JoiningFee and MonthlyPaymentFee from the 
GymMembershipPrice table will be frequently accessed when creating a new 
MembershipPurchase, as their values will be queried and stored in the 
MembershipPurchase table so that the historical price can be stored. As a result, to 
increase the performance of the create MembershipPurchase stored procedure these 
fields should also be indexed. 
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3. Distributed Database Design 

According to M. T. Özsu et al, a distributed database is a collection of multiple, logically 
interrelated databases located at the nodes of a distributed system. A distributed 
database management system (distributed DBMS) is then defined as the software system 
that permits the management of the distributed database and makes the distribution 
transparent to the users [1]. 

 
Many organisations, including Shape Up Gyms, are physically divided across multiple 
locations, with each location requiring its own set of local data, thus to maintain 
performance and ease of access the overall database should be distributed. However, the 
multiple locations will require shared data, and so there is a requirement to ensure the 
necessary tables remain synchronised. 

 Fragmentation Discussion 
 Advantages 

Applying fragmentation to a distributed database allows data to be stored close to where 
it is most frequently used, aiding in the performance of querying, along with minimising 
communication costs and improving reliability and availability. Also, data that is not 
needed by the local application is not stored, minimising unnecessary storage costs. 

 Disadvantages 

Global applications that require data from several of the fragments, which are physically 
separated across different sites can suffer from decreased performance. Controlling the 
integrity of data may also be more difficult if the data and their functional dependencies 
are separated across different sites. 
 
In addition, maintaining consistent data is more difficult when a data item changes and 
needs to move from one fragment to another. 

 

 Fragmentation Schema 

Three rules must be followed to ensure a successful fragmentation schema.  
 
Completeness 
If Relation R is split into fragments R1, Rn ... , each data found in R must appear in at least 
one fragment. This will ensure there is no data loss [2]. 
 
Reconstruction 
In order to ensure functional dependencies are preserved, it must be possible to 
reconstruct the original relation from the fragments using relational operations. 
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Disjoint 
Finally, to ensure there is only minimal data redundancy, it is important that if data item 
di appears in fragment Ri, then it should not appear in any other fragment. 
 
In order to decide on the most appropriate fragmentation schema for Shape Up Gyms, 
both quantitative and qualitative information has been considered, including the number 
of estimated queries, peak times, who will rely on the information, and the data’s 
importance [3]. 

 City Table 

It has been decided not to fragment the City table. This is because the table contains only 
a limited number of rows and will be required across for use by multiple tables and 
queries, across multiple physical sites including the finance department in Swansea along 
with the Gym branches across the country.  
 
Fragmentation would not improve performance of the database, and in fact could slow 
performance as the data would not be readily available at the required site.  

 Region Table 

It has been decided not to fragment the Region table, for the reasons given above in 
2.1.1. 

 MembershipType Table 

It has been decided not to fragment the MembershipType table, for the reasons given 
above in 2.1.1. 

 GymMembershipPrice Table 

The GymMembership price table stores the prices set by individual gyms for each 
membership type. This table will be used frequently by individual gyms when displaying 
prices, and also when creating a new membership purchase.  
 
It is not required that each gym has access to other gym’s prices, and therefore it would 
be most suitable to fragment the table into each Gym.  
 
Therefore, it is suggested to use primary horizontal fragmentation for 
GymMembershipPrice with minterm predicates. The chosen horizontal fragments are: 
 
  GMP1   GymID = ‘G000001’ 
  GMP2   GymID = ‘G000002’ 
  GMP3   GymID = ‘G000003’ 
  GMP4   GymID = ‘G000004’ 
  GMP5   GymID = ‘G000005’ 
  GMP6   GymID = ‘G000006’ 
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Reconstruction: GMP1 È GMP2 È GMP3 È GMP4 È GMP5 È GMP6 

 

 Customer Table 

The Customer table stores personal, gym and bank details for each customer. This table 
will be used by both the finance department and personnel employees at the customer’s 
own gym. 
 
As above, it is not required that each gym has access to every customer, instead it should 
only have access to it’s own customers. This will reduce replication, improve query times 
and will improve data integrity as only those who should have access to the data, do have 
access.  
 
The finance department does not require full customer details to process the payments 
and so they have only limited columns. 
 
Therefore, it has been suggested that the customer table be decomposed using vertical 
fragmentation: 
 
C1 (Personnel): PCustomerID, GymID, FirstName, LastName, HomeAddress, HomeCityCode, PostCode, DateOfBirth, 

ContactPhoneNo, MedicalSummary(Customer) 
 
C2 (Finance): PCustomerID, BankAccountNo, SortCode(Customer) 
 
Then, use derived fragmentation on fragment C1, which is based on GymID to locate 
customer information at the same location as the Gym’s location fragment: 
 
  Cii: C1       GymID GMPi 1 £ i £ 6 
 
 Reconstruction: (C11 È C12 È C13 È C14 È C15 È C16 )        CustomerID C1 
 

 MembershipPurchase Table 

The MembershipPurchase table is a transaction table used to store details of each 
membership purchase, and links to many tables such as Customer, MembershipType, 
GymMembershipPrice etc. 
 
The most common use case of this table is for each gym to find a record of all its 
memberships, and therefore the table should be decomposed into the records for each 
Gym.  
 
Therefore, it has been decided to use primary horizontal fragmentation with minterm 
predicates. Proposed horizontal fragments are: 
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  MP1   Customer.GymID = ‘G000001’ 
  MP2   Customer.GymID = ‘G000002’ 
  MP3   Customer.GymID = ‘G000003’ 
  MP4   Customer.GymID = ‘G000004’ 
  MP5   Customer.GymID = ‘G000005’ 
  MP6   Customer.GymID = ‘G000006’ 
 
Reconstruction: MP1 È MP2 È MP3 È MP4 È MP5 È MP6 
 
In addition, the finance department will require access to the table to process payments, 
produce invoices etc. For this, it is suggested that vertical fragmentation be used to 
provide information for the finance department on a per gym basis. 
 
MPi1 (Finance): PPurchaseNo, CustomerID, MembershipTypeID, StartDate, EndDate, Status, JoiningFeePrice, 

MonthlyFeePrice, OneTimeFeePrice(MembershipPurchase) 
 

 Gym Table 

The Gym table stores name, location and contact information for each of the Shape Up 
Gym sites.  
 
This information may be used be other local gyms, and therefore, it is suggested that 
primary horizontal fragmentation is used with minterm predicates, to separate the Gyms 
by Region. The suggested horizontal fragments are as follows: 
 
  G1   Region.RegionName = ‘Wales’ 
  G2   Region.RegionName = ‘West Midlands 
  G3   Region.RegionName = ‘South West’ 
  G4   Region.RegionName = ‘South East 
  G5   Region.RegionName = ‘London 
  G6  Region.RegionName = ‘North East’ 
  G7  Region.RegionName = ‘North West’ 
 
Where Region is linked via an inner join to the Gym table (Gym.CityCode = City.CityCode, 
City.RegionCode = Region.RegionCode) 
 
Reconstruction: G1 È G2 È G3 È G4 È G5 È G6 

 

 Allocation and Replication 

It is suggested that the distributed database for Shape Up Gyms have selective 
replication, with the following proposed for each table.  
 

a. Region 
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  - Table to replicate across each site 
b. City 

 - Table to replicate across each site 
c. Gym 

  - Each fragment to be stored at necessary site 
d. MembershipType 

 - Table to replicate across each site 
e. GymMembershipPrice 

 - Each fragment to be stored at necessary site 
f. Customer 

 - Each fragment to be stored at necessary site 
g. MembershipPurchase 

 - Each fragment to be stored at necessary site 
 

As it is proposed that Region, City and MembershipType are not fragmented, they must 
be replicated across each site. This will offer the best read performance, which is 
important for these tables given their estimated usage. Despite replicating across each 
site, as the tables contain data that will not frequently be updated, and there are only 
limited numbers of records, the storage costs should remain low. If the record set was to 
grow significantly, this design may be reconsidered [4]. 
 
The other fragments should be split across all appropriate sites by Region/City/Gym. This 
will offer Shape Up Gyms the best-read performance as the data is closest to the site, 
along with low storage costs. In addition, data integrity will be improved with sites not 
having access to another’s data [5]. 
 

4. Conclusion 

The proposed indexing and fragmentation solutions should allow Shape Up Gyms to 
maintain a reliable, well performing distributed database, so that they can continue to 
expand their business across new sites, whilst maintaining the best cost/performance 
balance. 
 
In the future, if the business needs are to change or the record set is to expand 
significantly, it would be suitable to redesign the proposed solution.  
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