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1. Introduction
In this paper, the author will discuss topics that relate to network theory and how those topics apply
to design decisions in the development of networked applications. In particular, the author will
consider the topics of transmission control protocol (TCP), the impact of the maximum transmission
unit (MTU) size on the transfer of data, synchronicity and asynchronicity in network protocols and
interoperability for networked applications.

2. Transmission Control Protocol

The TCP standard is defined in the Internet Engineering Task Force (IETF) Request for Comments RFC
793 [1].

In their paper Performance Analysis of Different TCP Variants in Wireless Ad-hoc Networks [2],
Shenoy et al state:

“TCP is a transport layer protocol that ensures ordered delivery of packets which
complements the Internet Protocol (IP) at network layer.”

As mentioned by A. M. Alotaibi et. Al in their paper Security issues in Protocols of TCP/IP Model at
Layers Level [3], the TCP/IP Reference Model was developed by the Department of Defence’s Project
Research Agency. The paper goes on to say that:

“One formal system that has been present as a conceptual model is the TCP/IP Protocol
Suite that was formed in 1980 as an internetworking solution...”

and

“The TCP/IP Protocol Suite is a group of different communication protocols working through
the Internet and other private communication networks, and it carries most of the essential
services running over the network.”

TCP is used as the Transport Layer for HTTP/1.1 and HTTP/2, which are defined by the IETF under
RFC 7230 [4] and RFC 7540 [5] respectively. However, HTTP/3, which is defined in the IETF draft
proposal draft-ietf-quic-http-23 [6] uses QUIC (Quick UDP Internet Connections) instead of TCP as
the underlying Transport layer.

2.1. TCP Connection Initiation (The Three-way Handshake)
As described in Evaluating The Stream Control Transmission Protocol Using UPPAAL [7], a connection
between two endpoints is established via a three-way handshake (see Figure 1 below).

Endpoint A (the initiating endpoint) sends a (SYN) message to the Endpoint B (a second endpoint).

Once Endpoint B receives the SYN message, it responds with its own SYN message along with an
acknowledgement message (ACK).

After Endpoint A receives the SYN+ACK replies, it responds with its own ACK message, completing
the handshake.

Page | 2




Endpoint A Endpoint B
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Figure 1 - TCP Three-way Handshake [7]

2.2.  TCP Connection Closure (Four-way Handshake)
A TCP connection is closed by a series of messages, known as the four-way handshake (see Figure 2
below) exchanged between two endpoints as described in User-side Evil Twin Attack Detection Using
Time-delay Statistics of TCP Connection Termination [8].

To begin closing the TCP connection, the client (Endpoint A), sends a notification to the server
(Endpoint B) that it has no more data to send (FIN).

Endpoint B replies to the FIN notification with an ACK response.
Endpoint B then sends its own FIN notification (if it doesn’t have any more data to send).
Endpoint A will respond to the FIN notification from Endpoint B with its own ACK message.

Timeouts notwithstanding, the TCP connection between the two endpoints will only be closed on
both sides once each has sent a FIN notification and received an ACK response.

FPeer Peer
ACK

Figure 2- TCP Four-way Handshake [9]

2.3. TCP Connection State

Each endpoint in a TCP connection goes through a series of states which are defined in RFC 793 [1].
These states change during the different stages of the three-way handshake, during data exchange
and during the closing of the connection.
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The LISTEN state represents an endpoint awaiting a connection request. In regard to the example
used above in the TCP Initiation (The Three-way Handshake), this is the sate of Endpoint B before it
receives a SYN message.

The SYN-SENT state represents the state of an endpoint after sending a connection request, but not
yet having had a response. This is the state that Endpoint A moves into after sending a SYN message
while it is awaiting a response from Endpoint B.

The SYN-RECEIVED represents an endpoint having received a connection request and having sent an
acknowledgement. This is the state that Endpoint B moves into after having send a SYN+ACK
message and is awaiting an ACK response from Endpoint A.

The ESTABLISHED state is the state of an endpoint after receiving an acknowledgement response
from another server. It is only in ESTABLISHED state where endpoints can send and receive data. This
is the state that Endpoint A moves into once it has received a SYN+ACK response from Endpoint B,
but Endpoint B will only move into this state once it has received the ACK response from Endpoint A.
Both endpoints remain in this state until the Four-way Handshake is initiated.

The FIN-WAIT-1 state is entered by the client once it has sent a close request and is awaiting an
acknowledgment of this. This is the state that Endpoint A moves into once it has sent a FIN request
and is waiting for an ACK from Endpoint B.

The CLOSE-WAIT state is the state that a server endpoint enters when it has received a close request
from the client and responded with an acknowledgement. It will remain in this state until it sends its
own close request to the client. This is the state that Endpoint B enters when it sends an ACK in
response to a FIN request from Endpoint A. Endpoint B will remain in this state until it has finished
sending any remaining data to Endpoint A.

The FIN-WAIT-2 state occurs when the client endpoint has received an acknowledgement of the
close request it sent and is waiting for a close request from the server endpoint. Endpoint A would
enter into this state when it has received an ACK from Endpoint B in response to its own FIN request.
It will remain in this state until it receives a FIN request from Endpoint B.

The LAST-ACK state is the state the server endpoint enters once it has sent its own close request
after it has finished sending any remaining data. This is the state Endpoint B moves into once it has
sent a FIN request to Endpoint A and is awaiting a final ACK response.

The TIME-WAIT state is the state the client endpoint enters once it has sent the acknowledgement
of the close request of the server endpoint. The client endpoint usually remains in this state for a set
period of time in case there are any remaining duplicate network packets that may be received in
case they interfere with a new TCP connection. This is the state that Endpoint A enters once it has
sent an ACKin response to a FIN request from Endpoint B.

The Closed state is the state that both endpoints enter once the TCP connection is fully closed. For
the server endpoint this occurs after receiving an acknowledgement of its close request and for the
client endpoint this is the state entered after a defined time spent in the TIME-WAIT state. Endpoint
B would enter this state once it has received an ACK in response to its FIN request and Endpoint A
would enter this state after a certain amount of time spent in the TIME-WAIT state.

An example of how the TCP connection and closing procedures can be seen in Figure 3 below.
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client server
CLOSED LISTEN
SYN_SENT

SYN_RECEIVED

ESTABLISHED

ESTABLISHED

FIN_WAIT_1

CLOSE_WAIT

FIN_WAIT_2 LAST ACK

TIME_WAIT

(2MSL) CLOSED

CLOSED

Figure 3 - Endpoint States During the TCP Connection Lifecycle [10]

2.4. Packet Delivery
TCP divides data into segments for transmission over the network. Each segment is encapsulated in
a TCP header which forms the packets that are sent. Each packet is assigned a sequence number in
the TCP header. This means that the receiving endpoint can take these segments of data, arrange
them in order, regardless of the order they are received, and pass the whole message back up to the
application layer

Other relevant data held within a TCP header include whether the packet is the last packet sent from
the sender, a checksum to ensure the packet itself has not been corrupted during transmission over
the network, the amount of data that the sender is currently willing to receive (known as window
size) and the port numbers of both the sender and receiver.

The window size is especially important when the receiving endpoint is sending ACKs in
acknowledgement of the segments received. It allows the sender to control the rate at which it is
sending packets to avoid them being lost and having to be resent which results in network
congestion.

In the paper Performance of TCP Variants Over LTE Network [11], TCP’s reliability in transmitting
packets of data is attributed to its ability to control congestion.

Every segment of data must be accounted for with a corresponding ACK from the receiver, although
one ACK can acknowledge the receipt of several segments. Because each packet is numbered, TCP
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can recognise packets of data that have not been acknowledged and they be resent. Because of this
ability to resend missing data, TCP can also handle any duplicate packets that may be received. This
can happen when a packet (either a segment of data or an ACK) is delayed to a point where the
sending endpoint resends the packet.

2.5.  The Two Generals Problem
The Two Generals Problem relates to a scenario where two entities are trying to achieve consensus
by sending messages to each other that may or may not be received. To enable the sender to know
that their message has been sent and understood, they expect an acknowledgement message in
receipt of their original message [12].

In some instances of this scenario, the generals are planning an attack on an enemy target, but
neither will move until they are sure their counterpart will do the same. This leads to a scenario
where both generals want to receive an acknowledgment of their acknowledgement leading to an
infinite loop of acknowledgements being sent and resent when they don’t get an acknowledgement
of their acknowledgement [12].

In regard to TCP, this describes the problem of packets and their corresponding acknowledgements
being lost during transmission. The sender of data segments will resend these segments if an ACK
response is not received within a given time. This lack of an ACK response from a receiver could be
down to either a packet from the sender being lost or the ACK response for that packet sent from
the receiver being lost.

This can lead to duplication of data packets being sent from the sender, which in turn leads to
duplicate ACKs from the receiver as they cannot be sure that their original ACK was not lost. This can
especially be a problem in noisy or unreliable networks and the duplication of messages itself adds
to network congestion. Impact of The Maximum Transmission Unit Size on The Transfer of Data

3. The Impact of The Maximum Transmission Unit (MTU) Size on
The Transfer of Data
3.1.  MTU Definition

Maximum Transmission Unit (MTU) is defined in Service Quality Assurance in The IP Networks for
Smart Grids [13] as:

“... the size of the largest IP data unit that can be communicated in a single network
transaction.”

3.2.  What Affects the MTU Size?
The MTU size at Layer 4 (Transport Layer) of the OSI Model (see Figure 4 below) is restricted by the
frame size at Layer 2 (Data Link) and the capabilities of the physical devices at Layer 1 (Physical).
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Human-computer interaction layer, where
APPLICATION LAYER applications can access the network services

__ Ensures that data is in a usable format and is
PRESENTATION LAYER where data encryption occurs

__Maintains connections and is responsible for
SESSION LAYER controlling ports and sessions

__ Transmits data using transmission protocols
TRANSPORT LAVER including TCP and UDP

NETWORK LAYER — Decides which physical path the data will take

DATALINK LAYER ﬂ — Defines the format of data on the network
PHYSICAL LAYER n — Transmits raw bit stream over the physical medium

Figure 4 - OS5I Model [14]

Layer 2 restricts the MTU by having Maximum Frame Sizes and header overheads. For example, The
Ethernet standard originally set the Maximum Frame Size as 1518 bytes and has a header of 18
bytes. This means that an MTU over Ethernet can be at maximum 1500 bytes [15]. The Maximum
Frame Size for Ethernet was later increased to 1522 bytes to allow for VLAN tagging [16].

The Physical devices at Layer 1 may fragment IP packets if they are larger than they can handle. The
MTU is therefore affected by the maximum size of IP packets that can be sent along a network
without being fragmented.

3.3.  MTU’s Impact on Transfer of Data
The larger the MTU, the larger the chunks/fragments of data can be sent in a packet. This means
that one payload is divided into less chunks/fragments and therefore incur less overhead in the form
of headers at the various levels of the network.

For example, TCP will break down a data payload from an application into fragments and each
fragment will have a TCP header. Each TCP Packet will then have header added at Layers 2 and 3 of
the network, e.g. IP headers and Ethernet Frames respectively. Example shown in Figure 5 below.
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APPLICATION LAYER

————————————— Message or stream of data
TRANSPORT LAYER
TCP Header | DATA|

= === = = ==+ Transport Protocol Packet

NETWORK LAYER

LIF' Header ] TCP Header J DATA_l

————————————— Network Layer Datagram
NETWORK INTERFACE LAYER
. x ’ T
Ethernal Header | IP Header TCP Header DAThl

= Ethemnet Frame

PHYSICAL NETWORK

Figure 5 - Movement of Information from Sender Application to Receiver Host [17]

By limiting the number of fragments application data is split into, the overhead of transmitting
header data is reduced.

3.4. IP Fragmentation
If a physical device receives a Protocol Data Unit (PDU) which is greater than the MTU of the next
hop along the network it can either notify the original sender that the PDU needs to be made
smaller, or it may fragment the PDU itself [18].

If Fragmentation occurs, then the packet data is fragmented and headers added to each fragment
(creating several PDUs from the original one), for the next receiving device to reassemble the
original packet.

Not only does this process incur the overhead of extra header data going over the network, it may
be fragmented and reassembled several times along its journey to its destination, further congesting
the network.

4. Synchronicity and Asynchronicity In Network Protocols

4.1.  Synchronicity and Asynchronicity in Network Protocols
Synchronicity in terms of network protocols means waiting for a sent message to be acknowledged
before sending the next message. Essentially making sure that message has been received by the
target endpoint before sending the next message [19]. This can also be called guaranteed delivery.

Asynchronicity on the other hand means that messages are sent without waiting for an
acknowledgement that the previous message has been received. This scenario is usually used when
it is acceptable to lose some messages [19].

4.2.  Application Types for Synchronous and Asynchronous
REST APIs are based on a the premise that a client will send a request and receive a response, even if
the request is malformed or the cannot be fulfilled [20]. This is an example of a synchronous
application, as the application (or a thread within the application) will block until a response is
received or a time-out occurs.
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While with media streaming, it may be preferable to lose some data packets rather than hold up the

stream.

The preference of using synchronous or asynchronous communication could be determined the 1/O
dispatch model of the application sending the data.

In some cases, it may not be preferable to have a single threaded application block waiting for a
response or acknowledgement that a message/payload has been received. Also it may not be
performant to have multiple threads open all waiting for a response/acknowledgement for
inconsequential messages. This will lead to the applications host machine assigning CPU time to
threads not doing anything and increase network congestion with requests being duplicates and
acknowledgments that message have been received by the target host.

5. Interoperability for Networked Applications
5.1.  Definition
The Cambridge Dictionary [21] defines Interoperability as:

“the degree to which two products, programs, etc. can be used together, or the quality of

being able to be used together”.

Interoperability is also used to describe the ability of computer systems to share and exchange data
[22]).

5.2.  Achieving Interoperability for Networked Applications
To enable two or more computer systems to communicate over a network they need to be able to
be able to send messages that can be understood and know what to expect in response.

This means that all the computer systems need to share a common set of protocols (0SI Model
Layers 3-7).

For instance, an application may wish to use HTTPS to communicate with another system. Layers 3 -
7 may be as described in the Table 1 below.

Layer Protocol

HTTPS

TLS

Session Established in TCP
TCP

IP
Table 1 - Example of a Potential Shared Set of Network Protocols for Networked Applications

Wik o

Both the sending and receiving computer systems will need access to the Layer 2 of the network, but
these do not necessarily need to be the same for the sending and receiving computer systems, e.g.
the sending system may be connected to the network via Wi-Fi and the receiving system may be
connected via Ethernet.

If all the computer systems are under the control of one body, then they can be built with mirroring
protocol stacks to ensure interoperability.

Where this is not the case, then the protocol stack or stacks that a computer system is able to
communicate over should be known to the other computer systems that wish to communicate with
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it. Using more common protocols that are well supported is likely to make development easier for
those designing computer systems to communicate with other computer systems.

Also providing several protocols to communicate over could also help interoperability. For example,
a file server could be able to communicate over HTTP, FTP & SSH. That means that another
computer system that wishes to communicate with the file server only needs to be able to
communicate over one of those Layer 7 protocols.

6. Conclusion

In this paper the author has given an overview of TCP including how it establishes & closes a
connection and how it ensures delivery of data. The author has also described how MTU is defined
and how it affects data transfer over a network and how IP fragmentation is used when the MTU is
set to high. The author has explained synchronicity and asynchronicity in network protocols and
discussed what types of applications could make best use of synchronicity and asynchronicity. Lastly
the author gave a definition of interoperability between computer systems and how it can be
achieved.
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