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Abstract
RESTful webs services are a staple of how we interact with the internet. In this report the principles and
constraints behind RESTful web services are outlines and critically evaluated. Examples of the constraints
of RESTful web services are shown and discussed.
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1) Introduction

1.1 Traditional web development and hosting

When a company builds a website, in order for it to be accessed remotely, it must be
hosted. A web host is the technology that provides a website with the functionality it needs
to operate on the web. A website can be hosted on your own laptop if needed, however, it
is a very unreliable solution and not suitable for any web service with significant traffic [1].
Traditionally, a company will have a server (or collection of servers) locally on sit Aserver is
a specialised computer that provides functionality for other computers [1][2]. In the case of
web hosting, this functionality is access to the web service being requested by the client
computer.

The company hosting the web service is responsible for having the architecture in place to
host the service, so if the usage of the service increases, the company must provide the
architecture to host the greater number of requests coming through.

This means that traditionally, large companies would have large server room, or even
warehouses, with dedicated servers to receive the requests from client machines and
perform the functionality needed[2]. This leads to large amounts of hardware essentially
being unused 90% of the time, or companies not possessing the hardware to cope with large
spikes in requests to their web service, leading it to go down.

1.2 Goals

In this report, the use of serverless technologies is in web hosting is explored and critically
analysed. Appropriate use cases of the technologies are highlighted and a case study of a
major company explored. Serverless technologies are compared with traditional web
hosting technology.

The circuit breaker pattern and the use of the pattern in modern web development is
explored and critically evaluated. The operation of the pattern is outlined and appropriate
uses of the pattern highlighted and explored.
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2) Serverless technologies

Serverless technologies are not, in fact, serverless. What they do is eliminate the need for
local server hardware by using hardware from a cloud provider (AWS, Microsoft Azure,
Google Cloud, etc). So rather than hosting a service on local server hardware, the service is
run on servers hosted by one of the serverless providers [3]. This is not the only difference
however; serverless technologies allow programs to be scalable. If you have server
hardware locally to host your service, you need enough hardware to cope with peak usage
of your service (arguably more for the event of failure of parts of hardware). If the service
has a wide range of usage, this means at non-peak times, some of the hardware is simply
sitting there not being utilised. Buying server hardware to host services is very expensive, so
you want as much of it to be utilised at any given time as possible. Using a serverless
provider allows the client to pay for the server hardware needed at any given time. If a
service is under low usage, only a small amount of the serverless providers’ resources will be
used and the client will pay accordingly [3][4]. As the usage increases, the serverless
provider allows the use of more hardware to accommodate the increase in usage. The client
is charged based on how many resources are needed from the serverless provider.

So in essence, serverless technology is the practise of renting servers from providers, but
only renting as many as are needed at any given time. This typically cuts down on costs for
companies, and cuts down on unused hardware. The main draw for companies to use
serverless technologies is that there is no large upfront cost for hardware and the costs
associated with running the web service scale with the usage of the service, which is perfect
as the use typically scales with the profits.

2.1 Netflix case study

Netflix is a video streaming platform predominantly for tv-shows and movies [5][6]. They
also rent and sell DVD'’s, but this makes up a miniscule portion of their online usage that for
this case study we shall ignore it. Netflix transfers petabytes of data every single day to
millions of users [5][6]. When Netlfix began the online streaming portion of the business,
they were using in-house server hardware to host the service. As the use of their online
streaming service increased, Netflix found they could not keep up with the increase in
demand from buying in new hardware, and the cost of buying in new hardware was high. So
over the course of seven years Netflix was essentially re-written and all functionality
transferred to the AWS (Amazon web services) cloud and Netflix became a completely
serverless cloud-based application [5][6].

Netflix typically sees large spikes in activity on Sunday afternoons (when the most people
typically sit down and watch shows), being completely serverless allows them to not worry
about the usage from customers becoming more than their servers can handle, as Amazon’s
technology scales the amount of hardware that Netflix rent from them for the duration of
the spike [5](6].
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The move to serverless technology has allowed Netflix to grow to the scale it has today
without having any of its services impeded by large demand so has therefore increased

uptime percentage of the service. It has also cut down on costs for the company making it
more profitable [5][6].
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3) Circuit Breaker Pattern

A circuit breaker in electronics is a switch designed to trip when an anomaly is detected.
This is typically when the current in the circuit is too high or a short circuit is detected. A
circuit breaker is designed to interrupt the flow of current through the circuit when a fault is
detected with the purpose of preventing lasting damage to the circuit.

The circuit breaker pattern in software development serves a similar purpose. Faults in
systems that occur due to predictable events, such as slow connections causing a call to a
server to fail, are often easily fixed and often correct themselves after a short time.
However, there are often failures in systems due to unanticipated events that may take
much longer to fix. Without the circuit breaker pattern, a system may continuously try to
call an operation that has stopped working, either because of the system failure or because
it caused the system failure. The circuit breaker pattern will allow the system accept the
operation is failing and handle the failure [7][8].

If a service is seeing abnormally high traffic (DDOS attack, or simply more requests per
second than it can handle) this could cause one part of the system to fail, which could in
turn cause parts of the system further along to fail. The circuit breaker pattern will allow the
one part of the system to fail, and not waste resources on trying to call a failing operation
repeatedly, so the rest of the system can continue to operate without that single operation
[71181.

In short, the circuit breaker pattern will prevent a system from repeatedly trying to perform
an operation that is likely to fail. This allows a system to continue working without having to
fix the fault, this is integral in a system that needs the highest percentage uptime possible.
This means the problem can (hopefully) be fixed whilst the system is still operational, the
circuit breaker pattern can then allow the program to detect the problem has been fixed
and start performing that operation again as part of the system.

The circuit breaker pattern is similar to another pattern called the retry pattern. The retry
pattern allows a program to retry a failed operation with the expectation that it will succeed
[8]. This is crucially different to the circuit breaker pattern as it serves almost the opposite
function. The circuit breaker pattern prevents an operation from happening that may
continue to fail. It is possible to implement the retry pattern and circuit breaker pattern
together, however the retry pattern must have logic implemented within it so it knows to
not retry operations that the circuit breaker has flagged as not working.

3.1 How does the pattern work?

A circuit breaker implemented in a program acts in a very similar way to an actual circuit
breaker in an electronic circuit. However, the circuit breaker in an electronic circuit only has
two states, on and off. It either allows current to flow through or allows absolutely no
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current to flow through. The circuit breaker pattern instead has three states; closed, open
and half-open.

Closed means that the application operates as normal and the operation the pattern is tied
to functions as normal.

The circuit breaker moves to the open state when too many failures have occurred on the
operation within a certain time limit. When open, operation will immediately fail without
the resources being spared to send another request.

After a certain amount of time in the open state, the circuit breaker will transfer to the half-
open state. In this state a limited number of requests are allowed to pass through as a check
to see whether the operation is working correctly again. If the operation fails any of these
requests, the circuit breaker is put back in the closed state, however, if the requests are
successful, it is assumed the problem has been fixed and the breaker is put back into the
closed state [7][8].

CLOSED
failure
thresheld suGCess
exceeded
O fmtura .

delay

Figure 1: Diagram of the basic operations of the circuit breaker pattern [9]
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3.2 When to use the Circuit Breaker pattern?

The circuit breaker pattern is often used in web development. This is because often a web
page is populated by sources accessed from other parts of the web. If one of these external
sources is not working correctly or is down, then this should not cause the web service to
fail. The circuit breaker pattern will allow the website to continue operating as normal
without wasting computing resources making calls to the external source that is not
responding.

For example, a web service using external sources could be configured with a time-out
period, where if the external source didn’t respond for 30 seconds the service will assume
the source is unavailable and throw and exception. However, if the external source has
completely failed, this means every user must have the service active for 30 seconds before
getting the exception. This can take up a lot of traffic and resources for the service and
could potentially cause an overload, this is where the circuit breaker comes in. The circuit
breaker will detect that the external source has failed, and stop the service from making
calls to it until it is fixed. This saves the web service from potential crashes and keeps it
operational.
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1) Introduction

1.1 What is a RESTful web service?

REST stands for Representational State Transfer. It is a software architectural style for
networked applications. However, the primary use is build web services of any scale. REST
has become a widely used technology in web development due to the flexibility, scalability
and efficiency [1].

REST was introduced in the year 2000 by Roy Fielding in his PhD dissertation. It was created
with the purpose of having a model for web architecture that was consistent and scalable.
Roy himself outlines the goals of REST as such “REST emphasizes scalability of component
interactions, generality of interfaces, independent deployment of components, and
intermediary components to reduce interaction latency, enforce security, and encapsulate
legacy systems.” [2 — page 17]

Most new web services are built using REST, this is due to REST being designed with
scalability and reusability of components in mind. In an era when a web service may be
maintained and added to for years at a time and service hundreds of millions of clients,
these principles are of utmost importance.

REST is essentially a well-defined set of constraints to keep services consistent with one
another and to allow the service to work in the most efficient and sensible way possible [1].

1.2 Goals

In this report, the best practices of RESTful web services are outlined and examples of each
are shown. The architectural constraints of working in a RESTful way are discussed and the
benefits and drawbacks are discussed.

11
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2) RESTful Architectural Constraints

A truly RESTful web service has six architectural constraints: Uniform Interface, Client-server
architecture, Statelessness, Cacheability, Layered System and Code on demand [1][2].

In this section, an overview of each constraint is given and appropriate examples from a
RESTful web service are provided and how the constraint is adhered.

2.1 Uniform Interface

A Uniform Interface is a crucial part of any RESTful web service and defines how the client
and server interact with one another [3].

The constraint has four guiding principles, the first being ‘resource-based’ where, within
REST, a resource is an object with a type and has some data associated with it. The resource
would then be accessed by a URI and represented in a format such as JSON. RESTful service
is based on a collection of these resources [3] [4].

The second principle is ‘actions on resources through these representations’ where if, for
instance, the service holds the representations of the resources in JSON format, it holds
enough information to modify or delete the resource [3].

Thirdly, ‘self-descriptive messages’ occur when resources may be represented in multiple
formats, therefore, each resource needs representation in a decoupled message from the
resource itself [3].

And finally, ‘Hypermedia as the Engine of Application State’ which is commonly referred to
as HATEOQAS. The client can only transition state within the service through actions that are
defined by hypermedia on the server, for example, hyperlinks in text [3].

2.2 Client-server architecture

The principle behind the client-server constraint is the ‘separation of concerns’, the design
principle for separating parts of a program into distinct sections so that each section is
responsible for a different ‘concern’ and doesn’t have any information about the others.
This allows a program to be easily maintained and modified [5].

Client-server means that the client is not concerned with data storage and has no
information about data storage. All the data storage is handled on the server side. On the
other side, the server has no information about the user interface, this means that logic
from the server side can be easily transferred to another system with a completely different
user interface if needed [1] [2].

12
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Separation of concerns is a very important principle in programming, and is put into great
effect in RESTful web services, allowing individual parts of web services to be reusable and
easily maintained and or updated.

Figure 2: Repository in the Jova backend responsible for communicating with the database [6]

Figure 1 shows a complete implementation of a REST service to write to a database. This is
in Java on the server-side of the service. There are repositories for each type of object in the
service that needs to be saved to the database, meaning all information about data storage
is contained within the server side of the service. This means the client side of the service
simply accesses data through a set of pre-defined endpoints, keeping the service secure and
the system loosely coupled.

2.3 Statelessness

The Statelessness constraint states that each request from the client to the server must
contain all the information needed to process the request and the state of the session is
held by the client. Essentially, no session information is retained by the receiver and the in
the case of client-server architecture, the server is the receiver [1].

Figure 3: Example of a JavaScript request to the database [6]

Figure 2 shows a JavaScript function making a POST to the backend. The JavaScript does this
only with the knowledge of the column names in the database. All the JavaScript needs is
the correct endpoint to be specified in the url field, and the correct column names specified
in the data field. This is all the information the client needs to pass to the server to process
the request. The state of the session is still held by the client.

13
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2.4 Cacheability

Cacheability is simply responses defining themselves as cacheable or uncacheable. This is to

prevent clients from having access to data that is either old or inappropriate. If caching is
done incorrectly it can impact the performance of the service due to each client-server
interaction including unnecessary cached data meaning each data transfer takes longer than
needed [7][1].

Figure 4: An example of a GET request with caching set to false [6]

The JavaScript function shown in Figure 3 has caching set to false as the data accessed from
the GET request does not need to be stored at the point the function is called, therefore,
the data does not need to be cached. Caching the data accessed with this function would
cause the data to be loaded at times where it does not need to be loaded, leading to a
marginally slower system. Whilst the slow down for what amounts to a single piece of text is
imperceptible, it is good practice to follow this constraint. RESTful web services are built
with scalability in mind, so as the service scales up, so will the amount of data transferred
meaning well-defined caching will keep the service from losing performance unnecessarily.

14
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2.5 Layered system

Layered system is another constraint commonly used across software development. The
concept of a layered system is that components within a system are layered in a hierarchical
arrangement in such a way that lower layers provide functionality that supports the
functions of higher layers [8] [1].

This can be used in a RESTful web service to make sure the client cannot tell if it is
connected directly to the end server. The layers are a set of intermediary servers that can
help to improve system performance by holding commonly cached data.

Figure 4 shows a class that is used to randomly generate a string in the format of a
registration plate. This class has no information about what a Plate object is, or what a Batch
object is, it simply exists to provide functionality to classes higher in the hierarchy.

Figure 5 then shows the plate generator class being used to generate a ‘batch’. This is
noteworthy as the batch generator is aware of what the plate generator is but does not yet
know what Plate and Batch objects look like, neither does it need to. This contributes to the
layered system by keeping information from different components separate until needed in
the hierarchy.

Figure 5: Class used to generate a random string in format of a registration plate [6]

15
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Figure 6: Class used to generate five random registration plate strings [6]

Figure 6 shows where the plate generator and batch generator are used and is an example
of a hierarchical arrangement of functionality. ‘plateBatchMaker’ calls generateBatch, which
in turn calls plateGenerator. The plateBatchMaker is then used to save plates to the plate
repository. Components lower down in the hierarchy can easily be changed as they are only
concerned with the information contained within themselves and not that of components
higher up.

Figure 7: The highest place in the hierarchy that the plate generator and batch generator are used [6]

16
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2.6 Code on demand

This constraint is optional, so a web service can still be considered RESTful even if it does
not conform to Code on Demand.

Code on Demand is the process of the server transferring logic that can be executed to the
client to add to or change the functionality of the client. JavaScript, for example, is a client-
side scripting language that can be used to add functionality to a web service on the client’s
end [1].

As this is an optional constraint, there are many web services that do not use Code on
Demand. The DVLA for example, often try to create services with as little client-side
functionality as possible, as some users of the service may disable all client-side
functionality in their browsers.

ment.getElementByIld

Figure 8: Code on Demand constraint being adhered to with JavaScript [6]

Figure 7 shows an example of a JavaScript version that satisfies the Code on Demand
constraint. This function is not run when the program starts as it is run client side when the
client performs the action that calls the ‘makeBid()’ function. This function simply moves a
value from one place to another, however this functionality is available to the client at any
time as the code is run client side.

17
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3) Evaluation of REST

In his PhD dissertation, Dr. Roy Fielding said “REST provides a set of architectural constraints
that, when applied as a whole, emphasizes scalability of component interactions, generality
of interfaces, independent deployment of components, and intermediary components to
reduce interaction latency, enforce security, and encapsulate legacy systems.”[2 — page 95]
As this statement holds up almost perfectly nineteen years later is a testament to how well
designed and defined the constraints of RESTful services are.

As Dr Fielding said, REST services were designed with scalability in mind, and with the
explosion of the internet since 2000, this design philosophy has certainly been proven. It
was almost impossible to predict back in 2000 the size and scale of some of the web services
we have today, but with the majority of public API's following a RESTful architecture, REST is
here to stay.

Until around 2010, a large portion of web services were still built using Simple Object Access
Protocol (SOAP), an alternative web service interface to REST, however most modern web
services are now built using REST [9].

That is not to say REST is flawless and superior for every situation as an argument can still be
made for SOAP services even today. Firstly, SOAP is built on stateful operations, as opposed
to the stateless operations of REST and also contains built-in methods to increase security in
transaction in asynchronous operations. As such, SOAP can still benefit developers if a
service with high transaction reliability is needed [9].

REST has mostly taken over from SOAP as the web service architecture of choice due to
numerous reasons. REST is very simple to understand as it is built around the basic CRUD
(create, read, update, delete) operations. This makes it very simple for other developers to
look at a REST service and understand the basics of the service.

REST also supports many data formats, but with JSON being the standardised method for
consuming APl information, REST’s ease of use with JSON makes the architecture far easier
to use and more standard [1].

In conclusion, REST has become the standard for building web services in the modern era
and was designed in such a robust way that the architecture will most likely be the standard
for years to come, due to the unparalleled scalability and reusability of components.

18
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Appendix
jquery min.js file not included due to size and it not being my own work
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