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Lab 1 - Preparing the Switch
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5
Distribution Layer
Switch (3560v2)
Computer with
Terminal Emulation
Software
@ Console Cable
Access Layer
Switch (2960)
Objectives

e Clear the configuration of all the switches in your pod
e Configure the database template used by all the switches in your pod

e Save a baseline configuration for all the switches in your pod

Background

When working with a switch that has been previously configured, any new commands entered will be merged with
the existing configuration, causing unpredictable results. Additionally, if the switch is connected to other switches
in the network, you can remove the VLANSs but they might be relearned from another switch via VTP. In this lab
you prepare your switches for use with future labs. This is accomplished by erasing the startup configuration from
NVRAM and deleting the VLAN database. You also ensure that VLANs will not be relearned from another switch
after the VLAN database has been deleted. Additionally, your switches may be required to support IPv6 traffic,
which it does not by default. This is accomplished by changing the database template used by the Switch
Database Manager.

Note: This lab uses Cisco Catalyst 3560 and 2960 switches running Cisco I0S 15.0(2)SE®6 IP Services and LAN
Base images, respectively. The 3560 and 2960 switches are configured with the SDM templates “dual-ipv4-and-
ipv6 routing” and “lanbase-routing”, respectively. Depending on the switch model and Cisco 10S Software version,
the commands available and output produced might vary from what is shown in this lab. Catalyst 3650 switches
(running any Cisco I0S XE release) and Catalyst 2960-Plus switches (running any comparable Cisco IOS image)
can be used in place of the Catalyst 3560 switches and the Catalyst 2960 switches.
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CCNPv7.1 SWITCH: Lab 1 — Preparing the Switch

Required Resources
You may use one of the following switches or a comparable one with this lab:

e Cisco 2960 with the Cisco IOS Release 15.0(2)SE6 C2960-LANBASEK9-M or comparable
e Cisco 3560v2 with the Cisco 10S Release 15.0(2)SE6 C3560-IPSERVICESK9-M or comparable
e Console Cable

e Computer with terminal emulation software

Step 1: Connect to the switch console port and enter privileged EXEC mode.

From a computer running a terminal emulation program, connect to the console port of the switch that you
want to clear using a console cable. You should see a console prompt that includes the switch’s hostname,
followed by a > or #. The default switch hostname is “Switch.”

Switch>
or

Switch#

If the prompt ends with a >, you are not in privileged EXEC mode. To enter privileged EXEC mode, type
enable. This might require a password. If you are in a configuration mode, type exit or end.
If not enabled:
Switch> enable
Switch#
If in global configuration mode:

Switch (config) # exit
Switch#

Step 2: Delete the VLAN database file, if present.

A VLAN database file named vlan.dat might exist in FLASH on the switch if it has been previously used in the

network. This file holds information about VLANSs created on the switch, their IDs, names, types and states,
and it also stores the VTP settings. In privileged EXEC mode, type dir or dir flash: and press Enter.

This will provide a directory listing of the files in FLASH. In particular, note two files in the output: the vlan.dat
file that will be removed in this step, and the multiple-fs file that will be explained and removed in Step 3
below.

Switch#dir

Directory of flash:/

3 drwx 512 Mar 1 1993 00:38:22 +00:00 c3560-ipservicesk9-mz.150-2.3E6
522 -rwx 4889 Mar 2 1993 01:37:37 +00:00 startup-config
560 -rwx 3096 Mar 1 1993 02:55:29 +00:00 multiple-fs
561 -rwx 616 Mar 11 1993 23:00:09 +00:00 wvlan.dat

In privileged EXEC mode, type delete flash:vlan.dat ordelete vlan.dat (in the shorter form
without the £1lash: prefix, the <TAB> key completion does not work) and press Enter. If you are asked to
confirm, press Enter until you are back to the original prompt.
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CCNPv7.1 SWITCH: Lab 1 — Preparing the Switch

Switch# delete vlan.dat

Delete filename [vlan.dat]? ! Press Enter
Delete flash:vlan.dat? [confirm] ! Press Enter
Switchi#

Step 3: Erase the startup config from NVRAM.

On Cisco devices, NVRAM is the common location for configuration files. The goal of this step is to entirely
erase the NVRAM contents so that on the next boot, the switch starts in a factory default configuration. There
are, however, a few important facts you need to be aware of.

On the switch platforms used in these or similar labs, such as Catalyst 2950, 2960, 3550, 3560, 3650, 3750,
3850, the NVRAM is not truly physically present. Instead, a part of the FLASH memory is used to store the
NVRAM contents. In other words, on these switch platforms, the NVRAM is only simulated using a part of the
FLASH, as also evidenced by one of lines in the show version command output:

Switch# show version | include volatile

512K bytes of flash-simulated non-volatile configuration memory.

Files that appear to reside in NVRAM (use dir nvram: to display its contents) are in fact stored in FLASH.
Some of them are stored as standalone files in FLASH, such as flash:config.text that maps to nvram:startup-
config, or flash:private-config.text that maps to nvram:private-config and stores sensitive information such as
RSA keys, master password encryption key etc. Deleting any of these files from FLASH will cause the
corresponding mapped file in simulated NVRAM to also be deleted or its apparent length in NVRAM to be
truncated to zero, and vice versa. Other files in NVRAM, such as self-generated X.509 certificates, are all
stored in the flash:multiple-fs file.

The erase startup-config command commonly used to remove the stored configuration will remove the
flash:config.text and flash:private-config.text. However, other contents of the simulated NVRAM, such as
X.509 certificates that were automatically created for the HTTPS server run on the switch, will not be removed
as they reside in the flash:multiple-fs file unaffected by the erase startup-config command. Therefore,
to completely erase the simulated NVRAM contents, not only the erase startup-config command must
be issued, but also the flash:multiple-fs file must be removed.

In privileged EXEC mode, issue the delete flash:multiple-£fs (or Simply delete multiple-f£s)
command, followed by the erase startup-config command. Press Enter on each prompt.

Switch# delete multiple-fs

Delete filename [multiple-fs]? ! Press Enter
Delete flash:/multiple-fs? [confirm] ! Press Enter
Switch# erase startup-config

Erasing the nvram filesystem will remove all configuration files! Continue? [confirm]
! Press Enter

[OK]

Erase of nvram: complete

Switch#

*Mar 1 00:43:23.286: %$SYS-7-NV_BLOCK INIT: Initialized the geometry of nvram

Note: Historically, the write erase command was used to erase the startup configuration. This command
has the same effect as erase startup-config command that was implemented in later I0OS versions, and
is still being used as its shortened version wr e is more convenient to write than erase startup-config.
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CCNPv7.1 SWITCH: Lab 1 — Preparing the Switch

Step 4: Change the Switch Database Template.

The Cisco Switch Database Manager (SDM) provides various TCAM allocation templates that can be enabled
to support specific roles, depending on how the switch is used in the network. By default the switch is using
the “Default Desktop” template. This particular template divides the available TCAM up for use by the different
processes and protocols in a manner that most likely supports standard IPv4 unicast and multicast traffic. Use
the show sdm prefer command to see the details of the current template. Output may differ depending on

the specific switch platform.

Switch# show sdm prefer

The current template is "desktop default" template.
The selected template optimizes the resources in

the switch to support this level of features for

8 routed interfaces and 1024 VLANs.

number of unicast mac addresses:

number of IPv4 IGMP groups + multicast routes:

number of IPv4 unicast routes:

number of directly-connected IPv4 hosts:

number of indirect IPv4 routes:

number of IPv6 multicast groups:

number of IPv6 unicast routes:

number of directly-connected IPv6 addresses:

number of indirect IPv6 unicast routes:

number
number
number
number
number

number

Switch#

of
of
of
of
of
of

IPv4 policy based routing aces:
IPv4/MAC gos aces:

IPv4/MAC security aces:

IPv6 policy based routing aces:
IPv6 gos aces:

IPv6 security aces:

Notice in the output that there is NO memory allocated to IPv6 operations.

There are several different SDM templates available for use, each with different amounts of TCAM
allocated to different processes and protocols. Use the show sdm prefer template command to
examine the details of a particular database template.

Switch# show sdm prefer ?

access
default

Access Dbias
Default bias

dual-ipv4-and-ipv6 Support both IPv4 and IPv6

routing
vlan

<cr>

Unicast bias
VLAN bias

Output modifiers

Switch# show sdm prefer routing
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CCNPv7.1 SWITCH: Lab 1 — Preparing the Switch

"desktop routing" template:

The selected template optimizes the resources in
the switch to support this level of features for
8 routed interfaces and 1024 VLANs.

number of unicast mac addresses: 3K
number of IPv4 IGMP groups + multicast routes: 1K
number of IPv4 unicast routes: 11K
number of directly-connected IPv4 hosts: 3K
number of indirect IPv4 routes: 8K
number of IPv6 multicast groups: 0
number of IPv6 unicast routes: 0
number of directly-connected IPv6 addresses: 0
number of indirect IPv6 unicast routes: 0
number of IPv4 policy based routing aces: 0.5K
number of IPv4/MAC gos aces: 0.5K
number of IPv4/MAC security aces: 1K
number of IPv6 policy based routing aces: 0
number of IPv6 gos aces: 20
number of IPv6 security aces: 25
Switch#

Because our switching network will need to support IPv6 traffic, the SDM template must be changed to
one of the dual-ipv4-and-ipv6 templates, using the sdm prefer dual-ipv4-and-ipvé template
global configuration command.

The template options for dual IPv4 and IPv6 operation vary based on the model of switch. As of this
writing, the dual-ipv6-and-ipv4 template options on 3560s are default, routing, and VLAN, while the
option on 2960s is default. The 2960's lanbase-routing template also supports connected IPv6 hosts.

Note: The routing template is not a valid selection on switches running the LANBASE feature set, even
though routing may appear as an option at the command line.

Switch(config)# sdm prefer dual-ipv4-and-ipv6é routing

Changes to the running SDM preferences have been stored, but cannot take effect until
the next reload.

Use 'show sdm prefer' to see what SDM preference is currently active.
Switch (config) #

As you can see in the output above, a restart is required for the change to be effective; the switch cannot
re-allocate the TCAM on the fly. You will restart the switch at the end of this lab.

Configure your 3560 switches for the dual-ipv4-and-ipvé routing template, and your 2960
switches for the 1lanbase-routing template.

Note: Several of the labs in the course end with instructions to reset the switch to its defaults. If you clear
the switch (delete vlan.dat, delete multiple-fs, write erase, reload), the selected SDM
template will return to the default, and could require reconfiguration (including a reboot).
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CCNPv7.1 SWITCH: Lab 1 — Preparing the Switch

Step 5: Reload the device, but do not save the system configuration if prompted.

After clearing the switch configuration, reload the switch by typing reload and pressing Enter. If you are
asked whether to save the current configuration, answer no. Press Enter to confirm. The switch starts
reloading. Your output might look different depending on the switch model that you are using. This step might
take a few minutes, because the switch needs time to reload.

Switch# reload

System configuration has been modified. Save? [yes/no]: no

Proceed with reload? [confirm]

*Mar 11 23:03:06.985: %$SYS-5-RELOAD: Reload requested by console. Reload Reason:
Reload command.

<output omitted>

Step 6: Create a Baseline Configuration

To eliminate some of the redundant basic configurations, use a TCL script to build a configuration shell. This
can be customized several ways, but the basic text below creates a file named BASE.CFG in FLASH that can
be used at the beginning of labs after the switch has been completely cleared. This will save some of the
mundane configuration steps

Use the script below and modify it to meet the particulars of the switch you are working on:
tclsh
puts [ open "flash:BASE.CFG" w+ ] {
hostname DLS1
ip domain-name CCNP.NET
no ip domain lookup
interface range f0/1-24 , g0/1-2
shutdown
exit
vtp mode transparent
line con 0
no exec-timeout
logging synchronous
exit
end
}
tclquit

Step 7: Create a script to automate clearing and reloading of the switch

Use TCL once more to create a script to automate the tasks involved in clearing the switch.

DLS1/DLS2:

tclsh
puts [ open "flash:reset.tcl" w+ ] {
typeahead "\n"

© 2015 Cisco and/or its affiliates. All rights reserved. This document is Cisco Public. Page 6 of 186



CCNPv7.1 SWITCH: Lab 1 — Preparing the Switch

copy running-config startup-config

typeahead "\n"

erase startup-config

delete /force vlan.dat

delete /force multiple-fs

ios config "sdm prefer dual-ipv4-and-ipv6 routing"
typeahead "\n"

puts "Reloading the switch in 1 minute, type reload cancel to halt"
typeahead "\n"

reload in 1 RESET.TCL SCRIPT RUN

}

tclquit

ALS1/ALS2:

tclsh

puts [ open "flash:reset.tcl" w+ ] {
typeahead "\n"

copy running-config startup-config
typeahead "\n"

erase startup-config

delete /force vlan.dat

delete /force multiple-fs

ios config "sdm prefer lanbase-routing”
typeahead "\n"

puts "Reloading the switch in 1 minute, type reload cancel to halt"
typeahead "\n"

reload in 1 RESET.TCL SCRIPT RUN

}

tclquit

Now for any lab that requires clearing the switch, issue the privileged exec command tclsh reset.tcl and
the switch will be completely cleared and reload in the proper state.

Step 8: End of Lab

At this point, your switches should be at a factory default with the BASE.CFG file in FLASH for future use.
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Lab 3-1- Static VLANS, Trunking, and VTP

Topology
VLAN 99: 10.1.99.101/24 VLAN 99: 10.1.99.102/24
DLS1 DLS2
Fa0/11 Fa0/11
Fa0/12
5’ Fa0/11 Fa0/11 ’
Fa0/12 Fa0/12
ALS1 ALS2
VLAN 99: 10.1.99.103/24 VLAN 99: 10.1.99.104/24
All Switch-to-Switch connectionsare 802.1Q trunks
Objectives

e Setup a VTP v2 Domain.
e Create and maintain VLANS.
e Configure 802.1Q Trunking.
e Setup a VTP v3 Domain.

Background

VLANS logically segment a network by function, team, or application, regardless of the physical location of the
users. End stations in a particular IP subnet are often associated with a specific VLAN. VLAN membership on
a switch that is assigned manually for each interface is known as static VLAN membership.

Trunking, or connecting switches, and the VLAN Trunking Protocol (VTP) are technologies that support
VLANSs. VTP manages the addition, deletion, and renaming of VLANSs on the entire network from a single
switch.

Note: This lab uses Cisco Catalyst 3560 and 2960 switches running Cisco I0S 15.0(2)SE®6 IP Services and
LAN Base images, respectively. The 3560 and 2960 switches are configured with the SDM templates “dual-
ipv4-and-ipv6 routing” and “lanbase-routing”, respectively. Depending on the switch model and Cisco 10S
Software version, the commands available and output produced might vary from what is shown in this lab.
Catalyst 3650 switches (running any Cisco I0S XE release) and Catalyst 2960-Plus switches (running any
comparable Cisco 10S image) can be used in place of the Catalyst 3560 switches and the Catalyst 2960
switches.
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Required Resources

e 2 Cisco 2960 with the Cisco IOS Release 15.0(2)SE6 C2960-LANBASEK9-M or comparable

e 2 Cisco 3560v2 with the Cisco I0S Release 15.0(2)SE6 C3560-IPSERVICESK9-M or comparable
e Computer with terminal emulation software

e Ethernet and console cables

Part 2: Prepare for the Lab

Step 1: Prepare the switches for the lab

Use the reset. tel script you created in Lab 1 “Preparing the Switch” to set your switches up for this lab.
Then load the file BASE.CFG into the running-config with the command copy flash:BASE.CFG
running-config. An example from DLS1:

DLS1# tclsh reset.tcl

Erasing the nvram filesystem will remove all configuration files! Continue? [confirm]
[OK]

Erase of nvram: complete

Reloading the switch in 1 minute, type reload cancel to halt
Proceed with reload? [confirm]

*Mar 7 18:41:40.403: %SYS-7-NV_BLOCK INIT: Initialized the geometry of nvram

*Mar 7 18:41:41.141: %SYS-5-RELOAD: Reload requested by console. Reload Reason:
Reload command.

<switch reloads - output omitted>

Would you like to enter the initial configuration dialog? [yes/nol: n
Switch> en

*Mar 1 00:01:30.915: SLINK-5-CHANGED: Interface Vlanl, changed state to
administratively down

Switch# copy BASE.CFG running-config
Destination filename [running-config]?

184 bytes copied in 0.310 secs (594 bytes/sec)
DLS1#

Step 2: Configure basic switch parameters.

Configure an IP address on the management VLAN according to the diagram. VLAN 1 is the default
management VLAN, but following best practice, we will use a different VLAN. In this case, VLAN 99.

Enter basic configuration commands on each switch according to the diagram.
DLS1 example:

DLS1# configure terminal

Enter configuration commands, one per line. End with CNTL/Z.
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CCNPv7.1 SWITCH: Lab 1 — Preparing the Switch

DLS1 (config)# interface vlan 99
DLS1 (config-if)# ip address 10.1.99.101 255.255.255.0
DLS1 (config-if) # no shutdown

The interface VLAN 99 will not come up immediately, because the broadcast domain it is associated with
(VLAN 99) doesn’t exist on the switch. We will fix that in a few moments.

(Optional) On each switch, create an enable secret password and configure the VTY lines to allow remote
access from other network devices.

DLS1 example:

DLS1 (config) # enable secret class

DLS1 (config)# line vty 0 15

DLS1 (config-line) # password cisco
(

DLS1 (config-line) # login

Note: The passwords configured here are required for NETLAB compatibility only and are NOT
recommended for use in a live environment.

Note(2): For purely lab environment purposes, it is possible to configure the VTY lines so that they accept
any Telnet connection immediately, without asking for a password, and place the user into the privileged
EXEC mode directly. The configuration would be similar to the following example for DLS1:

DLS1 (config) # enable secret class

DLS1

DLS1

config)# line vty 0 15

config-line)# no login

(
(
(
(

DLS1 (config-line) # privilege level 15

Part 3: Configure VTP Version 2, VLANSs, and Trunking.

A VTP domain, also called a VLAN management domain, consists of trunked switches that are under the
same administrative responsibility sharing the same VTP domain name. A switch can be in only one VTP
domain, and VLAN database contents in the domain are globally synchronized. VLAN information is not
propagated until a domain name is specified and trunks are set up between the devices.

There are three versions of VTP available; Version 1 and 2 are able to support normal-range VLANSs only,
while version 3 can support normal- and extended-range VLANS, as well as the synchronization of other
databases. Support for version 3 on the Catalyst platforms used in this lab was added in IOS version
12.2(52)SE. Older IOS versions do not generally support VTP version 3.

Switches operate in one of four VTP modes. The default VTP mode for the 2960 and 3560 switches is server
mode, however our Lab 1 configuration changes this to transparent.

VTP Mode Description

VTP Server You can create, modify, and delete VLANs and specify other configuration parameters,
such as VTP version and VTP pruning, for the entire VTP domain. VTP servers
advertise their VLAN configuration to other switches in the same VTP domain and
synchronize their VLAN configuration with other switches based on advertisements
received over trunk links. VTP server is the default mode.

In VTP Server mode, VLAN configurations are only stored in the flash:vlan.dat file.
While VLANSs are manipulated in the configuration mode, the configuration commands
do not appear in the running-config.
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VTP Client

A VTP client behaves like a VTP server and transmits and receives VTP updates on its
trunks, but you cannot create, change, or delete VLANs on a VTP client. VLANs are
configured on another switch in the domain that is in server mode.

In VTP Client mode, VLAN configurations are only stored in the flash:vlan.dat file. The
configuration of VLANs does not appear in the running-config.

VTP Transparent

VTP transparent switches do not participate in VTP. A VTP transparent switch does not
advertise its VLAN database nor synchronize its VLAN database based on received
advertisements. However, transparent switches forward received VTP messages under
two circumstances: either the VTP domain name of the transparent switch is empty (not
yet configured), or it matches the domain name in the received VTP messages.

In VTP Transparent mode, VLAN configurations are stored both in flash:vlan.dat file and
also are present in the running-config. If extended range VLANSs are used, however,
they are stored in the flash:vlan.dat only if the switch is running VTP version 3.

VTP Off

A switch in VTP Off mode functions in the same manner as a VTP transparent switch,
except that it does not forward VTP advertisements on trunks. VTP off is only available
on switches that support VTP version 3 although it is not necessary to run VTP version
3 on the switch to be able to put it into the Off mode.

In VTP Off mode, VLAN configurations are stored both in flash:vlan.dat file and also are
present in the running-config. If extended range VLANSs are used, however, they are
stored in the flash:vlan.dat only if the switch is running VTP version 3.

In this lab we will demonstrate the configuration and operation of both VTP versions 2 and 3. We will do this
by first configuring VTP version 2 between DLS1 and ALS1, and then configuring DLS1, DLS2 and ALS2 with

VTP version 3.

Topology

Fao/11 Fa0/11

Fa0/12 Fa0/12 ’
ALS1 VTP V3 ALSZ/

Step 1: Verify VTP status

Issue the show vtp status command on DLS1

DLS1# show vtp status
VTP Version capable : 1 to 3
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VTP version running 1

VTP Domain Name

VTP Pruning Mode : Disabled
VTP Traps Generation : Disabled
Device ID : 64a0.e72a.2200

Configuration last modified by 0.0.0.0 at 0-0-00 00:00:00

Feature VLAN:

VTP Operating Mode : Transparent

Maximum VLANs supported locally : 1005

Number of existing VLANs : 5

Configuration Revision : 0

MD5 digest : 0x57 0xCD 0x40 0x65 0x63 0x59 0x47 0xBD

0x56 0x9D 0x4A 0x3E 0xA5 0x69 0x35 0xBC

Because no VLAN configurations were made, all settings except the VTP mode that was changed in Lab 1
are the defaults. This switch is capable of running version 1, 2 or 3 of VTP and runs version 1 by default. All
switches in the VTP domain must run the same VTP version. The VTP mode is set to transparent as a result
of steps performed in Lab 1. The number of existing VLANS is the five built-in VLANSs. Different switches in the
Catalyst family support different numbers of local VLANs. The 3560 switch used in this lab supports a
maximum of 1,005 VLANSs locally, while the 2960 switch used in this lab supports at most 255 VLANS. Lastly,
note that the configuration revision is 0.

As you should recall from CCNA, the configuration revision number is compared amongst VTPv1 or VTPv2
switches and the VLAN database from the switch with the highest revision number is adopted by all the other
switches in the VLAN management domain. Every time VLAN information is modified and saved in the VLAN
database (vlan.dat), the revision number is increased by one when the user exits from VLAN configuration
mode.

In VTPv3, revision numbers are still used but they no longer determine the switch whose database is going to
apply to the entire domain. Instead, a single designated switch in a VTP domain called the primary server is
allowed to assert its database in the entire VTP domain, even if its own revision number is lower. Other
switches that are not primary servers are not allowed to assert their databases even if their revision numbers
are higher.

Multiple switches in the VTP domain can be in VTP server mode. In VTPv1 and VTPVv2, any of these server
switches can be used to manage all other switches in the VTP domain. In VTPVv3, a single primary server for
a particular VTP domain is designated to control where changes originate from in the switched network. This
enables careful management and protection of the VLAN database.

Step 2: Configure VTP on DLS1.

We will start off this lab by configuring DLS1 for VTP Server mode and setting the VTP domain name and
VTP version 2. We will also set a VTP password, which provides some rudimentary protection against
automatic VLAN database propagation. Because this password is set, VTPv2 will not allow ALS1 to
automatically learn the domain name once trunks are installed.

DLS1# conf t

Enter configuration commands, one per line. End with CNTL/Z.

DLS1 (config) # vtp domain SWLAB

Changing VTP domain name from NULL to SWLAB

DLS1 (config) # vtp version 2

DLS1 (config) # vtp mode server
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CCNPv7.1 SWITCH: Lab 1 — Preparing the Switch

Setting device to VTP Server mode for VLANS.
DLS1 (config) # vtp password ciscol23

Setting device VTP password to ciscol23

DLS1 (config) #

*Mar 1 00:29:10.895: %SW_VLAN-6-VTP DOMAIN NAME CHG: VTP domain name changed to
SWLAB.

Verify these settings by using the show vtp status command again.
DLS1# show vtp status

VTP Version capable : 1 to 3

VTP version running HE)

VTP Domain Name : SWLAB

VTP Pruning Mode : Disabled

VTP Traps Generation : Disabled
Device ID : 64a0.e72a.2200

Configuration last modified by 0.0.0.0 at 0-0-00 00:00:00

Local updater ID is 0.0.0.0 (no valid interface found)

Feature VLAN:

VTP Operating Mode : Server

Maximum VLANs supported locally : 1005

Number of existing VLANs : 5

Configuration Revision : 0

MD5 digest : OxA7 0xE6 OxAF OxF9 OxFE O0xA0 0x88 0x6B

0x21 0x6D 0x70 OxEE 0x04 0x6D 0x90 OxF3

Step 3: Configure VLANs on DLS1

Next configure the VLANS that will be required to support the network. There are two ways to create VLANS,
either directly via the v1an command or by assigning an interface to a non-existent VLAN. For now, you will
create the VLANSs directly on the switch. Create:

e VLAN 99 to enable the management interface.
e VLAN 999 as a “parking lot” VLAN for unused access ports

- Suspend this VLAN to prevent ports in the VLAN from every communicating with each other.
e  The VLANS required for network operations, which are VLANs 100, 110, and 120.

Suspending a VLAN deserves a special mention. Each VLAN has an operational state associated with it: it
can be either active (the default state) or suspended. A suspended VLAN exists but it does not operate.
Access ports assigned to a suspended VLAN drop all frames and are unable to communicate, similar to ports
put into a nonexistent VLAN. Putting a suspended VLAN back into the active state reinstates normal
communication on ports in that VLAN.

To globally suspend a VLAN, use the state suspend command in the VLAN configuration mode. This state
is propagated by VTP to all other switches in the VTP domain if VTP is in use.

To locally shut down a VLAN, use the shutdown command in the VLAN configuration mode. This setting is
not propagated through VTP.
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Do not confuse the shutdown command in the VLAN configuration mode with the same command available
under interface Vlan mode, which has a different and unrelated meaning. Further discussion on

suspending and reactivating VLANSs can be found in Part 3, Step 7 of this lab.

DLS1 (config) # wvlan

DLS1 (config-vlan) #

(

(
DLS1 (config-vlan
DLS1 (config-vlan
DLS1 (config-vlan
DLS1 (config-vlan
DLS1 (config-vlan
DLS1 (config-vlan
DLS1 (config-vlan
DLS1 (config-vlan
DLS1 (config-vlan
DLS1 (config-vlan
DLS1 (config-vlan
DLS1 (config-vlan

The VLANSs will not appear in the VLAN database until the exit command is issued.

) #
)
)
)
)
)
)
)
)
)
)
) #

#
#
#
#
#
#
#
#
#
#

99

name
vlan
name
vlan
name
vlan
name
vlan

name

vlan

MANAGEMENT

100

SERVERS

110
GUEST
120

OFFICE

999

PARKING LOT
state suspend

666

name NATIVE DO_NOT_USE

exit

After configuring the VLANS, issue the show vtp status command and you will see that the all-important
configuration revision number has increased based on these changes to the VLAN database. Note that the

revision number you have when performing this lab may be different.

DLS1l#show vtp status |

Configuration Revision

Step 4: Configure trunking on DLS1

include Configuration Revision

6

VTP will only propagate information over trunks. Cisco switches support Dynamic Trunking Protocol (DTP),
which allows automatic negotiation of trunks. The partial output here from ALS1 shows you the default

trunking mode:

ALS1#show interface £0/7 switchport

Name: FaO/7

Switchport: Enabled

Administrative Mode:

Operational Mode:

down

dynamic auto

Administrative Trunking Encapsulation: dotlg

Negotiation of Trunking: On
(default)
Trunking Native Mode VLAN: 1

Access Mode VLAN:

1

(default)

Administrative Native VLAN tagging: enabled

Switches that are interconnected and have DTP enabled can form a trunk automatically if either end is in the
dynamic desirable mode or static trunk mode on the condition that either both switches use the same VTP

domain name or at least one of the switches does not yet have the VTP domain name configured.
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The dynamic auto mode on both ends will prevent a trunk from automatically forming; however, this is not
really a valid safeguard against unintentional trunk connections as the port can become a trunk if the other
side changes to dynamic desirable or static trunk mode.

As a best practice you should configure each interface into either access or trunk mode and use the
switchport nonegotiate interface configuration command to disable the propagation of DTP messages.
Never leave ports to operate in the dynamic mode.

Configure the appropriate interfaces on DLS1 to be trunks.

e Because DLS1 is a 3560, you must first specify the encapsulation protocol for the interface. Catalyst
3560 switches support ISL (Inter-Switch Link) and 802.1Q encapsulations for trunk interfaces. In the
topology, all the trunks are 802.1Q trunks.

e Change the native VLAN from the default of VLAN 1 to VLAN 666.

e Set the interfaces to be in trunking mode only, and include the switchport nonegotiate
command.

e The no shutdown command is needed because the Lab 1 configuration has all interfaces
shutdown.

DLS1 (config) # interface range £0/7-12

DLS1 (config-if-range) # switchport trunk encapsulation dotlg
DLS1 (config-if-range) # switchport trunk native vlan 666
DLS1 (config-if-range) # switchport mode trunk
(
(

DLS1 (config-if-range) # switchport nonegotiate

)
)
)
DLS1 (config-if-range) # no shutdown
DLS1 (config-if-range) #

By default, all VLANs are allowed on all trunks. You can explicitly control which VLANs are allowed on a trunk
by using the switchport trunk allowed vlan vlan-idcommand on the interface at each end of the
trunk.

There are several approaches to deciding what VLANS to allow or disallow to cross the trunk. Common
practice is to disallow VLAN 1 and the PARKING_LOT vlan. You could go a step further and disallow any
unused VLAN numbers, but you would then have to modify all the trunks should you later add a new VLAN to
the network.

In this lab, disallowing the PARKING_LOT VLAN from all trunks is not really necessary since the VLAN has
been suspended. Disallowing the VLAN can serve as an additional protection against inadvertent reactivation
of this VLAN.

Disallowing VLAN 1, also referred to as VLAN 1 Minimization, excludes VLAN 1 from the trunk but does not
restrict layer 2 management traffic (such as CDP, LLDP, VTP, STP, etc) from passing.

Since only these 2 VLANS are being disallowed, the except option of the command can be used:

DLS1 (config-if-range) # switchport trunk allowed vlan ?

WORD VLAN IDs of the allowed VLANs when this port is in trunking mode
add add VLANs to the current list
all all VLANs

except all VLANs except the following
none no VLANs

remove remove VLANs from the current list
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DLS1 (config-if-range) # switchport trunk allowed vlan except 1,999

DLS1 (config-if-range) #

Validate these settings by examining the switchport configuration for one of the trunk interfaces:

DLS1l#show interface £0/7 switchport

Name: Fa0/7

Switchport: Enabled

Administrative Mode: trunk

Operational Mode: trunk

Administrative Trunking Encapsulation: dotlg
Operational Trunking Encapsulation: dotlg
Negotiation of Trunking: Off

Access Mode VLAN: 1 (default)

Trunking Native Mode VLAN: 666 (NATIVE DO NOT USE)

Administrative Native VLAN tagging: enabled
<output omitted>

Trunking VLANs Enabled: 2-998,1000-4094
<output omitted>

Step 5: Configure VTP and trunking on ALS1

Next configure VTP and trunking on ALS1. Configure ALS1 to be in VTP Client mode and then configure all of
the appropriate trunk interfaces to use a native VLAN of 666 and to be in trunking mode only. The native
VLAN number does not have to be the same across your network, but it must match between switches on a

given connected trunk. Also, disallow VLANs 1 and 999.

ALS1 (config) # vtp mode client
Setting device to VTP Client mode for VLANS.
ALS1 (config) # interface range £0/7-12

ALS1 (config-if-range) # switchport trunk native vlan 666

ALS1 (config-if-range switchport mode trunk

ALS1 (config-if-range switchport nonegotiate
ALS1 (config-if-range no shutdown
ALS1 (config-if-range exit

ALS1 (config) #

(

( )

( ) #

( ) #

ALS1 (config-if-range) # switchport trunk allowed vlan except 1,999

( ) #

( ) #

(

After activating the interfaces, use the show interface trunk command to see the status of the trunks.

You should see interfaces Fa0/7 and Fa0/8 in trunking mode.

ALS1# show interface trunk

Port Mode Encapsulation Status
Fa0/7 on 802.1q trunking
Fa0/8 on 802.1q trunking
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Port Vlans allowed on trunk

Fa0/7 2-998,1000-4094

Fa0/8 2-998,1000-4094

Port Vlans allowed and active in management domain

Fa0/7 none

Fa0/8 none

Port Vlans in spanning tree forwarding state and not pruned
Fa0/7 none

Fa0/8 none

ALS1#

Now if you look at the VTP status on ALS1, you will see the values are at their defaults, even though the trunk
is operational. This is because of the VTP password.

ALS1# show vtp status
VTP Version capable : 1 to 3
VTP version running 1

VTP Domain Name

VTP Pruning Mode : Disabled
VTP Traps Generation : Disabled
Device ID : 64a0.e72a.2200

Configuration last modified by 0.0.0.0 at 0-0-00 00:00:00

Feature VLAN:

VTP Operating Mode : Client

Maximum VLANs supported locally : 255

Number of existing VLANs : 5

Configuration Revision : 0

MD5 digest : 0x57 0xCD 0x40 0x65 0x63 0x59 0x47 0xBD

0x56 0x9D O0x4A 0x3E 0xA5 0x69 0x35 0xBC

Set the VTP password on ALS1 and the VLAN database will be synchronized. However, before you can set
the password, the VTP domain name must be manually configured.

ALS1# conf t

Enter configuration commands, one per line. End with CNTL/Z.
ALS1 (config) # vtp domain SWLAB

Changing VTP domain name from NULL to SWLAB

ALS1 (config) # vtp password ciscol23

Setting device VTP password to ciscol23

ALS1 (config) # end

*Mar 1 00:27:21.902: %SW_VLAN-6-VTP DOMAIN NAME CHG: VTP domain name changed to
SWLAB.
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Now check the VTP status and you will see a revision number matching that of DLS1, and that VLANs 99,
100, 110, 120, 666 and 999 are all in the local VLAN database.

ALS1# show vtp status

VTP Version capable : 1 to 3

VTP version running H

VTP Domain Name : SWLAB

VTP Pruning Mode : Disabled

VTP Traps Generation : Disabled
Device ID : 64a0.e72a.2200

Configuration last modified by 0.0.0.0 at 3-1-93 00:04:37

Feature VLAN:

VTP Operating Mode : Client

Maximum VLANs supported locally : 255

Number of existing VLANs : 11

Configuration Revision HIN

MD5 digest : OxF3 0x8A OxEA OxFA 0x9B 0x39 0x6D O0xF5

O0xA6 0x03 Ox2F 0xB8 0x16 0xCl OxE6 0x8C

ALS1# show vlan brief | incl active

1 default active Fa0/1, Fa0/2, Fa0/3, Fa0/4
99 MANAGEMENT active

100 SERVERS active

110 GUEST active

120 OFFICE active

666 NATIVE DO NOT USE active

ALS1#

VLAN 999 will be missing from the filtered output above because it only includes VLANS in active state and
VLAN 999 is suspended. Using the show vlan brief without filtering would show the VLAN 999.

You will also see that the configured VLANs except VLANs 1 and 999 are allowed over the trunks

ALSl#show interface trunk

Port Mode Encapsulation Status Native vlan
Fa0/7 on 802.1qg trunking 666

Fa0/8 on 802.1q trunking 666

Port Vlans allowed on trunk

Fa0/7 2-998,1000-4094

Fa0/8 2-998,1000-4094

Port Vlans allowed and active in management domain

Fa0/7 99-100,110,120,666,999

Fa0/8 99-100,110,120,666, 999
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Port Vlans in spanning tree forwarding state and not pruned
Fa0/7 99-100,110,120,666

Fa0/8 99-100,110,120,666

ALS1#

You will also see that the state of interface VLAN 99 has changed to ‘up’.

*Mar 1 00:27:52.336: SLINEPROTO-5-UPDOWN: Line protocol on Interface V1an99, changed
state to up

Because ALS1 is in VTP Client mode, local changes to the VLAN database cannot be made:

ALS1 (config) # wvlan 199
VTP VLAN configuration not allowed when device is in CLIENT mode.
ALS1 (config) #

At this point, VTP version 2 is working and secured between DLS1 and ALS1. You should now be able to ping
DLS1 from ALS1 and vice versa.

Step 6: Park unused interfaces

On DLS1 and ALS1, place all of interfaces that will not be used into the PARKING_LOT VLAN and shut them
down. For this lab, the interfaces being used on all switches are F0/6 through F0/12.

An example from DLS1:
DLS1 (config) # interface range £0/1-5,£f0/13-24,g0/1-2

DLS1 (config-if-range) # switchport mode access
DLS1 (config-if-range) # switchport nonegotiate

# switchport access vlan 999
# shutdown
#

exit

(

(

DLS1 (config-if-range

DLS1 (config-if-range
(

)
)
)
)

DLS1 (config-if-range

Part 4. Configure VTP version 3, VLANSs, and Trunking

In this part of the lab you will configure VTP version 3 to operate across the rest of the switched network. VTP
version 3 provides some significant benefits to the network administrator.

1. The concept of a primary server was added. In VTP versions 1 and 2, all VTP server switches are
equal; any one of them may add/remove/rename VLANs and change their state. In VTP version 3,
only the primary server can do this. There can be at most one primary server present in a VTP
domain. The role of a primary server is a runtime state. It is not a part of the configuration; rather, this
state is requested in privileged EXEC mode and is relinquished whenever another switch attempts to
become the primary server or when the switch is reloaded.

2. VTP version 3 has the ability to hide the VTP password. On a VTP version 1 or 2 switch, issuing the
command show vtp password will show the password to you in plain text. VTP version 3 allows
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you to specify that the password be hidden in the output, preventing the password from being
inadvertently or maliciously divulged.

VTP version 3 can propagate information about extended-range VLANs; VLANs numbered between
1006 and 4094. To support these VLANs with VTP version 2, all switches had to be in transparent
mode and the VLANSs had to be configured manually on a switch-by-switch basis.

VTP version 3 only supports pruning for normal-range VLANS.

VTP version 3 supports propagating Private VLAN information. As with extended-range VLANS, the
lack of PVLAN support in VTP version 2 required all switches to be transparent mode and manual
configuration at each switch.

VTP version 3 added support for opaque databases. In other words, VTP version 3 can transport
more than just the VLAN database between switches. The only option at this time is to share the
Multiple Spanning Tree (MSTP) database, but room was left for expansion. We will cover MSTP in a
later lab.

VTP version 3 is backwards compatible with VTP version 2; at the boundary of the two protocols, a VTP
version 3 switch will send out both version 3 and version 2-compatible messages. Version 2 messages
received by a version 3 switch are discarded.

Step 1: Configure VTP on DLS1, DLS2, and ALS2

VTP version 3 cannot be configured unless a VTP domain name has been set, so for this step, setting the
domain name is not needed on DLS1. Configure VTP version 3 on DLS1, DLS2, and ALS2 using the
following parameters

VTP domain SWLAB (DLS2 and ALS2 only)
VTP version 3

VTP mode server (DLS2 and ALS2 only)

VTP password ciscol123 (DLS2 and ALS2 only)

DLS1 Configuration:

DLS1 (config) # vtp version 3
DLS1 (config) #

*Mar 1 00:08:17.637: %SW VLAN-6-OLD CONFIG FILE READ: Old version 2 VLAN
configuration file detected and read OK. Version 3

files will be written in the future.

DLS1 (config)# end
DLS1#

Example configuration on ALS2:

ALS2 (config) # vtp domain SWLAB
Changing VTP domain name from NULL to SWLAB

ALS2 (config) # vtp version 3

ALS2 (config) # vtp mode server

Setting device to VTP Server mode for VLANS.

ALS2 (config) # vtp password ciscol23

Setting device VTP password to ciscol23
ALS2 (config) # end
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*Mar 1 18:46:38.236:

SWLAB.

*Mar 1 18:46:38.345:

configuration file detected and read OK. Ve

files will be written in the future.

ALS2#

Step 2: Configure trunking on DLS2 and ALS2

rsion 3

$SW_VLAN-6-OLD CONFIG FILE READ: Old version 2 VLAN

%$SW_VLAN-6-VTP DOMAIN NAME CHG: VTP domain name changed to

In steps 4 and 5 of part 1, we configured and activated all the trunk interfaces on DLS1 and ALS1. Now
configure and activate all the trunk interfaces on DLS2 and ALS2.

Example from DLS2:

DLS2 (config) # interface range £0/7-12

(
DLS2 (config-
DLS2 (config-
DLS2 (config-
DLS2 (config-
DLS2 (config-
DLS2 (config-
DLS2 (config-
(

if-range) # switchport

trunk native vlan 666

trunk encapsulation dotlg

e

trunk allowed vlan except 1,999

)
if-range) # switchport
if-range) # switchport mode trunk
if-range) # switchport nonegotiat
if-range) # switchport
if-range)# no shutdown
if-range) # exit

DLS2 (config) #

Step 3: Verify trunking and VTP on DLS2 and ALS2

Next verify that DLS2 and ALS2 trunking is operational. Here is an example from DLS2

DLS2# show interface trunk

Port
Fa0/7
Fa0/8
Fa0/9
Fa0/10
Fa0/11
Fa0/12

Port
Fa0/7
Fa0/8
Fa0/9
Fa0/10
Fa0/11
Fa0/12

Port
Fa0/7
Fa0/8
Fa0/9
Fa0/10
Fa0/11

Mode
on
on
on
on
on

on

Encapsulation

802.
802.
802
802.
802.
802

la
la

.1g

la
la

.1g

Vlans allowed on trunk

2-998,1000-4094
2-998,1000-4094
2-998,1000-4094
2-998,1000-4094
2-998,1000-4094
2-998,1000-4094

Vlans allowed and active in management domain

none

none

none

none

none

Status

trunking
trunking
trunking
trunking
trunking

trunking
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Fa0/12 none
Port Vlans in spanning tree forwarding state and not pruned
Fa0/7 none
Fa0/8 none
Fa0/9 none
Fa0/10 none
Fa0/11 none
Fa0/12 none

Next, validate VTP is operational. Here is an example from DLS2:

DLS2# show vtp status

VTP Version capable : 1 to 3

VTP version running HENC]

VTP Domain Name : SWLAB

VTP Pruning Mode : Disabled

VTP Traps Generation : Disabled
Device ID : e840.406£.7380

Feature VLAN:

VTP Operating Mode : Server

Number of existing VLANs : 5

Number of existing extended VLANs : 0

Maximum VLANs supported locally : 1005
Configuration Revision : 0

Primary ID : 0000.0000.0000
Primary Description

MD5 digest

Feature MST:

VTP Operating Mode : Transparent

Feature UNKNOWN:

VTP Operating Mode : Transparent

DLS2#

Notice that the configuration revision number is zero and the number of local VLANS is the default of 5. There
has been no update because DLS1’s configuration revision number was reset to zero when the VTP version
was changed, so at this point DLS2 and ALS2 will not learn about the configured VLANSs because as far as
they are concerned, they have the same database as DLS1.
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DLS1# show vtp status | inc Configuration Revision

Configuration Revision : 0

If we attempt to add VLANSs at DLS1, or any of the other VTP version 3 switches, our attempt will not work
and we will be told that we cannot add VLANS.

DLS1 (config)# wvlan 111

VTP VLAN configuration not allowed when device is not the primary server for vlan
database.

DLS1 (config) #

Step 4: Configure the Primary VTP Server

In a VTP version 3 domain, only the “Primary Server” can make changes to the VLAN database. Becoming
the primary server requires the vtp primary privileged EXEC command be executed. When you issue that
command, the switch checks to see if there is another switch acting as primary server already, and asks you
to confirm that you want to continue.

In the output from DLS2 above, note that the Primary ID field equals 0000.0000.0000. That field will display
the base MAC address of the primary server once a device is promoted into that role.

Also note that a separate primary server can be configured independently for each feature supported; VLAN
or MST. If no feature is specified, the vlan feature is assumed.

Lastly, there is a force option which causes the switch not to check for conflicts in the identity of the primary
server. If different switches in the VTP domain identify different switches as the primary server, there is a
good chance there are inconsistencies in the VLAN database.

DLS1# vtp primary ?
force Do not check for conflicting devices
mst MST feature
vlan Vlan feature

<cr>

DLS1# vtp primary vlan

This system is becoming primary server for feature vlan
No conflicting VTIP3 devices found.

Do you want to continue? [confirm]

DLS1#

*Mar 1 00:42:54.983: %SW_VLAN-4-VTP PRIMARY SERVER CHG: e840.406f.7280 has become the
primary server for the VLAN VTP feature

Now verify the primary on DLS2 or ALS2:

DLS2# show vtp status | i Primary

Primary ID : e840.406£.7280
Primary Description : DLS1
DLS2#
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The promotion of DLS1 to primary increments its configuration revision number to 1, so the VLANSs that were
previously created on DLS1 are propagated to DLS2 and ALS2 automatically.

ALS2# sho vlan brief |

1 default

99 MANAGEMENT

100 SERVERS

110 GUEST

120 OFFICE

666 NATIVE DO NOT USE

inc active

active Fa0/1, Fa0/2, Fa0/3, Fa0/4
active
active
active
active

active

VLAN 999 will be missing from the filtered output above because it only includes VLANSs in active state and
VLAN 999 is suspended. Using the show vlan brief without filtering would show the VLAN 999.

Step 5: Park unused interfaces.

On DLS2 and ALS2, place all of interfaces that will not be used into the PARKING_LOT VLAN and shut them
down. For this lab, the interfaces being used on all switches are F0/6 through F0/12.

An example from DLS2:

DLS2 (config) # interface range £0/1-5,£0/13-24,g0/1-2

DLS2 (config-if-range) #
DLS2 (config-if-range) #

DLS2 (config-if-range

switchport mode access
switchport nonegotiate
switchport access vlan 999
shutdown

(
(
DLS2 (config-if-range
(
(

DLS2 (config-if-range

#
#
#

exit

)
)
)
)

Step 6: Verify VLAN management capability

DLS1 is able to create VLANS, including extended-range VLANSs. Note that because ALS1 is running VTP
version 2 and its revision number is 6, it will ignore any of the VTPv2 messages sent to it because they have
a lower revision number. When a VTP message with an equal revision number but different MD5 checksum is
received, ALS1 will report an error. Here we added seven VLANs and then remove 6 of them to push the
revision number on DLS1 to 9.

DLS1# conf t

Enter configuration commands,

DLS1 (config) # vlan
DLS1 (config-vlan) #
DLS1 (config-vlan) #
DLS1 (config) # wvlan
DLS1 (config-vlan) #
DLS1 (config-vlan) #
DLS1 (config) # wvlan
DLS1 (config-vlan) #
DLS1 (config-vlan) #
DLS1 (config) # wvlan
DLS1 (config-vlan) #
DLS1 (config-vlan) #
DLS1 (config) # vlan
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510

name TEST510
exit

511

name TEST511
exit

512

name TEST512
exit

513

name TEST513
exit

514

End with CNTL/Z.
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DLS1 (config-vlan) # name TEST514

DLS1
DLS1
DLS1
DLS1
DLS1
DLS1
DLS1

DLS1 (config)# no vlan 510-514

(
(
(
(
(
(
(
(
(
(

DLS1

DLS1#

config-vlan) # exit

config)# wvlan 515

config-vlan) # name TEST515
config-vlan) # exit

config)# wvlan 1500

config-vlan) # name TEST-EXT-1500

config-vlan) # exit

config)# end

ALS1# show vlan brief

1
99
100
110
120
515
666

ALS1#

default
MANAGEMENT
SERVERS

GUEST

OFFICE

TEST515
NATIVE DO NOT USE

ALS2#show vlan brief |

1

99
100
110
120
515
666
1002
1003
1004
1005
1500
ALS2#

default
MANAGEMENT
SERVERS

GUEST

OFFICE

TEST515
NATIVE DO NOT USE
fddi-default
trcrf-default
fddinet-default
trbrf-default
TEST-EXT-1500

inc active

active
active
active
active
active
active

active

active
active
active
active
active
active
active
act/unsup
act/unsup
act/unsup
act/unsup

active

Fa0/6

Fa0/6

At this point, you should be able to ping each switch from every other switch.

Step 7: Change the VLAN status to deactivate ports.

As already briefly discussed in Part 2, Step 3 of this lab, the default status of VLAN 1 and user-created
VLANS is "active". A VLAN can be made locally inactive by entering the global configuration command
shutdown vlan vlan-id, where vlan-idis the number of the VLAN to be shut down.

Alternatively, the VLAN can be shut down by issuing the shutdown command while in VLAN configuration

mode and

then exiting.

Both these options are equivalent, however, only the shutdown vlan command works in while in VTP
client mode.

Shut down the Guest VLAN 110 on ALS1, wait a few moments, exit the configuration mode and then issue
the show vlan brief command. The status should change to “act/Ishut”.
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ALS1 (config) # shutdown vlan 110

ALS1# show vlan brief

VLAN Name

Status

100
110
515
120
666
999

1002
1003
1004
1005

ALS1#

default
MANAGEMENT
SERVERS

GUEST

TEST515

OFFICE

NATIVE DO NOT USE
PARKING LOT

fddi-default
trcrf-default
fddinet-default
trbrf-default

active
active
active
act/lshut
active
active
active

suspended

act/unsup
act/unsup
act/unsup

act/unsup

Fa0/1, Fa0/2, Fa0/3, Fa0/4
Fa0/5, Fa0/13, Fa0/14, Fa0/15
Fa0/16, Fa0/17, Fa0/18, Fa0/19
Fa0/20, Fa0/21, Fa0/22, Fa0/23
Fa0/24, Gi0/1, Gi0/2

Reactivate all ports in ALS1 Guest VLAN 110 using the no shutdown command in VLAN configuration

mode.

ALS1 (config) # no shutdown vlan 110

As discussed and demonstrated in Part 2, Step 3 of this lab, you can put a VLAN into suspended status by
using the state suspend command while in VLAN configuration mode on a VTPVv2 server switch or on the
VTPv3 primary server switch. In a mixed VTP version network, the suspension only works network-wide if it
originates from the VTPv3 primary server. Suspending a VLAN causes all ports in that VLAN throughout the

VTP domain to stop transferring data.

Suspend Guest VLAN 110 on DLS1, wait a few moments, exit VLAN configuration mode and then issue the
show vlan brief | include suspended command. The status should change show the VLAN as
suspended.

DLS1 (config) # wvlan 110

DLS1 (config-vlan) # state ?
VLAN Active State
suspend VLAN Suspended State

active

DLS1 (config-vlan) # state suspend
DLS1 (config-vlan) # exit

DLS1 (config) #end

DLS1#

DLS1# sho vlan brief |

110
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999 PARKING LOT suspended Fa0l/1,

DLS1#

Issue the show vlan brief | include suspended command on another switch in the network, and you

will see that the VLAN status is suspended as well.

DLS2# show vlan brief | include suspended

110 GUEST suspended
999 PARKING LOT suspended Fa0/1,
DLS2#

Reactivate VLAN 110 using the state active command in VLAN configuration mode.

DLS1 (config) # wvlan 110
DLS1 (config-vlan) # state active
DLS1 (
DLS1 (config) #

config-vlan) # exit

Issue the show vlan brief | include suspended command on another switch in the network, and you

will see that the VLAN status is no longer listed.

DLS2# show vlan brief | include suspended

999 PARKING LOT suspended Fa0/1,

DLS2#

Step 8: End of Lab

Save your configurations. The equipment should be in the correct end state from this lab for Lab 3-2,

EtherChannel.
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Lab 3-2 — EtherChannel

Topology
VLAN 99: 10.1.99.101/24 VLAN 99: 10.1.99.102/24
DLS1 DLS2
Fa0/11
Fa0/12
-
=]
(=]
D
-
S
o
y—— e
_’ (Pol) —’
Fa0/12 —~— Fa0/12
ALS1 ALS2
VLAN 99: 10.1.99.103/24 VLAN 99: 10.1.99.104/24
All Switch-to-Switch connectionsare 802.1Q trunks
Objectives

e Create EtherChannel Links.
e Configure and test load balancing options

Background

Four switches have just been installed. The distribution layer switches are Catalyst 3560 switches, and the
access layer switches are Catalyst 2960 switches. There are redundant uplinks between the access layer and
distribution layer. Usually, only one of these links could be used; otherwise, a bridging loop might occur.
However, using only one link utilizes only half of the available bandwidth. EtherChannel allows up to eight
redundant links to be bundled together into one logical link. In this lab, you configure Port Aggregation
Protocol (PAgP), a Cisco EtherChannel protocol, and Link Aggregation Control Protocol (LACP), an IEEE
802.3X (formerly IEEE 802.1ad) open standard version of EtherChannel. LACP and PAgP are signaling
protocols allowing two switches to negotiate the use of selected physical ports as members of a single
EtherChannel bundle. Throughout this lab, we will be using the term EtherChannel to refer to a logical
bundling of multiple physical links, and the term Port-channel to refer to a virtual interface that represents an
EtherChannel bundle in the Cisco 10S configuration.

Note: This lab uses Cisco Catalyst 3560 and 2960 switches running Cisco 10S 15.0(2)SE6 IP Services and
LAN Base images, respectively. The 3560 and 2960 switches are configured with the SDM templates “dual-
ipv4-and-ipv6 routing” and “lanbase-routing”, respectively. Depending on the switch model and Cisco 10S
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Software version, the commands available and output produced might vary from what is shown in this lab.
Catalyst 3650 switches (running any Cisco I0S XE release) and Catalyst 2960-Plus switches (running any
comparable Cisco 10S image) can be used in place of the Catalyst 3560 switches and the Catalyst 2960

switches.

Required Resources

e 2 Cisco 2960 with the Cisco IOS Release 15.0(2)SE6 C2960-LANBASEK9-M or comparable
e 2 Cisco 3560v2 with the Cisco I0S Release 15.0(2)SE6 C3560-IPSERVICESK9-M or comparable

e Computer with terminal emulation software
e Ethernet and console cables

Part 5: Configure EtherChannel Links

Step 1: Prepare the switches for the lab

The instructions in this lab assume that the switches are running using the final configuration from Lab 3-1

"Static VLANSs, Trunking, and VTP".

Step 2: Configure an EtherChannel with Cisco PAgP.

The first EtherChannel created for this lab aggregates interfaces Fa0/11 and Fa0/12 between ALS1 and
ALS2. Make sure that you have a trunk link active for those two links with the show interfaces trunk

command.

ALS1# show interfaces trunk

Port
Fa0/7
Fa0/8
Fa0/9
Fa0/10
Fa0/11
Fa0/12

Mode
on
on
on
on
on

on

<output omitted>

Encapsulation
802.
802.
802.
802.
802.
802.

la
la
la
lg
lg
lg

Status

trunking
trunking
trunking
trunking
trunking

trunking

Native vlan
666
666
666
666
666
666

Note: When configuring EtherChannels, it can be helpful to shut down the physical interfaces being grouped
on both devices before configuring them into channel groups. Otherwise, the EtherChannel Misconfig Guard
may place these interfaces into error disabled state. The interfaces and port channel can be re-enabled after

the EtherChannel is configured.

On ALS1, bundle interfaces Fa0/11 and Fa0/12 under the Port-Channel 1 interface with the channel-group
1 mode desirable command. The mode desirable option indicates that you want the switch to actively
negotiate to form a PAgP link. The Port-Channel interface numbers are locally-significant only. On the 2960,

the number can be anything between 1 and 6, and they do not have to match end to end. If it is possible, use
the same number on both sides of a port-channel so that coordinating troubleshooting is less complicated. At

the very least, clearly document the configuration.

ALS1 (config) # interface range £0/11-12

ALS1 (config-if-range)# shutdown
<output omitted - interfaces logged as shutting down>
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ALS1 (config-if-range) # channel-group 1 mode desirable
Creating a port-channel interface Port-channel 1

ALS1 (config-if-range) # no shutdown

<output omitted - interfaces logged as coming up>

ALS1 (config-if-range) # exit

ALS1 (config) #

<the following output is seen after ALS2 configuration is complete>

*Mar 1 00:14:01.570: SLINK-3-UPDOWN: Interface Port-channell, changed state
to up

*Mar 1 00:14:02.576: SLINEPROTO-5-UPDOWN: Line protocol on Interface Port-
channell, changed state to up

After you configure an EtherChannel, a virtual port channel interface is created automatically that represents
a logical link consisting of the bundled physical interfaces. The Port-channel interface will automatically inherit
the configuration of the first physical interface that was added to the EtherChannel. All configuration changes
applied to the port channel interface will then apply to all the physical ports bundled under this interface.

The configuration of the physical interfaces that are bundled into an EtherChannel must be consistent.
Otherwise, the bundle may never form or individual links in the bundle may be suspended. Once physical
interfaces are added to the EtherChannel bundle, the administrator should not make any configuration
changes directly to the physical interfaces. Any necessary adjustments should be made to the appropriate
port channel interface.

Therefore, unless explicitly asked to do so in these labs, after physical ports have been bundled in an
EtherChannel, apply all further commands to the corresponding port channel interface only.

Before configuring the EtherChannel bundle on ALS2, issue the command show etherchannel summary
on ALS1 and notice the status of both the bundle and the individual interfaces:

ALS1# show etherchannel summary

Flags: D - down P - bundled in port-channel
I - stand-alone s - suspended
H - Hot-standby (LACP only)
R - Layer3 S - Layer2
U - in use f - failed to allocate aggregator

- not in use, minimum links not met
- unsuitable for bundling

waiting to be aggregated

- default port

o = ¢ X
|

Number of channel-groups in use: 1

Number of aggregators: 1

Group Port-channel Protocol Ports

—————— R et B
1 Pol (SD) PAgP Fa0/11(I) Fa0/12 (I)

ALS1#
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PAgP is preventing the bundle from forming because the other end is not speaking the PAgP protocol.

Using the same commands as above, configure interfaces FO/11 and F0/12 on ALS2 to be in an
EtherChannel, and then verify that it is working by issuing the show etherchannel summary command on
both switches. This command displays the type of EtherChannel, the ports utilized, and port states.

ALS1# show etherchannel summary

Flags: D - down P - bundled in port-channel
I - stand-alone s - suspended
H - Hot-standby (LACP only)
R - Layer3 S - Layer2
U - in use f - failed to allocate aggregator
M - not in use, minimum links not met
u - unsuitable for bundling
w - waiting to be aggregated
d - default port

Number of channel-groups in use: 1

Number of aggregators: 1

Group Port-channel Protocol Ports

—————— R et e ettt it T e
1 Pol (SU) PAgP Fa0/11 (P) Fa0/12 (P)

ALS1#

ALS2# show etherchannel summary

Flags: D - down P - bundled in port-channel
I - stand-alone s - suspended
H - Hot-standby (LACP only)
R - Layer3 S - Layer2
U - in use f - failed to allocate aggregator

- not in use, minimum links not met
- unsuitable for bundling
waiting to be aggregated

Q= o X
I

- default port

Number of channel-groups in use: 1

Number of aggregators: 1

Group Port-channel Protocol Ports

—————— o
1 Pol (SU) PAgP Fa0/11 (P) Fa0/12 (P)
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ALS2#

At this point, the system does not consider interfaces FastEthernet 0/11 and 0/12 as individual trunks, but as
a components of interface Port-Channel 1. The output of show interface trunk illustrates this; FO/11
and FO/12 are not shown while the Port-channel is operational.

ALS1# show interfaces trunk

Port Mode Encapsulation Status Native vlan
Fa0/7 on 802.1qg trunking 666
Fa0/8 on 802.1qg trunking 666
Fa0/9 on 802.1qg trunking 666
Fa0/10 on 802.1qg trunking 666
Pol on 802.1qg trunking 666

<output omitted>

Step 3: Configure an EtherChannel with IEEE 802.1X LACP

In 2000, the IEEE passed an open standard version of EtherChannel numbered 802.3ad and referred to as
"Link Aggregation”. The current version of the standard is numbered 802.1AX. LACP-based EtherChannels
are supported by most major network equipment vendors and provide interoperability in multi-vendor
environments.

Using the previous commands, configure the link between DLS1 and ALS1 on ports Fa0/7 and Fa0/8 as an
802.1X LACP EtherChannel.

You must use a different port channel number on ALS1 than 1, because you already used that in the previous
step. The port channel number you use on DLS1 is locally-significant and can be anything between 1 and 48.
If it is possible, use the same number on both sides of a port-channel so that coordinating troubleshooting is
less complicated. At the very least, clearly document the configuration.

To configure a port channel as LACP, use the interface-level command channel-group number mode
active. Active mode indicates that the switch actively tries to negotiate that link as LACP, as opposed to
PAgP

DLS1 (config) # interface range £0/7-8

DLS1 (config-if-range) # shutdown

<output omitted - interfaces logged as shutting down>
DLS1 (config-if-range) # channel-group 2 mode active

Creating a port-channel interface Port-channel 2

DLS1 (config-if-range) # no shutdown

<output omitted - interfaces logged as coming up>

DLS1 (config-if-range) # end

DLS1#

<the following output is seen after ALSI configuration is complete>

*Mar 1 00:31:29.752: 3LINK-3-UPDOWN: Interface Port-channel2, changed state to up

*Mar 1 00:31:30.758: 3LINEPROTO-5-UPDOWN: Line protocol on Interface Port-channel2,
changed state to up

Verify that EtherChannel is working by issuing the show etherchannel summary command on both
switches. This command displays the type of EtherChannel, the ports utilized, and port states.
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DLS1# show etherchannel summary

Flags: D

o o om H

o =5 ¢ =

Number of

- down

- stand-alone
- Hot-standby
- Layer3

- in use

- not 1in use,
- unsuitable
- waiting to

- default por

channel-group

P - bundled in port-channel

s - suspended
(LACP only)
S - Layer2

f - failed to allocate aggregator

minimum links not met
for bundling

be aggregated

t

s in use: 1

Number of aggregators: 1

Group Port-channel Protocol Ports

—————— o
2 Po2 (|SU) LACP Fa0/7 (P) Fa0/8 (P)

DLS1#

ALS1# show etherchannel summary

Flags: D
I

c W =

Q = c X

Number of

Number of

- down

- stand-alone
- Hot-standby
- Layer3

- in use

- not 1in use,
- unsuitable
- waiting to

- default por

channel-group

aggregators:

P - bundled in port-channel

s — suspended
(LACP only)
S - Layer?2

f - failed to allocate aggregator

minimum links not met
for bundling

be aggregated

t

s in use: 2

Group Port-channel Protocol Ports

—————— e
1 Pol (SU) PAgQP Fa0/11 (P) Fa0/12 (P)

2 Po2 (SU) LACP Fa0/7(P) Fa0/8 (P)
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Step 4: Explore Misconfiguration

In this step, you will intentionally misconfigure an EtherChannel bundle on DLS2 with parameters that do not

match the distant end switches to observe the results.

To do this, you will configure the interfaces on DLS1 and ALS1 as they should be configured for o
desired configuration. Then you will misconfigure DLS2 by bundling an interface that is connected

ur final
to DLS1

and an interface that is connected to ALS1 into a single EtherChannel. Because different protocols are being
used on the two distant ends, misconfiguration guard will force the interfaces into an error disabled state.

To begin, configure an EtherChannel using LACP on ALS1 interfaces FO/9 and F0/10. Assign this
EtherChannel to Port-channel number 3.

ALS1 (config) # interface range £0/9-10

ALS1 (config-if-range) # shutdown

ALS1 (config-if-range) # channel-group 3 mode active

Creating a port-channel interface Port-channel 3

ALS1 (config-if-range) # no shut
ALS1 (config-if-range) # exit
ALS1 (config) #

Next configure an EtherChannel in "on" mode on DLS1 interfaces FO/11 and F0/12. Assign this EtherChannel

to Port-channel number 12.

DLS1 (config) # interface range £0/11-12
DLS1 (config-if-range)# shutdown
DLS1 (config-if-range) # channel-group 12 mode on

Creating a port-channel interface Port-channel 12

DLS1 (config-if-range)# no shut
DLS1 (config-if-range) # exit
DLS1 (config) #

Now go to DLS2 and configure an EtherChannel using PAgP on interfaces FO/10 and FO/11. Assign this

EtherChannel to Port-channel number 40.

DLS2 (config) # interface range £0/10-11
DLS2 (config-if-range)# shutdown
DLS2 (config-if-range) # channel-group 40 mode desirable

Creating a port-channel interface Port-channel 40

DLS2 (config-if-range) # no shut
DLS2 (config-if-range) # exit
DLS2 (config) #

Wait about three minutes, then issue the command show etherchannel summary on DLS2. Notice the

difference in the individual interface status'.

DLS2# show etherchannel summary
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Flags:

Number of

Number of

Group

- down

- stand-alone s - suspended

- Layer3 S - Layer2

- in use

Q=5 o X
1

D
I
H - Hot-standby (LACP only)
R
U

- not in use,

- unsuitable for bundling
waiting to be aggregated
- default port

channel-groups in use: 1

P - bundled in port-channel

f - failed to allocate aggregator

minimum links not met

—————— o -

DLS2#

aggregators: 1
Port-channel Protocol Ports
Po40 (SD) PAgP Fa0/10 (I)

Fa0/11 (D)

Interface FO/10 is attempting to communicate with a distant interface that is configured for LACP. This results
in the interface being in a stand-alone state. Interface FO/11 is attempting to communicate with a distant
interface that is configured not to use a signaling protocol, so the interface is in a down state.

On DLS1, the configuration mismatch caused Etherchannel Misconfig Guard to put FO/11, FO/12, and Port-
channel 12 into an error-disabled state. The messages that displayed at DLS1's console when this happened:

*Mar 1 05:43:
Fa0O/11,
*Mar

Fa0/12, putting Fa0/12 in err-disable state
1 05:43:

*Mar
Pol2,

*Mar
Pol2,

*Mar
Pol2,

*Mar

12.639: %PM-4-ERR DISABLE: channel-misconfig (STP) error detected on

putting FalO/11 in err-disable state

1 05:43:12.664: %PM-4-ERR DISABLE: channel-misconfig (STP) error detected on

putting

1 05:43:

putting

1 05:43:

putting

1 05:43:

12.698: %PM-4-ERR DISABLE: channel-misconfig (STP) error detected on

Fa0/1l1 in err-disable state

12.698: $PM-4-ERR DISABLE: channel-misconfig (STP) error detected on

Fa0/12 in err-disable state

12.698: %PM-4-ERR DISABLE: channel-misconfig (STP) error detected on

Pol2 in err-disable state

13.654: SLINEPROTO-5-UPDOWN:

FastEthernet0/11, changed state to down

*Mar

1 05:43:

13.679: SLINEPROTO-5-UPDOWN:

FastEthernet0/12, changed state to down

*Mar

1 05:43:

13.688: SLINEPROTO-5-UPDOWN:

changed state to down

Line protocol on Interface

Line protocol on Interface

Line protocol on Interface Port-channell2,

To fix all of this, remove Port-channel 40 on DLS2 and create EtherChannels with the proper configurations to
match the distant ends.

DLS2 (config) # interface range £0/10-11

DLS2 (config-if-range) # shut

DLS2 (config-if-range)# exit

(
(
DLS2 (config-if-range) # no channel-group 40 mode desirable
(
(

DLS2 (config) # interface range £0/9-10

© 2015 Cisco and/or its affiliates. All rights reserved. This document is Cisco Public. Page 35 of 186



CCNPv7.1 SWITCH: Lab 1 — Preparing the Switch

DLS2 (config-if-range) # channel-group 3 mode active

Creating a port-channel interface Port-channel 3

DLS2 (config-if-range) # no shut

DLS2 (config-if-range) # exit

DLS2 (config) # interface range £0/11-12

DLS2 (config-if-range) # channel-group 12 mode on

Creating a port-channel interface Port-channel 12

DLS2 (config-if-range)# no shut
DLS2
DLS2
DLS2 (config) # exit

config-if-range)# exit
config) # no interface port-channel 40

(
(
(
(

Then reset Port-channel 12 on DSL1:

DLS1 (config) # interface port-channel 12
DLS1 (config-if) # shut

DLS1 (

DLS1 (config-if) # end

config-if)# no shut

And all of the EtherChannels on DLS2 should be up and operational.

DLS2# show etherchannel summary

Flags: D - down P - bundled in port-channel
I - stand-alone s - suspended
H - Hot-standby (LACP only)
R - Layer3 S - Layer?2
U - in use f - failed to allocate aggregator
M - not in use, minimum links not met
u - unsuitable for bundling
w - waiting to be aggregated
d - default port

Number of channel-groups in use: 2

Number of aggregators:

Group Port-channel Protocol Ports

—————— e et e et
3 Po3 (SU) LACP Fa0/9 (P) Fa0/10 (P)

12 Pol2 (SU) - Fa0/11 (P) Fa0/12 (P)

DLS2#
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Challenge

The topology still has redundant links that you can combine. Experiment with the other port channel modes
using the question mark on the physical interface command channel-group number mode ?.Look atthe
descriptions and implement the remaining EtherChannels in different ways.

You may find the desirable, auto, active, and passive keywords cumbersome and unintuitive to
associate with the particular signaling protocol. Try using the channel-protocol physical interface
command, which limits the keywords in the channel-group number mode command so that only the
keywords appropriate to the selected signaling protocol will be accepted.

Using channel-protocol pagp will make sure that in subsequent channel-group number mode
command, only desirable and auto keywords are accepted. Conversely, using channel-protocol
lacp will make sure that in subsequent channel-group number mode command, only active and

passive keywords are accepted.

The end state from this part of the lab is that there are NO single interface trunks; all connections
between switches will be port-channel interfaces consisting of two members.

Part 6: Configure and Test EtherChannel Load Balancing

Step 1: Configure the load-balancing method

The load balancing method used to send traffic through an EtherChannel is a global setting on the switch. All
EtherChannels on a given switch will use the method selected for that switch. The load balancing method
used at either end of an EtherChannel bundle do not have to match.

The available methods as well as the default method used varies by hardware platform. By default, Cisco
Catalyst 3560 and Catalyst 2960 switches load-balance using the source MAC address.

DLS1# show etherchannel load-balance
EtherChannel Load-Balancing Configuration:

sSrc—-mac

EtherChannel Load-Balancing Addresses Used Per-Protocol:
Non-IP: Source MAC address

IPv4: Source MAC address

IPv6: Source MAC address

DLS1#

ALS1# show etherchannel load-bal
EtherChannel Load-Balancing Configuration:

sSrc—-mac

EtherChannel Load-Balancing Addresses Used Per-Protocol:
Non-IP: Source MAC address

IPv4: Source MAC address

IPv6: Source MAC address

ALS1#
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Change the load balancing configuration on ALS1 and ALS2 to sre-dst-ip, which is ideal for most
environments. Example from ALS2:
ALS2 (config) # port-channel load-balance ?

dst-ip Dst IP Addr

dst-mac Dst Mac Addr

src-dst-ip Src XOR Dst IP Addr

src-dst-mac Src XOR Dst Mac Addr

src-ip Src IP Addr

src-mac Src Mac Addr

ALS2 (config) #port-channel load-balance src-dst-ip
ALS2 (config) #end
ALS2#

Step 2: Verify EtherChannel Load Balancing

Once this is configured on the switches, you can use the test etherchannel load-balance command .
Using this command, you input a source and destination value and the switch will respond with what member
interface of the EtherChannel would be used.

ALS1# test etherchannel load-balance interface po 1 ?
ip IP address
ipv6e IPv6 address

mac Mac address

ALS1# test etherchannel load-balance interface po 1 ip ?
A.B.C.D Source IP address

ALS1# test etherchannel load-balance interface po 1 ip 10.1.99.103 ?
A.B.C.D Destination IP address

ALS1# test etherchannel load-balance interface po 1 ip 10.1.99.103 10.1.99.104
Would select Fa0/12 of Pol

ALS1# test etherchannel load-balance interface po 1 ip 10.1.99.103 209.165.200.103
Would select Fa0/11 of Pol

ALS1#

Step 3: End of Lab

Do not save your configurations. The equipment will be reset for the next lab.
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Lab 4-1- Implement Spanning Tree Protocols

Topology
DLS1 DLS2
Fa0/11
N
<
4
Host A
Objectives

¢ Observe default Spanning Tree behavior
¢ Implement Rapid Spanning Tree
¢ Implement STP tool kit components

Background

The potential effect of a loop in the layer 2 network is significant. Layer 2 loops could impact connected hosts
as well as the network equipment. Layer 2 loops can be prevented by following good design practices and
careful implementation of the Spanning Tree Protocol. In this lab you will observe and manipulate the
operation of spanning tree protocols to help secure the layer 2 network from loops and topology disruptions.
The terms "switch" and "bridge" will be used interchangeably throughout the lab.

Note: This lab uses Cisco Catalyst 3560 and 2960 switches running Cisco I0S 15.0(2)SE6 IP Services and
LAN Base images, respectively. The 3560 and 2960 switches are configured with the SDM templates “dual-
ipv4-and-ipv6 routing” and “lanbase-routing”, respectively. Depending on the switch model and Cisco 10S
Software version, the commands available and output produced might vary from what is shown in this lab.
Catalyst 3650 switches (running any Cisco 10S XE release) and Catalyst 2960-Plus switches (running any
comparable Cisco I0S image) can be used in place of the Catalyst 3560 switches and the Catalyst 2960
switches.

Required Resources

e 2 Cisco 2960 with the Cisco IOS Release 15.0(2)SE6 C2960-LANBASEK9-M or comparable
e 2 Cisco 3560v2 with the Cisco I0S Release 15.0(2)SE6 C3560-IPSERVICESK9-M or comparable
e Computer with terminal emulation software
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e Ethernet and console cables
e 1 Windows 7 PC with Wireshark, TCPDump, or another comparable packet capture utility installed

Part 7: Observe default Spanning Tree behavior

Step 1: Load base config and configure trunks

Use the reset. tecl script you created in Lab 1 “Preparing the Switch” to set your switches up for this lab.
Then load the file BASE.CFG into the running-config with the command copy flash:BASE.CFG
running-config.

Perform this step on all four switches. An example from DLS1:

DLS1# tclsh reset.tcl

Erasing the nvram filesystem will remove all configuration files! Continue? [confirm]
[OK]

Erase of nvram: complete

Reloading the switch in 1 minute, type reload cancel to halt
Proceed with reload? [confirm]

*Mar 7 18:41:40.403: %SYS-7-NV_BLOCK INIT: Initialized the geometry of nvram

*Mar 7 18:41:41.141: %SYS-5-RELOAD: Reload requested by console. Reload Reason:
Reload command.

<switch reloads - output omitted>
Would you like to enter the initial configuration dialog? [yes/nol: n
Switch> en

*Mar 1 00:01:30.915: SLINK-5-CHANGED: Interface Vlanl, changed state to
administratively down

Switch# copy BASE.CFG running-config
Destination filename [running-config]?

184 bytes copied in 0.310 secs (594 bytes/sec)
DLS1#

Next, enable interfaces FO/7 through F0/12 as 802.1Q trunk ports. Perform this step on all four switches. An
example from DLS1:

DLS1# conf t

Enter configuration commands, one per line. End with CNTL/Z.
DLS1 (config) # int ran £0/7-12

DLS1 (config-if-range)# switchport trunk encap dotlg

DLS1 (config-if-range switchport trunk native vlan 666
DLS1 (config-if-range switchport trunk allowed vlan except 1,999
DLS1 (config-if-range switchport mode trunk

DLS1 (config-if-range

no shut

) #
)
)
)
DLS1 (config-if-range)
)

#
#
# switchport nonegotiate
#
#

exit

(
(c
(
(
(
(
DLS1 (config-if-range

(c

onfig) #
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Finally, configure all four switches as VTP version 3 servers in domain SWLAB with no password. An

example from DLS1:

DLS1 (config) # vtp mode server

Setting device to VTP Server mode for VLANS.
DLS1 (config) # vtp domain SWLAB

Changing VTP domain name from NULL to SWLAB
DLS1 (config) # vtp version 3

DLS1 (config) #

Step 2: Configure VLANSs

Configure DLS1 as the VTP primary server for VLANS, and then create VLANs. The VLAN database will

propagate to the other switches in the network.
DLS1# vtp primary vlan

This system is becoming primary server for feature vlan
No conflicting VTP3 devices found.

Do you want to continue? [confirm]

DLS1#

*Mar 1 01:35:22.917: %SW_VLAN-4-VTP PRIMARY SERVER CHG: e840.406£f.7280 has become the

primary server for the VLAN VTP feature
DLS1# conf t

Enter configuration commands, one per line. End with CNTL/Z.

DLS1 (config)# wvlan 99

DLS1 (config-vlan) # name MANAGEMENT
vlan 100

# name SERVERS
# vlan 110

# name GUEST

# vlan 120

# name OFFICE
# vlan 999
#

#

#

#

#

(
DLS1 (config-vlan
DLS1 (config-vlan
DLS1 (config-vlan
DLS1 (config-vlan
DLS1 (config-vlan
DLS1 (config-vlan
DLS1 (config-vlan
DLS1 (config-vlan name PARKING_LOT
DLS1 (config-vlan state suspend
( vlan 666
( name NATIVE DO_NOT_USE
(
(

exit

DLS1 (config-vlan

) #
)
)
)
)
)
)
)
)
)
DLS1 (config-vlan)
)

DLS1 (config-vlan
DLS1 (config) #

ALS2# show vtp status

VTP Version capable : 1 to 3

VTP version running : 3

VTP Domain Name : SWLAB

VTP Pruning Mode : Disabled

VTP Traps Generation : Disabled
Device ID : 5017.££84.0a80

Feature VLAN:
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VTP Operating Mode

Number of existing VLANs

Number of existing extended VLANs

Maximum VLANs supported locally

Configuration Revision
Primary ID
Primary Description

MD5 digest

<output omitted>

ALS2# show vlan brief |
1 default

99 MANAGEMENT

100 SERVERS

110 GUEST

120 OFFICE

666 NATIVE DO NOT USE
ALS2#

i active

Server
11

0

255

e840.406£.7280
DLS1

OxF3 0xD5 OxF7 0x62 O0x3F 0x7C 0x84 0x86
0x41 0xCO Ox4E OxCA 0x36 0xB8 0x15 0x47

active Fa0/1,

active
active
active
active

active

Step 3: Identify and modify the root bridge

Fa0/2,

Fa0/3, Fa0/4

Use the show span root command on all of the switches to find the root switch for all of the VLANSs. Note:
Your results may vary from the examples.

DLS1# show span root

Vlan

VLAN0099 32867
VLANO100O 32868
VLANO110 32878
VLANO0120 32888
VLAN0666 33434
DLS1#

ALS2# show span root

Vlan

VLANO0099 32867
VLANO100 32868
VLANO110 32878
VLANO0120 32888
VLANO0666 33434
ALS2#

Root Hello Max

Cost Time Age
0a80 19 2 20
0a80 19 2 20
0a80 19 2 20
0a80 19 2 20
0a80 19 2 20

Root Hello Max

Cost Time Age
0a80 0 2 20
0a80 0 2 20
0a80 0 2 20
0a80 0 2 20
0a80 0 2 20

Root Port

Root Port

Compare the output of the show span command on all of the switches; why did the current root get elected?
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DLS2#show span vlan 99

VLANO099
Spanning tree enabled protocol ieee
Root ID Priority 32867
Address 5017.££84.0a80
Cost 19
Port 11 (FastEthernet0/9)
Hello Time 2 sec Max Age 20 sec Forward Delay 15 sec
Bridge ID Priority 32867 (priority 32768 sys-id-ext 99)
Address e840.406£.7280
Hello Time 2 sec Max Age 20 sec Forward Delay 15 sec

Aging Time 300 sec

Interface Role Sts Cost Prio.Nbr Type
Fa0/7 Altn BLK 19 128.9 P2p
Fa0/8 Altn BLK 19 128.10 P2p
Fa0/9 Root FWD 19 128.11 P2p
Fa0/10 Altn BLK 19 128.12 P2p
Fa0/11 Altn BLK 19 128.13 P2p
Fa0/12 Altn BLK 19 128.14 P2p

The current root bridge was elected based on the lowest Bridge ID (consisting of the Priority, extended
system ID equal to the VLAN ID, and base MAC address values). In the output above, the root’s MAC is
5017.ff84.0a80; the local bridge MAC is €840.406f.7280.

With the priority and extended system IDs being identical, the root bridge's MAC is numerically smaller than
the local bridge’s MAC. The end result is that in a completely un-configured network, one single switch will be
elected as the root bridge. The resulting choice of switch may or may not be desirable.

There are two basic ways to manipulate the configuration to control the location of the root bridge.

e The spanning-tree vlan vlan-id priority value command can be used to manually set a
priority value

e The spanning-tree vlan vlan-id root { primary | secondary } command can be
used to automatically set a priority value.

The difference between the two is the priority command will set a specific number (multiple of 4096) as
the priority, while the root primary command will set the local bridge's priority to 24,576 (if the local bridge
MAC is lower than the current root bridge's MAC) or 4096 lower than the current root's priority (if the local
bridge MAC is higher than the current root bridge's MAC).

The logic behind this operation is straight-forward. The root primary command tries to lower the priority
only as much as is needed to win the root election, while leaving priorities between 24576 and the default
32768 for use by secondary bridges. The command always takes the entire Bridge ID into account when
computing the resulting priority value.

The spanning-tree vlan vlan-id root secondary command will statically set the local bridge’s
priority to 28,672. In an otherwise unconfigured network where all switch priorities default to 32,768, the root
primary command will set the priority on the switch to 24,576 (two “steps” lower than the default priority)
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while the root secondary command will set the priority on the secondary root to the 28,672 (one “step”
lower than the default priority).

Modify DLS1 and DLS2 so that DLS 1 is elected the primary root bridge for VLANs 99 and 100 and DLS2 is
elected the primary root bridge for VLAN 110 and 120. DLS1 should be elected as the secondary root bridge
for VLAN 110 and 120, and DLS2 should be elected as the secondary root bridge for VLANs 99, and 100.

You will need to make configuration changes on both DLS1 and DLS2.

An example from DLS1:

DLS1# conf t

Enter configuration commands, one per line. End with CNTL/Z.

DLS1 (config) # spanning-tree vlan 99,100 root primary

DLS1 (config) # spanning-tree vlan 110,120 root secondary
DLS1 (config) # exit

DLS1#

Verification from DLS1:

DLS1# show spanning-tree root

Hello Max

Time

Age

Fwd

VLANO099
VLANO100
VLANO110
VLANO0120
VLANO666
DLS1#

Root

Root ID Cost
24675 e840.406£.7280 0
24676 e840.406£.7280 0
24686 e840.406f.6e00 19
24696 e840.406f.6e00 19
33434 5017.££84.0a80 19

20
20
20
20
20

Root Port

Fa0/11
Fa0/11
Fa0/9

The show spanning-tree bridge command also provides detailed information about the current
configuration of the local bridge:

DLS1# show spanning-tree bridge ?

address
detail
forward-time
hello-time
id

max-age
priority
protocol

<cr>

Mac address of this bridge

Detailed of the status and configuration

Forward delay interval

Hello time

Spanning tree bridge identifier
Max age

Bridge priority of this bridge
Spanning tree protocol

Output modifiers
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DLS1# show spanning-tree bridge

Hello Max Fwd

Vlan Bridge ID Time Age Dly Protocol
VLANO099 24675 (24576, 99) e840.406£.7280 2 20 15 ieee
VLANO100 24676 (24576, 100) e840.406£.7280 2 20 15 ieee
VLANO110 28782 (28672, 110) e840.406£.7280 2 20 15 ieee
VLANO120 28792 (28672, 120) e840.406£.7280 2 20 15 ideee
VLANO666 33434 (32768, 666) e840.406£.7280 2 20 15 ideee
DLS1#

Step 4: Manipulate port and path costs

As the network is implemented right now, there are two paths between each directly connected switch. As the
Root Port is elected, path and port costs are evaluated to determine the shortest path to the root bridge.

In the case where there are multiple equal cost paths to the root bridge, additional attributes must be
evaluated. In our case, the lower interface number (for example, FO/11) is chosen as the Root Port, and the
higher interface number (for example, F0/12) is put into a spanning tree Blocking state.

You can see which ports are blocked with the show spanning-tree vlan-id command or the show
spanning-tree blockedports command. For now examine VLAN 110 on DLS1.

DLS1# show spanning-tree vlan 110

VLANO110
Spanning tree enabled protocol ieee
Root ID Priority 24686
Address e840.406f.6e00
Cost 19
Port 13 (FastEthernet0/11)
Hello Time 2 sec Max Age 20 sec Forward Delay 15 sec
Bridge ID Priority 28782 (priority 28672 sys—-id-ext 110)
Address e840.406£.7280
Hello Time 2 sec Max Age 20 sec Forward Delay 15 sec
Aging Time 300 sec
Interface Role Sts Cost Prio.Nbr Type
Fa0/7 Desg FWD 19 128.9 P2p
Fa0/8 Desg FWD 19 128.10 P2p
Fa0/9 Desg FWD 19 128.11 P2p
Fa0/10 Desg FWD 19 128.12 P2p
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Fa0/11 Root FWD 19 128.13  P2p
Fa0/12 Altn BLK 19 128.14 P2p

DLS1# show spanning-tree blockedports

Name Blocked Interfaces List

VLANO110 Fa0/12

VLANO120 Fa0/12

VLANO666 Fa0/7, Fa0/8, Fa0/10, Fa0/11, Fa0/12

Number of blocked ports (segments) in the system : 7

As you can see, VLAN 110 has its Root Port on Fa0/11 and Fa0/12 is an Alternate Blocking Port. Note that
despite the switch not yet running Rapid STP, it recognizes the port roles as known by RSTP.

It is possible to manipulate which port becomes the Root Port on non-root bridges by manipulating the port
cost value, or by changing the port priority value. Remember that this change could have an impact on
downstream switches as well. For this example, we will examine both options.

Note: The changes you are about to implement are considered topology changes and could have a significant
impact on the overall structure of the spanning tree in your switch network. Do not make these changes in a
production network without careful planning and prior coordination.

The first change you will make will influence the Root Port election based on a change to the port cost. We
will further examine the impact of the changes to downstream switches.

To do this, issue the shutdown command on interfaces Fa0/9 and Fa0/10 on DLS1 and DLS2. Example from
DLS1:

DLS1# conf t

Enter configuration commands, one per line. End with CNTL/Z.
DLS1 (config) # int ran £0/9-10

DLS1 (config-if-range) # shut

DLS1 (config-if-range)# exit

DLS1 (config) #

Then, examine the VLAN 110 root values on ALS1:

ALS1# show span root

Root Hello Max Fwd
Vlan Root ID Cost Time Age Dly Root Port
VLANO0099 24675 e840.406f.7280 19 2 20 15 Fal/7
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VLANO100 24676 e840.406£.7280 19 2 20 15 Fa0/7
VLANO110 24686 €840.406f.6e00 38 2 20 15 Fa0/7
VLANO120 24696 e840.406f.6e00 38 2 20 15 Fa0/7
VLANO666 33434 5017.££84.0a80 19 2 20 15 Fa0/11
ALS1#

The election of the Root Port is based on the lowest total path cost to the root bridge. The root path cost is a
sum of all of the Root Port costs between the local bridge and the root bridge. If the total path cost to the root
bridge is the same over multiple ports, then the port towards the neighbor switch that has the lowest Bridge ID
is chosen as the Root Port.

If the local bridge has multiple connections to a neighbor bridge that is in the lowest-cost path, BDPUs sent
from that neighbor are examined and the BPDU containing the lowest sending Port-ID is chosen as the Root
Port. In this case the term "sending" refers to the switch and its port that forwarded the BPDU.

Notice in the output above that the root bridge for VLAN110 is reachable from ALS1 via Fa0/7 with a total root
path cost of 38 (19 for the Fa0/7 trunk between ALS1 and DLS1, and 19 for the trunk between DLS1 and
DLS2).

On ALS2, change the spanning tree cost on interface Fa0/7 to 12.

ALS2 (config) # int £0/7
ALS2
ALS2
ALS2 (config) #

config-if)# spanning-tree cost 12

config-if)# exit

(
(
(
(

Now go back to ALS1 and see the impact:

ALS1# show span root

Root Hello Max Fwd
Vlan Root ID Cost Time Age Dly Root Port
VLANO0099 24675 e840.406£.7280 19 2 20 15 Fal0/7
VLANO100 24676 e840.406£.7280 19 2 20 15 Fal0/7
VLANO110 24686 e840.406f.6e00 31 2 20 15 Fal/11
VLANO0120 24696 e840.406f.6e00 31 2 20 15 Fal0/11
VLANO0666 33434 5017.££84.0a80 19 2 20 15 Fa0/11
ALS1#

ALS1's Root Port changed to FO/11, and the path cost to the Root Bridge changed to 31 (19 + 12).

The change you just made on ALS2 did not impact the Root Port from its perspective; it is still Fa0/7.

Next you will use port priority to modify which port is selected as the Root Port. For this exercise, we will focus
on VLAN 100.

© 2015 Cisco and/or its affiliates. All rights reserved. This document is Cisco Public. Page 47 of 186



CCNPv7.1 SWITCH: Lab 1 — Preparing the Switch

On DLS1, use show span vlan 100 to see what the priorities are (default to 128)

DLS1# show span vlan 100

VLANO100
Spanning tree enabled protocol ieee
Root ID Priority 24676
Address e840.406£.7280
This bridge is the root
Hello Time 2 sec Max Age 20 sec Forward Delay 15 sec
Bridge ID Priority 24676 (priority 24576 sys-id-ext 100)
Address e840.406£.7280
Hello Time 2 sec Max Age 20 sec Forward Delay 15 sec
Aging Time 300 sec
Interface Role Sts Cost Prio.Nbr Type
Fa0/7 Desg FWD 19 128.9 P2p
Fa0/8 Desg FWD 19 128.10 P2p
Fa0/11 Desg FWD 19 128.13 P2p
Fa0/12 Desg FWD 19 128.14 P2p

In the output above, focus on interface FaO/7. Notice that its Port ID is made up of two values, labeled as Prio
(Priority) and Nbr (Number): The priority number (128) and the port number (9).

The port number is not necessarily equal to the interface ID. On the 3560s used for creating this lab, port
numbers 1 and 2 are assigned to G0/1 and GO0/2 respectively, whereas on the 2960s G0/1 and G0/2 area
assigned the port numbers 25 and 26. A switch may use any port number for STP purposed as long as they
are unique for each port on the switch.

The port priority can be any value between 0 and 240, in increments of 16 (older switches may allow setting
the priority in different increments).

Next, examine ALS1 to find the root port for VLAN 100:

ALS1# show span root | i VLAN0100
VLANO010O 24676 e840.406f.7280 19 2 20 15 Fal0/7
ALS1#

On DLS1, change the port priority value of Fa0/8 to 112:

DLS1 (config) # int £0/8
DLS1 (config-if) # spanning-tree port-priority 112
DLS1 (config-if)# exit

And then examine the impact on ALS1:
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ALS1# show span root | i VLAN0100
VLANO0100 24676 e840.406f.7280

ALS1# show span vlan 100

19 2 20 15 Fa0/8

VLANO100
Spanning tree enabled protocol ieee
Root ID Priority 24676
Address e840.406£.7280
Cost 19
Port 8 (FastEthernet0/8)
Hello Time 2 sec Max Age 20 sec Forward Delay 15 sec
Bridge ID Priority 32868 (priority 32768 sys-id-ext 100)
Address 64a0.e72a.2200
Hello Time 2 sec Max Age 20 sec Forward Delay 15 sec
Aging Time 15 sec
Interface Role Sts Cost Prio.Nbr Type
Fa0/7 Altn BLK 19 128.7 P2p
Fa0/8 Root FWD 19 128.8 P2p
Fa0/11 Desg FWD 19 128.11 P2p
Fa0/12 Desg FWD 19 128.12 P2p

Notice that the priority value at ALS1 doesn't change, but the Root Port did, based on DLS1's advertised port

priorities.

Step 5: Examine Re-convergence Time

Use the debug spanning-tree events command on DLS1 and watch how long re-convergence takes
when interface Fa0/11 on DLS1 is shut down (Fa0/11 is DLS1’s Root Port for VLAN 110). The output below
has been manually filtered for VLAN 110 related messages only:

DLS1# debug span eve

Spanning Tree event debugging is on
DLS1# conf t

Enter configuration commands,

one per line. End with CNTL/Z.

DLS1 (config)# int £0/11
DLS1 (config-if)# shut
DLS1 (config-1if) #

*Mar 1 02:08:50.781: STP: VLANO0110 new root port Fa0/12, cost 19

*Mar 1 02:08:50.789: STP: VLANO11l0 Fa0/12 -> listening

*Mar 1 02:08:50.789: STP[110]: Generating TC trap for port FastEthernet0/11
*Mar 1 02:08:50.7

*Mar 1 02:08:52.769: $LINK-5-CHANGED: Interface FastEthernet0/11,
administratively down

*Mar 1 02:08:52.786: STP: VLAN0110 sent Topology Change Notice on Fa0/12
*Mar 1 02:09:05.797: STP: VLAN0110 Fa0/12 -> learning

*Mar 1 02:09:20.804: STP[110]: Generating TC trap for port FastEthernet0/12
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*Mar 1 02:09:20.804: STP: VLANO0110 sent Topology Change Notice on Fa0/12
*Mar 1 02:09:20.804: STP: VLANO0110 Fa0/12 -> forwarding

DLS1 (config-if)# do sho span vlan 110

VLANO110
Spanning tree enabled protocol ieee
Root ID Priority 24686
Address e840.406£f.6e00
Cost 19
Port 14 (FastEthernet0/12)
Hello Time 2 sec Max Age 20 sec Forward Delay 15 sec
Bridge ID Priority 28782 (priority 28672 sys-id-ext 110)
Address e840.406£.7280
Hello Time 2 sec Max Age 20 sec Forward Delay 15 sec

Aging Time 15 sec

Interface Role Sts Cost Prio.Nbr Type
Fa0/7 Desg FWD 19 128.9 P2p
Fa0/8 Desg FWD 19 112.10 P2p
Fa0/12 Root FWD 19 128.14 P2p

As you can see from the timestamps, it took a full 30 seconds for PVST to settle on Fa0/12 as the root port
and move to the Forwarding state on the Designated Ports. When Fa0/11 is reactivated:

DLS1 (config-if) #no shut
*Mar 1 02:12:28.902: set portid: VLAN0110 Fa0/11l: new port id 800D

*Mar 1 02:12:28.902: STP: VLANO0110 Fa0/11 -> listening

*Mar 1 02:12:29.900: STP: VLAN0110 new root port Fa0/11, cost 19

*Mar 1 02:12:29.900: STP: VLANO0110 sent Topology Change Notice on Fa0/11
*Mar 1 02:12:29.900: STP [110]: Generating TC trap for port FastEthernet0/12
*Mar 1 02:12:29.900: STP: VLANO11l0 Fa0/12 -> blocking

*Mar 1 02:12:43.909: STP: VLANO11l0 Fa0/11 -> learning

*Mar 1 02:12:58.916: STP[110]: Generating TC trap for port FastEthernet0/11
*Mar 1 02:12:58.916: STP: VLANO0110 sent Topology Change Notice on FaO/11
*Mar 1 02:12:58.916: STP: VLAN0110 Fa0/11 -> forwarding

The re-convergence process took another full 30 seconds.

Part 8: Implement Rapid Spanning Tree

By default Cisco switches are running Per-VLAN Spanning Tree, which is a Cisco-proprietary protocol derived
from the IEEE 802.1D standard.

DLS1# show span detail
VLANOO99 is executing the ieee compatible Spanning Tree protocol

<output omitted>
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The running configuration shows you the protocol being used

DLS1# show run | inc spanning-tree mode

spanning-tree mode pvst

DLS1#

The issue with PVST is that its convergence is quite slow. The time for the transition between port states is
called forward-delay and by default, it is 15 seconds. In addition, the time until a BPDU stored on a port
expires is called max-age and is 20 seconds by default. Depending on the nature of a topological change,

STP requires between 30 and 50 seconds to converge on a new loop-free topology.

Rapid Spanning Tree significantly reduces the time it takes to go from the Discarding (PVST: Blocking) to the

Forwarding state.

Configure Rapid Spanning Tree Protocol on DLS1. Use the clear spanning-tree detected-
protocols privileged EXEC command to flush any stored PVST information.

DLS1# conf t

DLS1 (config) # spanning-tree mode rapid-pvst
DLS1 (config) # end
DLSl#clear spanning-tree detected-protocols

DLS1#

Then verify the protocol. Use the show span vlan 110 command:

DLS1# show span vlan 110

VLANO110

Spanning tree enabled protocol rstp

Root ID

Bridge ID

Interface

Priority
Address
Cost
Port

Hello Time

Priority
Address
Hello Time

Aging Time

24686

eB840.406f.6e00

19

13 (FastEthernet0/11)

2 sec Max Age 20 sec

28782 (priority 28672
e840.406£.7280

2 sec Max Age 20 sec
300 sec

Forward Delay 15 sec

sys—-id-ext 110)

Forward Delay 15 sec

Fa0/8
Fa0/11
Fa0/12

Sts Cost Prio.Nbr
LRN 19 128.9
LRN 19 112.10
FWD 19 128.13
BLK 19 128.14
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Take note of the Type field in the output. All of the other switches are still running PVST, which is noted here
by the entry Peer(STP).

Configure the rest of the switches to use Rapid Spanning Tree Protocol, then verify the protocol is running. An
example from DLS2:

DLS2# show span vlan 99

VLAN0O099

Spanning tree enabled protocol rstp

To examine the impact of Rapid Spanning Tree on convergence time, use the debug spanning-tree
events command on DLS1 and watch how long re-convergence takes when interface Fa0/11 on DLS1 is
shut down (Fa0/11 is DLS1’s Root Port for VLAN 110). The output below has been manually filtered for VLAN
110 related messages only:

DLS1# debug spanning-tree events

Spanning Tree event debugging is on

DLS1# conf t

Enter configuration commands, one per line. End with CNTL/Z.
DLS1 (config)# int £0/11
DLS1 (config-if) # shut

DLS1 (config-if) #

*Mar 1 02:18:53.201: RSTP

110 updt roles, root port FalO/l1ll going down

( )
*Mar 1 02:18:53.201: RSTP(110): Fa0/12 is now root port
*Mar 1 02:18:53.201: RSTP(110): syncing port Fa0/7
*Mar 1 02:18:53.201: RSTP(110): syncing port Fa0/8
*Mar 1 02:18:53.226: STP[110]: Generating TC trap for port FastEthernet0/12
*Mar 1 02:18:53.242: RSTP(110): transmitting a proposal on Fa0/7
*Mar 1 02:18:53.242: RSTP(110): transmitting a proposal on Fa0/8

*Mar 1 02:18:55.189: $LINK-5-CHANGED: Interface FastEthernet0/11, changed state to
administratively down

*Mar 1 02:18:56.195: SLINEPROTO-5-UPDOWN: Line protocol on Interface
FastEthernet0/11, changed state to down

In the output above, the change of Root Port and synchronization to interfaces Fa0/7 and Fa0/8 took less
than six-tenths of a second

DLS1 (config-if) # no shut
DLS1 (config-if) #

*Mar 1 02:22:38.368: RSTP(110): initializing port Fa0/11

*Mar 1 02:22:38.368: RSTP(110): Fa0/11 is now designated

*Mar 1 02:22:38.393: RSTP(110): transmitting a proposal on Fal0/11

*Mar 1 02:22:38.401: RSTP(110): updt roles, received superior bpdu on Fa0O/1l1l
*Mar 1 02:22:38.401: RSTP(110): Fa0/11 is now root port

*Mar 1 02:22:38.401: RSTP(110) Fa0/12 blocked by re-root

*Mar 1 02:22:38.409: RSTP(110): syncing port Fa0/7

*Mar 1 02:22:38.409: RSTP(110): syncing port Fa0/8
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*Mar 1 02:22:38.409: RSTP(110): synced Fa0/11

*Mar 1 02:22:38.409: RSTP(110): Fa0/12 is now alternate

*Mar 1 02:22:38.418: STP[110]: Generating TC trap for port FastEthernet0/11

*Mar 1 02:22:38.435: RSTP(110): transmitting an agreement on Fa0/l1l as a response to
a proposal

*Mar 1 02:22:38.435: RSTP(110): transmitting a proposal on FaO/7

*Mar 1 02:22:38.435: RSTP(110): transmitting a proposal on Fa0/8

*Mar 1 02:22:38.653: $LINK-3-UPDOWN: Interface FastEthernet0/11, changed state to up

*Mar 1 02:22:39.659: RSLINEPROTO-5-UPDOWN: Line protocol on Interface
FastEthernet0/11, changed state to up

In the output above, Fa0/11 is brought back up, and the change of root port and synchronization to interfaces
Fa0/7 and Fa0/8 took one half second. This is a significant improvement from standard spanning tree.

Part 9: Part 3: Implement STP tool kit components

Step 1: Implement and observe PortFast

In both STP and RSTP, a newly connected port must be guaranteed not to create a switching loop before it
can become a Forwarding port. This may take up to 30 seconds. However, such a check is not necessary for
ports connected to end devices that do not perform switching or bridging, such as workstations, network
printers, servers, etc. In RSTP, these ports are called edge ports (ports that connect to other switches in the
topology are called non-edge ports). Edge ports can safely enter the Forwarding state right after they come
up, because by definition they do not connect to any device capable of forwarding frames.

Cisco developed a feature called PortFast that essentially allows defining a port as an edge port. Any
PortFast enabled port will enter the Forwarding state immediately after coming up, without going through the
intermediary non-forwarding states, saving 30 seconds each time a new connection is made to the port.
PortFast can be used with all STP versions.

Apart from allowing a port to jump into the Forwarding state as soon as it is connected, the concept of an
edge port is extremely important in RSTP and MSTP. Recall that as part of its improvements over legacy
STP, RSTP uses a so-called Proposal/Agreement mechanism to rapidly, yet safely enable a link between
switches if one of the switches has its Root port on that link.

Upon receiving a Proposal on its Root port, a switch puts all its non-edge Designated ports into the Discarding
state, effectively cutting itself off the network and preventing a possible switching loop (this is called the Sync
operation). When this is accomplished, the switch sends an Agreement back out its Root port so that the
upstream Designated port receiving this Agreement can be immediately put into the Forwarding state. The
switch will then start sending its own Proposals on all its non-edge Designated ports that have been just made
Discarding, waiting for Agreements to arrive from downstream switches that would allow these ports to
instantaneously become Forwarding again.

If end devices are connected to ports not configured as edge (that is, PortFast) ports, these ports will become
Discarding during the Sync operation. Because end hosts do not support RSTP and cannot send back an
Agreement, they will be cut off from the network for 30 seconds until the ports reach the Forwarding state
using ordinary timers. As a result, users will experience significant connectivity outages.

Ports configured as edge ports are not affected by the Sync operation and will remain in the Forwarding state
even during the Proposal/Agreement handling. Activating RSTP in a network without properly configuring
ports toward end hosts as edge ports will cause the network to perform possibly even more poorly than with
legacy STP. With RSTP, proper configuration of ports toward end hosts as edge ports is an absolute
necessity. Cisco switches default to all their ports being non-edge ports.
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For this lab step to work, Host A must be connected to ALS1’s Fa0/6.
On ALS1, issue the command debug spanning-tree events, then configure FO/6 to be in VLAN 120.

Finally, no shut the interface, shut the interface, and observe the syslog

ALS1l# debug spanning-tree events

Spanning Tree event debugging is on

ALS1l# conf t

Enter configuration commands, one per line. End with CNTL/Z.

ALS1 (config) # int £0/6

ALS1 (config-if)# swi mo ac

ALS1 (config-if) # swi ac vl 120

ALS1 (config-if) # no shut

ALS1 (config-if) #

*Mar 1 02:26:47.778: RSTP(120): initializing port Fa0/6

*Mar 1 02:26:47.778: RSTP(120): Fa0/6 is now designated

*Mar 1 02:26:47.786: RSTP(120): transmitting a proposal on Fa0/6

*Mar 1 02:26:48.197: SLINK-3-UPDOWN: Interface FastEthernet0/6, changed state to up

*Mar 1 02:26:48.759: RSTP(120): transmitting a proposal on Fa0/6
1

*Mar 02:26:49.204: $SLINEPROTO-5-UPDOWN: Line protocol on Interface FastEthernet0/6,
changed state to up

*Mar 1 02:26:50.772: RSTP (120
*Mar 1 02:26:52.786: RSTP (120 transmitting

( ) transmitting
( )

*Mar 1 02:26:54.799: RSTP(120): transmitting
( )

proposal on Fa0/6
proposal on Fa0/6

proposal on Fa0/6

R VR )

*Mar 1 02:26:56.812: RSTP (120
ALS1 (config-if) # shut
*Mar 1 02:26:58.825: RSTP(120): transmitting a proposal on Fa0/6

*Mar 1 02:27:02.441: $LINK-5-CHANGED: Interface FastEthernet0/6, changed state to
administratively down

*Mar 1 02:27:03.448: SLINEPROTO-5-UPDOWN: Line protocol on Interface FastEthernet0/6,
changed state to down

ALS1 (config-if) #

transmitting proposal on Fa0/6

As you can see in the output above, RSTP sees the interface come up, recognizes it as a Designated port,
and starts sending proposals. Now we will add the spanning-tree portfast command to the interface
(the debug is still running):

ALS]1 (config-if)# spanning-tree portfast

$Warning: portfast should only be enabled on ports connected to a single
host. Connecting hubs, concentrators, switches, bridges, etc... to this
interface when portfast is enabled, can cause temporary bridging loops.
Use with CAUTION

$Portfast has been configured on FastEthernet0/6 but will only
have effect when the interface is in a non-trunking mode.

ALS1 (config-if) #

ALS1 (config-if) # no shut

ALS1 (config-if) #

*Mar 1 02:28:13.534: RSTP(120): initializing port Fa0/6
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*Mar 1 02:28:13.534: RSTP(120): Fa0/6 is now designated
*Mar 1 02:28:13.945: $LINK-3-UPDOWN: Interface FastEthernet0/6, changed state to up

*Mar 1 02:28:14.952: $SLINEPROTO-5-UPDOWN: Line protocol on Interface FastEthernet0/6,
changed state to up

ALS1 (config-if)# shut

*Mar 1 02:28:35.999: $LINK-5-CHANGED: Interface FastEthernet(0/6, changed state to
administratively down

*Mar 1 02:28:37.006: $LINEPROTO-5-UPDOWN: Line protocol on Interface FastEthernet0/6,
changed state to down

ALS1 (config-if) # no shut

ALS1 (config-if) #

*Mar 1 02:28:51.434: RSTP(120): initializing port Fa0/6

*Mar 1 02:28:51.434: RSTP(120): Fa0/6 is now designated

ALS1 (config-if)#

*Mar 1 02:28:51.761: $LINK-3-UPDOWN: Interface FastEthernet0/6, changed state to up

*Mar 1 02:28:52.768: S$SLINEPROTO-5-UPDOWN: Line protocol on Interface FastEthernet0/6,
changed state to up

Disable the debug using the undebug all command.

Notice in output above that with PortFast configured, no proposals are sent out of interface Fa0/6; the port
goes into Forwarding state immediately.

ALS1# show span detail | beg VLAN0120
VLANQ0120 is executing the rstp compatible Spanning Tree protocol
<output omitted>

Port 6 (FastEthernet0/6) of VLAN0120 is designated forwarding
Port path cost 19, Port priority 128, Port Identifier 128.6.
Designated root has priority 24696, address e840.406f.6e00
Designated bridge has priority 32888, address 64a0.e72a.2200
Designated port id is 128.6, designated path cost 31
Timers: message age 0, forward delay 0, hold O
Number of transitions to forwarding state: 1
The port is in the portfast mode
Link type is point-to-point by default
BPDU: sent 39, received 0

Note(1): PortFast should never be enabled on ports connected to another switches. Doing so could cause a
switching loop. RSTP and MSTP have their own mechanisms to put inter-switch links into Forwarding state
rapidly.

Note(2): On trunk interfaces, configuring the spanning-tree portfast command will have no effect. This
is a safety precaution, as trunks are usually connected to other switches. However, in situations like inter-
VLAN routing using a router-on-stick, or when a trunk is being connected to a server that operates on multiple
VLANS simultaneously, it may still be advantageous, and safe, to allow this trunk to be treated as an edge
port and become Forwarding as soon as it is connected. In these cases, you can use the spanning-tree
portfast trunk command on a trunk port to force a switch to treat it as an edge port regardless of its
operating mode. Be absolutely sure that the device connected to such port is not performing Layer2 switching
before using this command.
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Note(3): Because the proper configuration of edge ports in RSTP and MSTP is of such great importance for
proper network performance, Cisco also provides the way of globally configuring the PortFast on all access
ports using the spanning-tree portfast default global configuration command. With this command
configured, each port that operates in the access mode will automatically have PortFast enabled. Trunk ports
will not be affected. The logic of this behavior is simple: Usually, trunk ports connect to other switch where
PortFast should never be enabled, while access ports usually connect to end devices.

Step 2. Implement and Observe BPDU Guard

PortFast causes an interface to go into Forwarding state immediately. There is a risk that if two PortFast-
enabled ports are inadvertently or maliciously connected together, they will both come up as Forwarding
ports, immediately creating a switching loop.

The default, expected behavior of a PortFast port that receives a BPDU is for that port to revert to a normal
spanning-tree non-edge port. There is the potential that the load on a given switch might be too great to
handle the received BPDU properly, prolonging the loop condition.

BPDU Guard adds another layer of protection. Whenever a port protected by BPDU Guard unexpectedly
receives a BPDU, it is immediately put into err-disabled state. Any interfaces can be protected with BPDU
Guard, but its typical use in on PortFast-enabled ports.

BPDU Guard can be configured globally, or on a per-interface basis. If the BPDU Guard is configured on the
global level using the spanning-tree portfast bpduguard default command, the BPDU Guard will
be automatically enabled on all PortFast-enabled ports of the switch. If the BPDU Guard is configured on a
particular interface using the spanning-tree bpduguard enable command, it will apply to this port
unconditionally, regardless of whether it is a PortFast-enabled port.

For this example, we will configure BPDU guard on a trunking interface that is a non-root port on ALS2.
Configuring BPDU Guard on an interface that is intended to be a trunk is not a recommended practice; we are
doing this just to demonstrate the functionality of the tool.

ALS2# conf t

Enter configuration commands, one per line. End with CNTL/Z.

ALS2 (config) # int £0/11

ALS2 (config-if) # spanning-tree bpduguard enable

ALS2 (config-if) # exit

ALS2 (config) #

*Mar 1 02:30:57.792: %SPANTREE-2-BLOCK BPDUGUARD: Received BPDU on port Fa0/11 with
BPDU Guard enabled. Disabling port.

*Mar 1 02:30:57.792: $PM-4-ERR DISABLE: bpduguard error detected on Fa0/11, putting
Fa0/11 in err-disable state

*Mar 1 02:30:58.798: SLINEPROTO-5-UPDOWN: Line protocol on Interface
FastEthernet0/11, changed state to down

*Mar 1 02:30:59.813: $LINK-3-UPDOWN: Interface FastEthernet0/11, changed state to
down

As you can see, the interface is almost immediately err-disabled. Revert the configuration settings and issue
the shutdown and no shutdown commands on Fa0/11 to bring it back up.

ALS2 (config) # int £0/11

ALS2 (config-if)# shut

ALS2 (config-if)# spanning-tree bpduguard disable
ALS2 (config-if) # no shut

ALS2 (config-if) # exit

ALS2 (config) #
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*Mar 1 02:32:06.092: $LINK-3-UPDOWN: Interface FastEthernet0/11, changed state to up

*Mar 1 02:32:07.107: SLINEPROTO-5-UPDOWN: Line protocol on Interface
FastEthernet0/11, changed state to up

Step 3: Implement and Observe BPDU Filter

Neither PortFast nor BPDU Guard prevents the switch from sending BPDUs on an interface; if such a
behavior is required, BPDU Filter can be used. It can be configured either globally or at a specific interface.

If BPDU Filter is configured on the global level using the spanning-tree portfast bpdufilter
default global configuration command, the BPDU Filter applies only to PortFast-enabled ports. When these
ports come up, they will send up to 11 BPDUs and then stop sending further BPDUs. If the BPDU Filter-
configured interface receives a BPDU at any time, the BPDU Filter and PortFast will be deactivated on that
port and it will become a normal spanning tree interface. As a result, a globally configured BPDU Filter does
not prevent ports from receiving and processing BPDUSs; it only attempts to stop sending BPDUs on ports
where most probably, there is no device attached that would be interested in processing them.

Configured at an interface, BPDU Filter causes the port to stop sending and processing received BPDUs
altogether. This can be used, for example, to split a network into two or more independent STP domains,
each having its own root bridge and resulting topology. However, because these domains are no longer
protected against mutual loops by STP, it is the task of the network administrator to make sure that these two
domains are never connected by more than just a single link.

To test this feature, we will run a packet capture utility on Host A connected to ALS1, configure BPDU Filter
on interface Fa0/6, and see that BPDUs stop being transmitted.

Login to Host A, run your packet capture utility and filter the output to show only STP packets. In Wireshark,
the filter bar should look something like this:

Filter: |stp ¥ Expression... Clear Apply

You should see a BPDU being received at your host every 2 seconds.

Filter: |stp ¥ Expression... Clear Apply

Mo, - Tirre: Source Destination Protocal Info
spanning-tree-(tor-hr sTP RST.

3 2.560%5% CiscoZﬂl:Bb:Be spanning-tree-(for-br sTP QET. ROOT = 245?é?120?e8:40
4 4, 516309 Cisco_dl:8b:86 spanning-tree-(for-br sTP RST. ROOL = 24576/120/28:40

Now configure BPDU Filter on ALS1 interface Fa0/6

ALS1# conf t

Enter configuration commands, one per line. End with CNTL/Z.
ALS1 (config)# int £0/6

ALS1 (config-if) # spanning-tree bpdufilter enable

ALS1 (config-if) # exit

ALS1 (config) #
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Clear the Wireshark display filter and observe your packet capture window; you will have stopped receiving
BPDUs.

13 18. 606844 Cisco_dl:8h:86 spanning-tree-(for-br sTP RST. Root = 24576,/120/e8:40
14 20.212309 Cisco_dl1:8h:86 Cisco_dl:8b:86 LOOP Reply
15 20.619934 Cisco_dl:8kh:86 spanning-tree-(for-br STP RST. Root = 24576,/120/e8:40
16 21.040642 0.0.0.0 255.255.255. 255 DHZP DHCP Discower - Transaction
17 28.948457 Cisco_dl:8h:86 COP/YTR/DTP/PAQP/UDLD CDP Device ID: ALSl Port ID: F
18 30.210134 Cisco_dl:8b:86 Cisco_dl:8b:86 LOOP RepTy
1% 40.214957 Cisco_d1:8h:86 Cisco_dl:8h:86 LOoP Reply
20 50.228127 Cisco_dl:8b:86 Cisco_dl:8bh:86 LOOP RepTy
21 60. 230080 Cisco_dl:8b:86 Cisco_dl:8bh:86 LOOP RepTy
22 70.228798 Cisco_dl1:8h:86 Cisco_dl:8b:86 LOOP Reply
23 B0.241218 Cisco_dl:8b:86 Cisco_dl:8b:86 LOOP RepTy
i B r Ly B S Nl | Pt N b [ v I P ' Eat T W al T o od B T NN L BT LW Y o} Fome S =, T L | M Tros

Step 4: Implement and Observe Root Guard

Root Guard helps prevent a root switch or Root Port takeover. It is configured on the port to be protected. If a
port protected by Root Guard receives a superior BPDU that would normally cause the port to become a Root
port, the BPDU will be discarded and the port will be moved to the Root-Inconsistent state. An STP
inconsistent state differs from the error disabled state that the port is not disabled entirely; instead, it is only
put into the Blocking (Discarding) state and will be put back into its proper role and state once the cause for
its inconsistent state disappears. With Root Guard, a port will be reinstated into its appropriate role and state
automatically when it stops receiving superior BPDUs.

Note: BPDU Root Guard is a protective mechanism in situations when your network and the network of your
customer need to form a single STP domain, yet you want to have the STP root bridge in your network part
and you do not want your customer to take over this root switch selection, or back up the connectivity in your
network through the customer. In these cases, you would put the Root Guard on ports toward the customer.
However, inside your own network, using Root Guard would actually be harmful. Your network can be
considered trustworthy and there is no rogue root switch to protect against. Using Root Guard in your own
network would cause it to be unable to converge on a new workable spanning tree if any of the primary links
failed, and it would also prevent your network from converging to a secondary root switch if the primary root
switch failed entirely.

To illustrate the behavior of Root Guard, we will configure it on a designated port on DLS1 for VLAN 100.
DLS1 is the root bridge for VLAN 100, so all trunk ports are designated.

DLS1# show span root

Root Hello Max Fwd
Vlan Root ID Cost Time Age Dly Root Port
VLANO0099 24675 e840.406£.7280 0 2 20 15
VLANO0100 24676 e840.406£.7280 0 2 20 15
VLANO0110 24686 e840.406f.6e00 19 2 20 15 Fal0/11
VLAN0120 24696 e840.406f.6e00 19 2 20 15 Fal0/11
VLANO0666 33434 5017.££84.0a80 38 2 20 15 Fal0/7

From the ALS1 side of things, the root port is interface FO/8. Normally it would be FO/7, but we changed the
port priority of FO/8 to 112, and this impacts root port selection at ALS1 when all interfaces are operational:

ALS1# show span root | inc VLAN0100
VLANO10O 24676 e840.406f.7280 19 2 20 15 Fa0/8
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Configure Root Guard on DLS1 interface Fa0/8 (you may immediately see errors with another VLAN, like 666.

Ignore these as we are focusing on VLAN 100):

DLS1# conf t

Enter configuration commands, one per line. End with CNTL/Z.
DLS1 (config)# int £0/8

DLS1
DLS1
DLS1 (config) #

Then go to ALS1 and configure it to be the root for VLAN 100 using the priority 16384

config-if) # spanning-tree guard root

(
(
(config-if) # exit
(

ALS1 (config) # spanning-tree vlan 100 priority 16384

Then back at DLS1, check the spanning tree interface status for Fa0/8:

DLS1# show spanning-tree interface £0/8 | inc VLANO0100
VLANO100 Desg BKN*19 112.10 P2p *ROOT Inc
DLS1#

This output has two indicators of the issue. First BKN* is short for "BROKEN", and *ROOT _Inc represents the
Root Inconsistent message. A list of all STP inconsistent ports including the reason for their inconsistency can

also be requested with the command show spanning-tree inconsistentports.

DLS1# show spanning-tree inconsistentports

Name Interface Inconsistency
VLAN010O FastEthernet0/8 Root Inconsistent
VLAN0666 FastEthernet0/8 Root Inconsistent

Number of inconsistent ports (segments) in the system : 2

DLS1#

To clear this, go back to ALS1 and issue the command no spanning-tree vlan 100 priority
16384. Once you do this, you will see the following SYSLOG message at DLS1, and the interface will

become consistent again.
DLS1#

*Mar 1 02:54:06.761: 3SPANTREE-2-ROOTGUARD UNBLOCK: Root guard unblocking port

FastEthernet0/8 on VLAN0100.

DLS1# show spanning-tree interface £0/7 | inc VLANO0100
VLANO100 Desg FWD 19 128.9 P2p
DLS1#

For completeness, remove Root Guard from Fa0/7 on DLS1
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DLS1# conf t

Enter configuration commands, one per line. End with CNTL/Z.

DLS1 (config) # int £0/8

DLS1 (config-if) # no spanning-tree guard root

(
DLS1 (config-if)# exit
DLS1 (config) #

Step 5: Implement and Observe Loop Guard

The last tool we will demonstrate is Loop Guard. Its job is to prevent Root and Alternate ports from becoming

Designated ports if BPDUs suddenly cease to be received on them

In a normal STP network, all ports receive and process BPDUs, even Blocking (Discarding) ports. This is how
they know that the device at the other end of the link is alive and still superior to them. If a Blocked port stops
receiving these BPDUSs, it can only assume that the device on the other side is no longer there and they are
now superior, and should be in Forwarding state for the given segment. An example of when this could occur
is the instance where the Rx fiber in an optical cable becomes disconnected, cut, or connected to a different

port or device than the corresponding Tx fiber, in essence creating an uni-directional link.

This could cause permanent switching loops in the network, so Loop Guard helps to prevent them.

For this example, we will configure Loop Guard on an Alternate port on ALS2, and then stop sending out
BPDUs from the corresponding Designated port on the other end of the link, and observe the behavior.

ALS2# show span vlan 100

24676
e840.406£.7280
31

VLANO010O
Spanning tree enabled protocol rstp
Root ID Priority
Address
Cost
Port

Hello Time

Bridge ID Priority
Address
Hello Time

Aging Time

7 (FastEthernet0/7)

2 sec Max Age 20 sec

32868 (priority 32768
5017.££84.0a80

2 sec Max Age 20 sec
300 sec

Forward Delay 15 sec

sys—-id-ext 100)

Forward Delay 15 sec

Interface Role
Fa0/7 Root
Fa0/8 Altn
Fa0/11 Altn
Fa0/12 Altn

Sts Cost Prio.Nbr
FWD 12 128.7
BLK 19 128.8
BLK 19 128.11
BLK 19 128.12

Here ALS2 tells us that its path to the root is via Fa0/7 (connected to DLS2) with a total cost of 31, while

Fa0/11 and 12 (connected to ALS1) are Alternate ports. Fa0/11 and Fa0/12 are alternate ports because the
interface cost plus the cost advertised by ALS1 equals 39, which is greater than the local interface cost plus
the cost advertised by DLS2. Fa0/7 has a locally configured cost of 12. That plus the 19 advertised by DLS2

equals 31. You can see these details in the output of show spanning-tree detail
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Configure Loop Guard on ALS2s Fa0/11 interface:

ALS2 (config) # int £0/11
ALS2 (config-if) # spanning-tree guard loop
ALS2 (config-if)# exit

Modify the corresponding interface (Fa0/11) on ALSL1 to stop sending BPDUs:

ALS1 (config) # int £0/11
ALS1 (config-if) # spanning-tree bpdufilter enable
ALS1 (config-if)# exit

Shortly after doing this, you should receive the following SYSLOG message on ALS2 for every VLAN that had
Fa0/11 as an Alternate port:

ALS2#

*Mar 1 03:22:36.795: $SPANTREE-2-LOOPGUARD BLOCK: Loop guard blocking port
FastEthernet0/11 on VLAN010O.

*Mar 1 03:22:37.802: 3SPANTREE-2-LOOPGUARD BLOCK: Loop guard blocking port
FastEthernet0/11 on VLAN0099.

ALS2# show spanning-tree inconsistentports

Name Interface Inconsistency
VLAN0099 FastEthernet0/11 Loop Inconsistent
VLANO100O FastEthernet0/11 Loop Inconsistent

Number of inconsistent ports (segments) in the system : 2

ALS2#

Fix this by reversing the configuration at ALS1 and verifying at ALS2:

ALS1 (config) # int £0/11
ALS1 (config-if) # spanning-tree bpdufilter disable
ALS1 (config-if) # exit

*Mar 1 03:23:37.227: %SPANTREE—2—LOOPGUARDiUNBLOCK: Loop guard unblocking port
FastEthernet0/11 on VLANOO0O99.

ALS2# show spanning-tree inconsistentports

Name Interface Inconsistency

Number of inconsistent ports (segments) in the system : 0

Step 6: End of Lab

Do not save your configurations. The equipment will be reset for the next lab.
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4 Lab 4-2— Multiple Spanning Tree

Topology
DLS1 DLS2
Fa0/11
Fa0/12
Fa0/12 Fa0/12
ALS1 ALS2
Objectives

¢ Implement Multiple Spanning Tree
e Leverage VTP version 3 with MST

Background

Cisco’s Per VLAN Spanning Tree (PVST) provides a significant step up from standard spanning tree in terms of
flexibility, allowing each VLAN to have its own independent spanning tree, thereby make better use of available
links in the network. A drawback to PVST is that there is an instance of PVST running for each VLAN in the
network, regardless of whether there are actually different spanning-tree topologies required. This presents the
potential for overwhelming the switch CPU and memory. Additionally, Cisco switches like those used in these labs
allow only a limited number of PVST instances — usually 128. If more than 128 VLANS are created, some of them
will not have any STP running, and therefore not have any switching loop protection. PVST and Rapid PVST are
simply unusable in that kind of environment. Lastly, PVST and Rapid PVST are Cisco-proprietary protocols and
generally unusable in mixed vendor environments.

Cisco was involved in the early development of Multiple Spanning Tree. MST was standardized as IEEE 802.1s in
2002 and merged into 802.1Q in 2005. MST is an open protocol derived from RSTP, sharing all its rapid
convergence properties, and in fact, the only standardized spanning-tree protocol for VLAN-based networks
supported by multiple vendors. MST is a compromise between common spanning-tree and per-VLAN spanning
tree. An MST instance represents a unique spanning-tree topology. Multiple MST instances can be created to
account for each of the required spanning-tree topologies in a network, and an arbitrary number of VLANSs can be
mapped to a single MST instance.

In this lab you will set up two instances of MST, one for VLANs 99 and 100 and the other for VLANs 110 and 120.
All other VLANSs will be mapped to the default MST instance (also referred to as IST or Internal Spanning Tree).
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Note: This lab uses Cisco Catalyst 3560 and 2960 switches running Cisco 10S 15.0(2)SE6 IP Services and LAN
Base images, respectively. The 3560 and 2960 switches are configured with the SDM templates “dual-ipv4-and-
ipv6 routing” and “lanbase-routing”, respectively. Depending on the switch model and Cisco 10S Software version,
the commands available and output produced might vary from what is shown in this lab. Catalyst 3650 switches
(running any Cisco IOS XE release) and Catalyst 2960-Plus switches (running any comparable Cisco 10S image)
can be used in place of the Catalyst 3560 switches and the Catalyst 2960 switches.

Required Resources

e 2 Cisco 2960 with the Cisco IOS Release 15.0(2)SE6 C2960-LANBASEK9-M or comparable

e 2 Cisco 3560v2 with the Cisco I0S Release 15.0(2)SE6 C3560-IPSERVICESK9-M or comparable
e Computer with terminal emulation software

e Ethernet and console cables

Step 7: Prepare the switches for the lab

Use the reset.tcl script you created in Lab 1 “Preparing the Switch” to set your switches up for this lab. Then
load the file BASE.CFG into the running-config with the command copy flash:BASE.CFG running-config. An
example from DLS1:

DLS1# tclsh reset.tcl

Erasing the nvram filesystem will remove all configuration files! Continue? [confirm]
[OK]

Erase of nvram: complete

Reloading the switch in 1 minute, type reload cancel to halt
Proceed with reload? [confirm]

*Mar 7 18:41:40.403: %SYS-7-NV_BLOCK INIT: Initialized the geometry of nvram

*Mar 7 18:41:41.141: %SYS-5-RELOAD: Reload requested by console. Reload Reason:
Reload command.

<switch reloads - output omitted>

Would you like to enter the initial configuration dialog? [yes/nol: n
Switch> en

*Mar 1 00:01:30.915: R3LINK-5-CHANGED: Interface Vlanl, changed state to
administratively down

Switch# copy BASE.CFG running-config
Destination filename [running-config]?

184 bytes copied in 0.310 secs (594 bytes/sec)
DLS1#

Step 8: Configure Trunking
Next configure interfaces FO/7 through FO/12 as 802.1Q trunk ports on all four switches. Additionally,
configure all four switches VTP Servers. An example from DLS1:
DLS1# conf t

Enter configuration commands, one per line. End with CNTL/Z.
DLS1 (config) # vtp mode server
Setting device to VTP Server mode for VLANS.
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DLS1 (config) # int ran £0/7-12

DLS1 (config-if-range) # switchport trunk encap dotlqg
DLS1 (config-if-range) # switchport trunk native vlan 666
DLS1 (config-if-range switchport trunk allowed vlan except 1,999
switchport mode trunk

DLS1 (config-if-range

no shut

#

#

# switchport nonegotiate
DLS1 (config-if-range) #
#

exit

)
)
)
)
)
)

(

(

(

(

DLS1 (config-if-range

(

(

DLS1 (config-if-range
(

DLS1 (config) #

Step 9: Configure VTP and VLANSs

To simplify the lab configuration, configure VTP version 2 on DLS1 with no password, and configure VLANS
for use in the network. This configuration will propagate to the other switches in the network.

DLS1# conf t

Enter configuration commands, one per line. End with CNTL/Z.

DLS1 (config) # vtp domain SWLAB

Changing VTP domain name from NULL to SWLAB

DLS1 (config) # vtp version 2

DLS1 (config)# wvlan 99

DLS1 (config-vlan) # name MANAGEMENT

(
( )
DLS1 (config-vlan) # vlan 100
DLS1 (config-vlan) # name SERVERS
DLS1 (config-vlan) # vlan 110
DLS1 (config-vlan) # name GUEST
DLS1 (config-vlan) # vlan 120
DLS1 (config-vlan) # name OFFICE
DLS1 (config-vlan) # vlan 999
DLS1 (config-vlan) # name PARKING_ LOT
DLS1 (config-vlan) # state suspend
DLS1 (config-vlan) # vlan 666
DLS1 (config-vlan) # name NATIVE DO_NOT_ USE
( )

DLS1 (config-vlan) # exit

*Mar 1 00:18:41.431: %SW_VLAN-6-VTP DOMAIN NAME CHG: VTP domain name changed to
SWLAB.

DLS1 (config) #

Verify that all of the VLANSs propagate and that there is a single root bridge for all of the VLANS.

Step 10: Implement Multiple Spanning Tree
In this step you will implement MST on DLS1 and DLS2; we will ignore ALS1 and ALS2 for now.

Issue the global configuration command spanning-tree mode mst and then the privileged exec
command clear spanning-tree detected-protocols.
An example from DLS1:

DLS1#conf t

Enter configuration commands, one per line. End with CNTL/Z.
DLS1 (config) # spanning-tree mode mst
DLS1 (config) fexit
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DLS1# clear spanning-tree detected-protocols
DLS1#
DLS1# show spanning-tree

MSTO
Spanning tree enabled protocol mstp
Root ID Priority 32768

Step 11: Observe default MST configuration

At this point, MST is running with default parameters. On DLS1, issue the command show spanning-tree
mst configuration to see the configuration information:

DLS1# show span mst configuration
Name []

Revision O Instances configured 1

Instance Vlans mapped

The output diplays:

e The region is un-named
e The revision number is 0
e There is one instance of MST, number 1, and VLANS 1-4094 are mapped to that instance

For MST to work, the region must be named and given a revision number (this revision number does not work
like VTP, it is just an administrator-assigned value). All the switches in the same region must have the same
region name and revision number, and have the same VLAN-to-instance mapping.

Step 12: Manually Configure MST

Now configure MST on both DLS1 and DLS2 with the following information (you must configure each switch
manually):

e Region Name: CCNP

¢ Revision Number: 1

e VLAN Mappings: Instance 1: VLAN 99 and VLAN 100

MST region configuration is performed in a special mode under the global configuration that is entered using
the spanning-tree mst configuration command. You have to make the changes and exit from
configuration mode to have the changes applied; the changes are not applied until you exit. While in MST
configuration mode, you can use the show current and show pending commands to see how the
configuration stands. From DLS1:
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DLS1# conf t

Enter configuration commands, one per line. End with CNTL/Z.
DLS1 (config) # spanning-tree mst configuration

DLS1 (config-mst) # name CCNP

DLS1 (config-mst) # revision 1

DLS1 (config-mst) # instance 1 vlan 99,100

DLS1 (config-mst) #

DLS1 (config-mst) # show current

Current MST configuration

Name []

Revision O Instances configured 1

Instance Vlans mapped

DLS1 (config-mst) #

DLS1 (config-mst) # show pending
Pending MST configuration

Name [CCNP]

Revision 1 Instances configured 2

Instance Vlans mapped
1-98,101-4094

1 99-100

DLS1 (config-mst) #

DLS1 (config-mst) #exit

DLS1 (config) #end

DLS1#

DLS1# show span mst config

Name [CCNP]

Revision 1 Instances configured 2

Instance Vlans mapped

0 1-98,101-4094
99-100

Wait a moment to let the topology settle and then issue the show spanning-tree mst command on
DLS1:

DLS1# show spanning-tree mst

##### MSTO vlans mapped: 1-98,101-4094
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Bridge
Root

Regional Root

Operational

Configured

Interface

address
address
port

address

hello time 2 , forward delay 15,
hello time 2 , forward delay 15,

e840.406£.7280 priority
e840.406£.6e00 priority
Fa0/11 path cost
e840.406f.6e00 priority

internal cost 200000

32768
32768

0

32768

max age 20,

max age 20,

(32768 sysid
(32768 sysid

(32768 sysid

rem hops

txholdcount

max hops

Fa0/9

Fa0/10
Fa0/11
Fa0/12

##### MSTL

Bridge
Root

Interface

Sts Cost

BLK 200000 128.
BLK 200000 128.
BLK 200000 128.
BLK 200000 128.
FWD 200000 128.
BLK 200000 128.

vlans mapped: 99-100
eB840.406£.7280 priority
eB840.406f.6e00 priority

address
address

port

9

10
11
12
13
14

P2p
P2p
P2p
P2p
P2p
P2p

Prio.Nbr Type

Bound
Bound
Bound

Bound

32769
32769

(
(
(
(

PVST
PVST
PVST
PVST

200000

rem hops

(32768 sysid 1)
(32768 sysid 1)

19

Fa0/9

Fa0/10
Fa0/11
Fa0/12

DLS1

Fa0/11 cost
Sts Cost

BLK 200000 128.9
BLK 200000 128.10
BLK 200000 128.11
BLK 200000 128.12
FWD 200000 128.13
BLK 200000 128.14

P2p
P2p
P2p
P2p
P2p
P2p

Bound
Bound
Bound

Bound

(
(
(
(

PVST
PVST
PVST
PVST

As you can see from the output above, the VLANs are mapped to the correct instance and the root bridge for

instance 1 is not the local switch (it is DLS2 in this case).

Notice the type entry P2p Bound (PVST). This is the entry shown when the device connected at the other
end of the given interface is not running MST; in this case, ALS1 and ALS?2 are running the default PVST.

Step 13: Propagate MST configurations with VTP

Manual configuration of MST is not particularly difficult until the network scales to a large size. For switches to
form a single MST region, they must match in all region parameters: region name, configuration revision,
VLAN-to-instance mappings. Switches that differ in their MST region configuration will form separate regions,
each region having its own internal root bridges for the defined MST instances and independent internal
topologies. While having multiple regions is not an error per se, and some large networks are even partitioned
into multiple regions intentionally, running multiple MST regions as a result of region misconfiguration is

undesirable.

VTP version 3 allows for the sharing of the MST database amongst switches, which simplifies this process

considerably.
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To use VTP version 3 to propagate the MST region configuration to all switches in the VTP domain, convert
all switches to VTP version 3 and set them as servers or clients for MST. Then designate one switch as the
VTP primary for MST. Do not forget to activate MST on all switches; VTP version 3 will synchronize only the
region configuration across all switches and will not affect the STP version running on the switch.

From DLS2:
DLS2# conf t

Enter configuration commands, one per line. End with CNTL/Z.

DLS2 (config) # vtp version 3
DLS2 (config) #

*Mar 1 00:49:27.386: %SW _VLAN-6-OLD CONFIG FILE READ: Old version 2 VLAN
configuration file detected and read OK. Version 3

files will be written in the future.
DLS2 (config) #
DLS2 (config) # vtp mode server mst
Setting device to VTP Server mode for MST.
DLS2 (config) # end
DLS2# vtp primary mst
This system is becoming primary server for feature mst
No conflicting VTP3 devices found.
Do you want to continue? [confirm]
DLS2#

*Mar 1 00:55:45.217: %SW_VLAN-4-VTP PRIMARY SERVER CHG: e840.406f.7380 has become the
primary server for the MST VTP feature

From ALS1 (the same configuration must be applied at ALS2):
ALS1# conf t

Enter configuration commands, one per line. End with CNTL/Z.
ALS1 (config) # spanning-tree mode mst

ALS1 (config) # vtp version 3

ALS1 (config) # vtp mode server mst

Setting device to VTP Server mode for MST.

ALS1 (config) # end

Note: An identical MST region configuration will be propagated to all switches within a VTPv3 domain, and
consequently they will all form a single region. As a result, there is always a one-to-one mapping between a
VTPv3 domain and an MST region.

Step 14: Verify Initial MST Configuration

After the entire configuration is done, VTP version 3 will propagate the MST configuration to the other
switches. Verify this by checking ALS2:

ALS2# show spanning-tree mst configuration
Name [CCNP]

Revision 1 Instances configured 2

Instance Vlans mapped
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1-98,101-4094
99-100

ALS2# show span mst

#H#### MSTO
Bridge
Root

Operational

Configured

Interface

vlans mapped: 1-98,101-4094
address 5017.££84.0a80

priority 32768 (32768 sysid 0)

this switch for the CIST

hello time 2 , forward delay 15, max age 20, txholdcount 6

hello time 2 , forward delay 15, max age 20, max hops 20

Role Sts Cost

Fa0/9

Fa0/10
Fa0/11
Fa0/12

####4# MSTL
Bridge

Root

Interface

Desg FWD 200000
Desg FWD 200000
Desg FWD 200000
Desg FWD 200000
Desg FWD 200000
Desg FWD 200000

vlans mapped: 99-100
address 5017.££84.0a80
this switch for MSTI1

Role Sts Cost

128.7 P2p
128.8 P2p
128.9 P2p
128.10 P2p
128.11 P2p
128.12 P2p
priority 32769 (32768 sysid 1)

Prio.Nbr Type

Fa0/9

Fa0/10
Fa0/11
Fa0/12

Desg FWD 200000
Desg FWD 200000
Desg FWD 200000
Desg FWD 200000
Desg FWD 200000
Desg FWD 200000

Step 15: Modify MST Configuration

128.
128.
128.
.10
128.
128.

128

11
12

P2p
P2p
P2p
P2p
P2p
P2p

To further illustrate the convenience of MST and VTP version 3, add another instance on DLS2, mapping
VLANs 110 and 120 to it.

DLS2# conf t

Enter configuration commands,

DLS2 (config) # spanning-tree mst config
DLS2 (config-mst)# instance 2 vlan 110,120
DLS2 (config-mst) # show pending

Pending MST configuration
[CCNP]

Name

Revision

1

Instances configured 3

one per line.

End with CNTL/Z.
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Instance Vlans mapped

1-98,101-109,111-119,121-4094

99-100

110,

120

DLS2 (config-mst) #
DLS2 (config-mst) # exit

DLS2 (config) #
DLS2#

And then verify on that the changes propagated to another switch:

end

DLS1# show span mst config
Name [CCNP]

Revision 1

Instances configured 3

Instance Vlans mapped

1-98,101-109,111-119,121-4094
99-100

110,

120

DLS1# show span mst

#4#4#4## MSTO
Bridge
Root

Regional Root

Operational

Configured

Interface

vlans mapped: 1-98,101-109,111-119,121-4094

address e840.406£.7280
address 5017.££84.0a80
port Fa0/9

address 5017.££84.0a80

hello time 2 , forward delay 15,
hello time 2 , forward delay 15,

priority

priority

path cost

priority
internal cost 200000

32768
32768
0

32768

max age 20,

max age 20,

(32768 sysid 0)
(32768 sysid 0)

(32768 sysid 0)

rem hops 19
txholdcount 6
max hops 20

Fa0/9

Fa0/10
Fa0/11
Fa0/12

####4 MSTL
Bridge
Root
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Altn BLK 200000
Altn BLK 200000
Root FWD 200000
Altn BLK 200000
Altn BLK 200000
Altn BLK 200000

vlans mapped: 99-100
address e840.406£.7280
address 5017.££84.0a80
port Fa0/9

128.9 P2p

128.10 P2p

128.11 P2p

128.12 P2p

128.13 P2p

128.14 P2p
priority
priority
cost

32769
32769
200000

(32768 sysid 1)
(32768 sysid 1)
rem hops 19
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Interface Role Sts Cost Prio.Nbr Type
Fa0/7 Altn BLK 200000 128.9 P2p
Fa0/8 Altn BLK 200000 128.10 P2p
Fa0/9 Root FWD 200000 128.11 P2p
Fa0/10 Altn BLK 200000 128.12 P2p
Fa0/11 Altn BLK 200000 128.13 P2p
Fa0/12 Altn BLK 200000 128.14 P2p

##### MST2 vlans mapped: 110,120

Bridge address e840.406f£.7280 priority 32770 (32768 sysid 2)

Root address 5017.f£f84.0a80 priority 32770 (32768 sysid 2)
port Fa0/9 cost 200000 rem hops 19

Interface Role Sts Cost Prio.Nbr Type

Fa0/7 Altn BLK 200000 128.9 P2p

Fa0/8 Altn BLK 200000 128.10 P2p

Fa0/9 Root FWD 200000 128.11 P2p

Fa0/10 Altn BLK 200000 128.12 P2p

Fa0/11 Altn BLK 200000 128.13 P2p

Fa0/12 Altn BLK 200000 128.14 P2p

Step 16: Manipulate the spanning tree

To this point, we have left election of the root bridge up to the protocol defaults (which are the same as PVST
with the exception of port cost values), still based on the physical interface’s bandwidth which use much
larger numbers.

An example of the show spanning-tree root command at DLS1 provides proof that the root bridge is
elsewhere:

DLS1# show spanning-tree root

Root Hello Max Fwd
MST Instance Root ID Cost Time Age Dly Root Port
MSTO 32768 5017.££84.0a80 0 2 20 15 Fa0/9
MST1 32769 5017.££84.0a80 200000 2 20 15 Fa0/9
MST2 32770 5017.££84.0a80 200000 2 20 15 Fa0/9

Port costs, which are summed to find a path cost in the quest for a root bridge, are different in MST:
+ 10 Mbps—2,000,000

+ 100 Mbps—200,000

+ 1 Gigabit Ethernet—20,000

* 10 Gigabit Ethernet—2,000
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MST uses the same basic commands and values to manipulate the operation.

To manually configure a bridge to be the primary MST root, use the command spanning-tree mst
instance-1list root {primary | secondary} global configuration command. You can also manually
set the bridge priority using the spanning-tree mst instance-list priority priority global
configuration command. In the example below, DLS1 is configured as the primary root for instance 0 and 1,
and the secondary root for instance 2:

DLS1# conf t

Enter configuration commands, one per line. End with CNTL/Z.
DLS1 (config) # spanning-tree mst 0-1 root primary

DLS1 (config) # spanning-tree mst 2 root secondary

DLS1 (config) # end

DLS1#

DSL2 is configured with a complementary set of instructions; root primary for instance 2 and root secondary
for instances 0 and 1:

DLS2# conf t

Enter configuration commands, one per line. End with CNTL/Z.
DLS2 (config) # spanning-tree mst 0-1 root secondary

DLS2 (config) # spanning-tree mst 2 root primary

DLS2 (config) # end

DLS2#

The results of these configuration changes are evident using the show spanning-tree root command.
From ALS1, which shows Fa0/7 (connected to DLS1) as the Root Port for instances 0 and 1 and Fa0/9
(connected to DLS2) for instance 2:

ALS1# show spanning-tree root

Root Hello Max Fwd
MST Instance Root ID Cost Time Age Dly Root Port
MSTO 24576 e840.406£.7280 0 2 20 15 Fal0/7
MST1 24577 e840.406£.7280 200000 2 20 15 Fal0/7
MST2 24578 e840.406f.6e00 200000 2 20 15 Fal0/9

As with PVST, Root Port selection is based on total path cost to the root bridge. Path cost is the sum of Port
Costs. You can configure the port costs using the spanning-tree mst instance cost value
interface configuration command, which sets the cost for that instance alone.

As an implementation example, we will shutdown interfaces Fa0/9-10 on DLS2 and then change the port cost
value of ALS2’s interface Fa0/7 to a lower number, causing the spanning tree for instance 2 to go through
ALS2.
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On ALS2:
ALS2# config t
ALS2 (config) # int £0/7
ALS2 (config-if)# spanning-tree mst 2 cost 1000
ALS2 (config-if) # exit
ALS2 (config) # end

On DLS2:
DLS2# conf t

Enter configuration commands, one per line. End with CNTL/Z.
DLS2 (config) # interface ran £0/9-10

DLS2 (config-if-range) # shut

DLS2 (config-if-range) # end

And then finally examining ALS1:

ALS1# show spanning-tree root

Root Hello Max Fwd
MST Instance Root ID Cost Time Age Dly Root Port
MSTO 24576 e840.406£.7280 0 2 20 15 Fa0/7
MST1 24577 e840.406£.7280 200000 2 20 15 Fa0/7
MST2 24578 e840.406f.6e00 201000 2 20 15 Fa0/11

Step 17: End of Lab

Do not save your configurations. The equipment will be reset for the next lab.
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Lab 5-1 — Inter-VLAN Routing

Topology
Lo1 192.168.1.1/24
Lo1 172.16.1.1/24 VLAN 110 10.1.110.1/24
VLAN99 10.1.99.1/24 VLAN 120 10.1.120.1/24
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VEANA00 VLAN 99 10.1.99.2/24 VLAN 120 10.1.120.2/24 VAN
VLAN 100 10.1.100.1/24
VLAN 110 10.1.110.2/24
Objectives

e Implement a Layer 3 EtherChannel
e Implement Static Routing
e Implement Inter-VLAN Routing

Background

Cisco's switching product line offers robust support for IP routing. It is common practice to use only multi-layer
switching in the distribution layer of the network, eliminating routers in all but special use cases, usually when
a gateway interface is required. Doing so provides many benefits in terms of cost and manageability. In this
lab you will configure Inter-VLAN routing on the multi-layer switches in your pod and then a Layer 3
EtherChannel link to interconnect them. You will further configure one of your access-layer switches to
support basic routing, and apply static routes so that there is simple path control.

Note: This lab uses Cisco Catalyst 3560 and 2960 switches running Cisco 10S 15.0(2)SES6 IP Services and
LAN Base images, respectively. The 3560 and 2960 switches are configured with the SDM templates “dual-
ipv4-and-ipv6 routing” and “lanbase-routing”, respectively. Depending on the switch model and Cisco I0S
Software version, the commands available and output produced might vary from what is shown in this lab.
Catalyst 3650 switches (running any Cisco I0S XE release) and Catalyst 2960-Plus switches (running any
comparable Cisco 10S image) can be used in place of the Catalyst 3560 switches and the Catalyst 2960

switches.
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Required Resources

2 Cisco 2960 with the Cisco I0OS Release 15.0(2)SE6 C2960-LANBASEK9-M or comparable

2 Cisco 3560v2 with the Cisco IOS Release 15.0(2)SE6 C3560-IPSERVICESK9-M or comparable
Computer with terminal emulation software

Ethernet and console cables

3 PCs with appropriate software

Part 10: Configure Multilayer Switching using Distribution Layer Switches

Step 1: Load base config

Use the reset.tcl script you created in Lab 1 “Preparing the Switch” to set your switches up for this lab. Then
load the file BASE.CFG into the running-config with the command copy flash:BASE.CFG running-
config. An example from DLS1:

DLS1# tclsh reset.tcl

Erasing the nvram filesystem will remove all configuration files! Continue? [confirm]
[OK]

Erase of nvram: complete

Reloading the switch in 1 minute, type reload cancel to halt

Proceed with reload? [confirm]

*Mar 7 18:41:40.403: %$SYS-7-NV_BLOCK INIT: Initialized the geometry of nvram

*Mar 7 18:41:41.141: %SYS-5-RELOAD: Reload requested by console. Reload Reason:
Reload command.

<switch reloads - output omitted>

Would you like to enter the initial configuration dialog? [yes/nol: n

Switch> en

*Mar 1 00:01:30.915: SLINK-5-CHANGED: Interface Vlanl, changed state to
administratively down

Switch# copy BASE.CFG running-config

Destination filename [running-config]?

184 bytes copied in 0.310 secs (594 bytes/sec)
DLS1#

Step 2: Verify switch management database configuration

At each switch, use the show sdm prefer command to verify the appropriate template is chosen. The DLS
switches should be using the "dual ipv4-and-ipv6 routing” template and the ALS switches should be using the
"lanbase-routing" template.

If any of the switches are using the wrong template, follow the procedures in Lab 1 to set the correct template
and reboot the switch with the reload command.
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Step 3: Configure layer 3

interfaces on the DLS switches

Enable IP Routing, create broadcast domains (VLANS), and configure the DLS switches with the layer 3
interfaces and addresses shown:

Switch Interface Address/Mask
DLS1 VLAN 99 10.1.99.1/24
DLS1 Loopback 1 172.16.1.1/24
DLS2 VLAN 110 10.1.110.1/24
DLS2 VLAN 120 10.1.120.1/24
DLS2 Loopback 1 192.168.1.1/24
VLAN Name
99 MGMT1
100 (ALS1 only) LOCAL
110 INTERNODE
120 MGMT2
An example from DLS2:

DLS2 (config)# ip routing

DLS2 (config) # wvlan 110

DLS2 (config-vlan) # name INTERNODE

DLS2 (config-vlan) # exit

DLS2 (config) # vlan 120

DLS2 (config-vlan) # name MGMT2

DLS2 (config-vlan) # exit
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DLS2 (config) # int vlan 110

DLS2 (config-if) # ip address 10.1.110.1 255.255.255.0

DLS2 (config-if) # exit
DLS2 (config) # int vlan 120

DLS2 (config-if) # ip address 10.1.120.1 255.255.255.0

DLS2 (config-if) # no shut
DLS2 (config-if) # exit

DLS2 (config) # int loopback 1
DLS2 (config-if) # ip address 192.168.1.1 255.255.255.0

(
(
(
(
(
(
(
(
DLS2 (config-if) # no shut
(
(
(
(
(
(
(
(

DLS2 (config-if) # no shut
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DLS2 (config-if)# exit
DLS2 (config) #

At this point, basic inter-vlan routing can be demonstrated using an attached host. Host D is attached to DLS2
via interface Fa0/6. On DLS2, assign interface Fa0/6 to VLAN 110 and configure the host with the address
10.1.110.50/24 and default gateway of 10.1.110.1. Once you have done that, try and ping Loopback 1's IP
address (192.168.1.1). This should work just like an external router; the switch will provide connectivity
between two directly connected interfaces. In the output below, the switchport host macro was used to
quickly configure interface Fa0/6 with host-relative commands:

DLS2 (config) # int £0/6

DLS2 (config-if) # switchport host
switchport mode will be set to access
spanning-tree portfast will be enabled

channel group will be disabled

DLS2 (config-if) # switchport access vlan 110
DLS2
DLS2
DLS2 (config) #

Windows IP Configuration

config-if)# no shut

config-if)# exit

(
(
(
(

Ethernet adapter Local Area Connection:

GConnection—specific DNS Suffix . :

Link-local IPvt Address . . . . . ® feBB::48b3:b298:4985:420d4%18
IPv4 Address. . . . . . . . . . . = 1A.1.118.58

Subnet Mask H

Default Gateway 18,1 .118.1

C:sUserssstudent>ping 192.168.1.1

Pinging 1922.168.1.1 with 32 bytes of data:
Reply from 192.168.1.1: bytes=32 time=1ms TTL=255
i 2 TTL=255
TTL=2%%
Reply from 192.168.1.1: hyte i TTL=255%

Ping statistics for 192.168.1.1:

Packets: Sent = 4, Received = 4, Lost A <Bx loss>.
Approximate round trip times in milli-seco H

Minimum = 1ims, Maximum = 2Zms. Average

C:sUsershstudent>

Step 4: Configure a Layer 3 EtherChannel between DLS1 and DLS2

Now you will interconnect the multilayer switches in preparation to demonstrate other routing capabilities.
Configure a layer 3 EtherChannel between the DLS switches. This will provide the benefit of increased
available bandwidth between the two multilayer switches. To convert the links from layer 2 to layer 3, issue
the no switchport command. Then, combine interfaces FO/11 and FO/12 into a single PAgP EtherChannel
and then assign an IP address as shown.

DLS1 172.16.12.1/30 DLS2 172.16.12.2/30

Example from DLS1:
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DLS1 (config) # interface range £0/11-12
DLS1 (config-if-range) # no switchport
DLS1 (config-if-range) # channel-group 2 mode desirable

Creating a port-channel interface Port-channel 2

DLS1 (config-if-range) # no shut

DLS1 (config-if-range)# exit

DLS1 (config) # interface port-channel 2

DLS1 (config-if) # ip address 172.16.12.1 255.255.255.252
DLS1 (config-if) # no shut

DLS1 (config-if)# exit

DLS1 (config) #

Once you have configured both sides, verify that the EtherChannel link is up

DLS2# show etherchannel summary

Flags: D - down P - bundled in port-channel
I - stand-alone s - suspended
H - Hot-standby (LACP only)
R - Layer3 S - Layer2
U - in use f - failed to allocate aggregator

- not in use, minimum links not met
- unsuitable for bundling

waiting to be aggregated

- default port

Q5 o X
|

Number of channel-groups in use: 1

Number of aggregators: 1

Group Port-channel Protocol Ports

—————— o
2 Po2 (RU) PAgP Fa0/11 (P) Fa0/12 (P)

DLS2# ping 172.16.12.1

Type escape sequence to abort.

Sending 5, 100-byte ICMP Echos to 172.16.12.1, timeout is 2 seconds:
Success rate is 80 percent (4/5), round-trip min/avg/max = 1/3/9 ms
DLS2#

Step 5: Configure default routing between DLS switches

At this point, local routing is supported at each distribution layer switch. To provide reachability across the
layer 3 EtherChannel trunk, configure fully qualified static default routes at DLS1 and DLS2 that point to each
other. From DLS1:

DLS1 (config) # ip route 0.0.0.0 0.0.0.0 port-channel 2
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%Default route without gateway, if not a point-to-point interface, may impact

performance
DLS1 (config) # no ip route 0.0.0.0 0.0.0.0 port-channel 2

DLS1 (config)# ip route 0.0.0.0 0.0.0.0 port-channel 2 172.16.12.2

DLS1 (config) #

Once done at both ends, verify connectivity by pinging from one switch to the other. In the example below,

DLS2 pings the Loopback 1 interface at DLS1.

DLS2# show ip route | begin Gateway
Gateway of last resort is 172.16.12.1 to network 0.0.0.0

S* 0.0.0.0/0 [1/0] via 172.16.12.1, Port-channel?2
10.0.0.0/8 is variably subnetted, 2 subnets, 2 masks
10.1.110.0/24 is directly connected, V1anllO
10.1.110.1/32 is directly connected, V1anllO

172.16.0.0/16 is variably subnetted, 2 subnets, 2 masks
172.16.12.0/30 is directly connected, Port-channel?
172.16.12.2/32 is directly connected, Port-channel?

192.168.1.0/24 is variably subnetted, 2 subnets, 2 masks

C 192.168.1.0/24 is directly connected, Loopbackl
L 192.168.1.1/32 is directly connected, Loopbackl
DLS2#

DLS2# ping 172.16.1.1

Type escape sequence to abort.

Sending 5, 100-byte ICMP Echos to 172.16.1.1, timeout is 2 seconds:

Success rate is 100 percent (5/5), round-trip min/avg/max =

DLS2#

Step 6: Configure the remaining EtherChannels for the topology

Configure the remaining EtherChannel links as layer 2 PagP trunks using VLAN 1 as the native VLAN.

Endpoint 1 Channel number Endpoint 2 VLANSs Allowed
ALS1 FO/7-8 1 DLS1 F0/7-8 All except 110
ALS1 F0/9-10 4 DLS2 F0/9-10 110 Only
ALS2 FO/7-8 3 DLS2 F0/7-8 All

Example from ALS1:

ALS1 (config) # interface range £0/7-8
ALS1 (config-if-range) # switchport mode trunk
(

ALS1 (config-if-range)# switchport trunk allowed vlan except 110

ALS1 (config-if-range)# channel-group 1 mode desirable

Creating a port-channel interface Port-channel 1
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ALS1 (config-if-range) # no shut

ALS1 (config-if-range)# exit

ALS1 (config) # interface range £0/9-10

ALS1 (config-if-range) # switchport mode trunk

ALS1 (config-if-range) # switchport trunk allowed vlan 110
ALS1 (config-if-range) # channel-group 4 mode desirable

Creating a port-channel interface Port-channel 4

ALS1 (config-if-range) # no shut
ALS1 (config-if-range)# exit
ALS1 (config) #fend

ALS1# show etherchannel summary

Flags: D - down P - bundled in port-channel
I - stand-alone s - suspended
H - Hot-standby (LACP only)
R - Layer3 S - Layer?2
U - in use f - failed to allocate aggregator
M - not in use, minimum links not met
u - unsuitable for bundling
w - waiting to be aggregated
d - default port

Number of channel-groups in use: 2

Number of aggregators:

Group Port-channel Protocol Ports

—————— e s e
1 Pol (SU) PAgP Fa0/7 (P) Fa0/8 (P)

4 Po4 (SU) PAgP Fa0/9 (P) Fa0/10 (P)

ALS1# show interface trunk

Port Mode Encapsulation Status Native vlan
Pol on 802.1qg trunking 1

Po4 on 802.1qg trunking 1

Port Vlans allowed on trunk

Pol 1-109,111-4094

Po4 110

<output omitted>

ALS1#

Step 7: Enable and Verify Layer 3 connectivity across the network

In this step we will enable basic connectivity from the management VLANSs on both sides of the network.
e Create the management VLANSs (99 at ALS1, 120 at ALS2)
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e Configure interface VLAN 99 at ALS1 and interface VLAN 120 at ALS2

e Assign addresses (refer to the diagram) and default gateways (at DLS1/DLS2 respectively).

Once that is all done, pings across the network should work, flowing across the layer 3 EtherChannel. An

example from ALS2:

ALS2 (config)# wvlan 120

ALS2 (config-vlan) # name MGMT2

ALS2 (config-vlan) # exit

ALS2 (config)# int wvlan 120

ALS2 (config-if)# ip address 10.1.120.2 255.255.255.0
ALS2 (config-if) # no shut

ALS2 (config-if) # exit

ALS2 (config) # ip default-gateway 10.1.120.1

ALS2 (config) # end

ALS2# ping 10.1.99.2

Type escape sequence to abort.

Sending 5, 100-byte ICMP Echos to 10.1.99.2, timeout is 2 seconds:

Success rate is 60 percent (3/5), round-trip min/avg/max

ALS2#

ALS2# traceroute 10.1.99.2

Type escape sequence to abort.

Tracing the route to 10.1.99.2

VRF info: (vrf in name/id, vrf out name/id)
1 10.1.120.1 0 msec 0 msec 8 msec
2 172.16.12.1 0 msec 0 msec 8 msec
3 10.1.99.2 0 msec 0 msec *

ALS2#

Part 11: Configure Multilayer Switching at ALS1

At this point all routing is going through the DLS switches, and the port channel between ALS1 and DLS2 is

not passing anything but control traffic (BPDUs, etc).

The Cisco 2960 is able to support basic routing when it is using the LANBASE IOS. In this step you will
configure ALS1 to support multiple SVIs and configure it for basic static routing. The objectives of this step

are:
e Enable inter-vlan routing between two VLANSs locally at ALS1

e Enable IP Routing

e Configure a static route for DLS2's Lol network travel via Port-Channel 4.

Step 1: Configure additional VLANs and VLAN interfaces

At ALS1, create VLAN 100 and VLAN 110 and then create SVIs for those VLANS:
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ALS1 (config) # ip routing
ALS1 (config)# wvlan 100
ALS1 (config-vlan) # name LOCAL
ALS1 (config-vlan) # exit
ALS1 (config)# wvlan 110
ALS1 (config-vlan) # name INTERNODE
ALS1 (config-vlan) # exit
ALS1 (config)# int wvlan 100
ALS1 (config-if)# ip address 10.1.100.1 255.255.255.0
ALS1 (config-if) # no shut

ALS1 (config-if) # exit

ALS1 (config)# int wvlan 110

ALS1 (config-if)# ip address 10.1.110.2 255.255.255.0
ALS1 (config-if) # no shut

ALS1 (config-if)# exit

ALS1 (config) #

Step 2: Configure and test Host Access

Assign interface Fa0/6 to VLAN 100. On the attached host (Host A) configure the IP address 10.1.100.50/24
with a default gateway of 10.1.100.1. Once configured, try a traceroute from the host to 10.1.99.2 and
observe the results.

In the output below, the switchport host macro was used to quickly configure interface Fa0/6 with host-
relative commands.

ALS1 (config) # interface £0/6

ALS1 (config-if)# switchport host
switchport mode will be set to access
spanning-tree portfast will be enabled

channel group will be disabled

ALS]1 (config-if)# switchport access vlan 100
ALS1 (config-if) # no shut
ALS1 (config-if) # exit

EX Command Prompt

C:sUserssstudent >ipconf ig

Windows IPF Configuration

Ethernet adapter Local Area Connection:
Connection—specific DHS Suffix
Link-local IPvb Address . . . . ::a%4B8:%1fe:38dd:daBcx18
IPv4 Address B.1.188.58
Subnet Mask 55_255.255.8
Default Gateway 18.1.18@8.1
C:\Userssstudent>tracert 18.1.99.2
Tracing route to 18.1.99.2 over a maximum of 38 hops
i 1 ms 1 ms 1ms 18.1.99.2
Trace complete.

C:sUserssstudent >

© 2015 Cisco and/or its affiliates. All rights reserved. This document is Cisco Public. Page 82 of 186



CCNPv7.1 SWITCH: Lab 1 — Preparing the Switch

The output from the host shows that attempts to communicate with interface VLAN 99 at ALS1 were fulfilled
locally, and not sent to DLS1 for routing.

Step 3: Configure and verify static routing across the network

At this point, local routing (at ALS1) works, and off-net routing (outside of ALS1) will not work, because DLS1
doesn't have any knowledge of the 10.1.100.0 subnet. In this step you will configure routing on several
different switches:

e At DLS1, configure:

o a static route to the 10.1.100.0/24 network via VLAN 99
e At DLS2, configure

o a static route to the 10.1.100.0/24 network via VLAN 110
e At ALS1, configure

o a static route to the 192.168.1.0/24 network via VLAN 110

o a default static route to use 10.1.99.1

Here is an example from ALS1:
ALS1 (config)# ip route 192.168.1.0 255.255.255.0 vlan 110
ALS1 (config)# ip route 0.0.0.0 0.0.0.0 10.1.99.1
ALS1 (config) # end
ALS1# show ip route | begin Gateway
Gateway of last resort is 10.1.99.1 to network 0.0.0.0

S 0.0.0.0/0 [1/0] wvia 10.1.99.1
10.0.0.0/8 is variably subnetted, 6 subnets, 2 masks

C 10.1.99.0/24 is directly connected, Vl1an99
L 10.1.99.2/32 is directly connected, Vl1an99
C 10.1.100.0/24 is directly connected, V1anl00
L 10.1.100.1/32 is directly connected, V1anl00
C 10.1.110.0/24 is directly connected, V1anll0
L 10.1.110.2/32 is directly connected, V1anllO
S 192.168.1.0/24 is directly connected, V1anllO0

After configuring all of the required routes, test to see that the network behaves as expected.

From ALS1, a traceroute to 10.1.120.2 should take three hops:

ALS1# traceroute 10.1.120.2

Type escape sequence to abort.

Tracing the route to 10.1.120.2

VRF info: (vrf in name/id, vrf out name/id)
1 10.1.99.1 0 msec 0 msec 0 msec
2 172.16.12.2 9 msec 0 msec 0 msec
3 10.1.120.2 0 msec 8 msec *
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ALS1#

From ALS1, a traceroute to 192.168.1.1 should take one hop:

ALS1# traceroute 192.168.1.1

Type escape sequence to abort.

Tracing the route to 192.168.1.1

VRF info: (vrf in name/id, vrf out name/id)
1 10.1.110.1 0 msec 0 msec *

ALS1#

Traces from Host A show an additional hop, but follow the designated path:

e e

G=“Userssstudent>tracert 18.1.128.2

Tracing route to 18.1.128.2 over a maximum of 38 hops

2 ms 1 Ims 18.1.1068.1
* 1 1 18.1.99.1

2 ms 1 1 172.16.12.2
1 ms i 1 ms 10.1.1208.2

Trace complete.

C:sUserssstudent>tracert 192.168.1.1

Tracing route to 192.168.1.1 over a maximum of 38 hops

1 2 mz 1 ms 1 ms 18.1.188.1
1 ms

2 1 ms 1 ms 122.168.1.1

Trace complete.

C-wUserssstudent >

Step 4: End of Lab

Save your configurations. The switches will be used as configured now for lab 5-2, DHCP.
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ab 5-2— DHCP

Topology

VLAN 99 IPv4 Pool: 10.1.99.0/24

VLAN 99 IPVv6 Prefix: 2001:db8:3115:99::/64
VLAN 120 IPv4 Pool: 10.1.120.0/24

VLAN 120 IPv6 Prefix: 2001:db8:3115:120::/64

e Lo1 192.168.1.1/24
N Lo1172.16.1.1/24 VLAN 110 10.1.110.1/24
N VLAN99 10.1.99.1/24 VLAN 120 10.1.120.1/24

DLS1 DLS2

Fa0/11 6\ al

A ) : Fa0/6

EN— I ]
172.16.12.0130 ;

i = g Host D
cg ) =S VLAN 110
m & [Sm
1S > i
g £o3) =
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33 =) =) 23
® S (=4 o
£3 = = 3

(—\ Fa0/6 ‘g? —
=5 S =
Host A o/ ALS1 / ALS2 Host B

YLANZD VLAN99 10.1.99.2/24 VLAN 120 10.1.120.2/24 vLansen
VLAN 100 10.1.100.1/24
VLAN 110 10.1.110.2/24

U
_

Objectives
e Configure DHCP for IPv4
o Configure Stateless DHCP for IPv6
e Configure Stateful DHCP for IPv6

Background

To practice the various configuration and options associated with DHCP for IPv4 and IPv6, you will configure
a DHCP server on switch DLS1. Hosts A and B will receive IP addresses from DLS1 and validate continued

connectivity.

Note: This lab uses Cisco Catalyst 3560 and 2960 switches running Cisco 10S 15.0(2)SE6 IP Services and
LAN Base images, respectively. The 3560 and 2960 switches are configured with the SDM templates “dual-
ipv4-and-ipv6 routing” and “lanbase-routing”, respectively. Depending on the switch model and Cisco 10S
Software version, the commands available and output produced might vary from what is shown in this lab.
Catalyst 3650 switches (running any Cisco 10S XE release) and Catalyst 2960-Plus switches (running any
comparable Cisco 10S image) can be used in place of the Catalyst 3560 switches and the Catalyst 2960
switches.

Required Resources
e 2 Cisco 2960 with the Cisco IOS Release 15.0(2)SE6 C2960-LANBASEK9-M or comparable
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Step 5:

e 2 Cisco 3560v2 with the Cisco I0S Release 15.0(2)SE6 C3560-IPSERVICESK9-M or comparable
e Computer with terminal emulation software

e Ethernet and console cables

e 3 Windows 7 PCs with appropriate software

Verify SDM template (dual-ipv4-and-ipv6 routing / lanbase-routing)

This lab starts with the switches being configured from the previous lab (5-1, Inter-VLAN Routing). To support
IPv6, the correct SDM template must be in use on your switches (the 3560 will use dual-ipv4-and-ipvé
routing while the 2960 will use 1lanbase-routing). Verify this is the case on all four switches. If you must
change the SDM template, do so (use the configuration command sdm prefer dual-ipv4-and-ipvé
routing on the 3560s and sdm prefer lanbase-routing onthe 2960s) and then save the switch
configuration and reload the switch to have the new SDM template take effect.

Step 6:

Configure IPv4 DHCP server on DLS1 for VLAN 99 and 120

Configure a DHCP server for IPv4 on DLS1 using the following parameters:

For VLAN 99:

- Exclude addresses 10.1.99.1 through 10.1.99.2 and 10.1.99.100 through 10.1.99.104

- Set the default router to 10.1.99.1

- Setthe DNS server to 10.1.99.100

For VLAN 120:

- Exclude addresses 10.1.120.1 through 10.1.120.2 and 10.1.120.100 through 10.1.120.104
- Set the default router to 10.1.120.1

- Set the DNS server to 10.1.99.100

Configure Interface FO/6 as an access port in VLAN 99 and issue the no shut command

Example of VLAN 99 pool configuration:

DLSl#conf t

Enter configuration commands, one per line. End with CNTL/Z.
DLS1 (config) #ip dhcp excluded-address 10.1.99.1 10.1.99.2
DLS1 (config) #ip dhcp excluded-address 10.1.99.100 10.1.99.104
DLS1 (config) #ip dhcp pool VLAN99 DHCP

DLS1 (dhcp-config) #network 10.1.99.0 255.255.255.0

DLS1 (dhcp-config) #default-router 10.1.99.1

DLS1 (dhcp-config) #dns-server 10.1.99.100
DLS1 (dhcp-config) #exit
DLS1 (config) #end
DLS1#

Step 7: Configure IPv6 support on all switches

Configure IPv6 support addresses on all switches using the following addresses:
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e Enable IPv6 unicast-routing on DLS1 and DLS2

e Configure IPv6 addressing as shown in the table:

Device Interface Link-Local Address Global Unicast Address
DLS1 VLAN99 Fe80::d1 2001:db8:3115:99::d1/64
DLS2 VLAN110 Fe80::d2 2001:db8:3115:110::d2/64
DLS2 VLAN120 Fe80::d2 2001:db8:3115:120::d2/64
ALS1 VLAN99 Fe80::al 2001:db8:3115:99::a1/64
ALS2 VLAN120 Fe80::a2 2001:db8:3115:120::a2/64
DLS1 Po2 Fe80::d1 2001:db8:3115:12::d1/64
DLS2 Po2 Fe80::d2 2001:db8:3115:12::d2/64

Step 8: Configure IPv6 Routing at DLS1 and DLS2

At DLS1 and DLS2, create an IPv6 default route that points to the other switch. Example from DLS1:

DLS1 (config) #ipv6é route ::/0 2001:db8:3115:12::d2

Step 9: Configure a STATELESS DHCP server for IPv6 on DLS1 using the following
parameters:

e Build a pool named MANAGEMENT _IPV6_DHCP
e Setthe DNS server to 2001:db8:3115:99::100
e Associate the IPv6 pool with interface vlan 99 on DLS1

e Set the Other configuration flag on interface vlan 99 on DLS1

DLSl#conf t

Enter configuration commands, one per line. End with CNTL/Z.
DLS1 (config) #ipvé dhcp pool MANAGEMENT IPV6_DHCP

DLS1 (config-dhcpv6) #dns-server 2001:db8:3115:99::100

DLS1 (config-dhcpv6) #exit

DLS1 (config) #interface vlan 99

DLS1 (config-if) #ipv6é dhcp server MANAGEMENT IPV6_ DHCP

DLS1 (config-if) #ipv6é nd other-config-flag
DLS1 (config-if) #exit
DLS1 (config) #end
DLS1#

Step 10: Configure DHCP Relay on DLS2 for the VLAN 120 network
Redirect IPv4 and IPv6 DHCP requests to DLS1 at 10.1.99.1 and 2001:db8:3115:99::d1 respectively
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DLS2 (config) # int wvlan 120
DLS2 (config-if) # ipvé dhcp relay destination 2001:db8:3115:99::d1 po2
DLS2 (config-if) # ip helper-address 10.1.99.1

(
(
(
DLS2 (config-if)# exit

Step 11: Configure switches for remote access

On each switch, create an enable secret password and configure the vty lines to allow remote access from
other network devices.

DLS1 example:

DLS1 (config) # enable secret class

DLS1 (config)# line vty 0 4

DLS1 (config-line) # password cisco
DLS1 (config-line)# login

Note: The passwords configured here are required for NETLAB compatibility only and are NOT

recommended for use in a live environment

Step 12: Configure hosts for both IPv4 and IPv6 addresses

Hosts should be attached to interface FO/6 on DLS2, ALS1 and ALS2.
e On ALS1, change interface F0/6 from an access port in VLAN 100 to an access port in VLAN 99.
e On ALS2, configure interface FO/6 as an access port in VLAN 120
e OnDLS2, verify FO/6 is configured as an access port in VLAN 110.

First, verify that Host D (connected to DLS2 F0/6) receives an IP address from the VLAN 110 pool.

For the rest of this step, you will work with Host A connected to ALS1.

Once the interface on ALS1 is associated with proper VLAN, use the commands appropriate to the PC
operating system to obtain IPv4 and IPv6 addressing.

For a computer with Windows 7 installed (must be machine administrator): At the command prompt, issue the
command ipconfig /renew to getan IPv4 address and ipconfig /renew6 to get an IPv6 address.

E® Administrator: Command Prompt G=HEEEL X

C=wWindowsssystem32>ipconfig “renew

Windows IP Configuration

Ethernet adapter Local Area Connection:

Connection—specific DNS Suffix . =
IPu6 Address. . . . . . . . - - . = 2001:dbB:3115:99:a%948:91fe:38dd:dabc

e - - - -t 28P1:dbB:3115:99:75b4:31b7:6c26:58ad
Link-local IPv6e Addre : felBB::a%48:9?1fe:38dd:daBcx18
IPv4 Address. . - . . . . . . . . & 18.1.99.3
Subnet Mask - 255.255.255.8
Default Gateway : fefB::alx18
feB@::d1ix1B
18.1.99.1

C:~MindowsN\system32>

In the ipconfig output above, notice that there are two IPv6 addresses. The first address listed,
2001:db8:3115:99:a940:91fe:38dd:dalc is a permanent address while the second address listed,
2001:db8:3115:99:75b4:31b7:6¢26:50ad, is a temporary address.

Also notice that the interface portion of the permanent address is the same as the interface portion of the link-
local address.

The temporary address is generated automatically because privacy extensions are enabled.
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The permanent address will be used in DNS registration and when this host is providing a service, while the
temporary address will be used when this host is serving in the client role and requesting services from
another host, with the idea that this helps provide some privacy to the host.

The temporary address is valid for one day then a new temporary address is generated and then the old
temporary address goes into a "deprecated” mode for seven days. The "active" temporary address may also
be referred to as "preferred".

The second thing to note is from the output of the route print -6 command:

Intel¢{R> PRO-18688 MI Metwork Connection
of tware Loophack Interface 1

Active Rout
If Metric ork Destination Gateway
i8 266 fe8B@:zal
::/8 feBB::dl
1:1/128 On-link
8 2881:db8:3115:92::-64 On—link
28081 :dh8:3115:99:75h4:31h7:6c26 :50ad 128

n—1lin
2801 :db8:3115:99:a940:91fe:38dd:dabc 128
On—-link
feBB::/64 On-link
feBB::a?48:?1fe:38dd:dabc 128
On—-link
/8 On-link
On—link

IC:\Windows \system32>

The default route, expressed as ::/0, points to the link-local address of the default gateway; there is also a
route to the local IPv6 network 2001:db8:3115:99::/64 noted as "on link".

Step 13: Test connectivity using IPv4 and IPv6 addresses

From Host A, attempt to ping and telnet to DLS2 using both IPv4 (10.1.110.1) and IPv6 addresses
(2001:db8:3115:110::d2). All attempts should succeed.

Step 14: Configure Stateful DHCP for IPv6

In this step, you will configure stateful DHCP for VLAN 120. In this scenario, DLS1 will be providing DHCP
services for VLAN 120 even though it does not have an interface on VLAN 120. The DHCP Helper
configuration from step 6 will allow DHCP traffic from HOST B to reach the DHCP server. However, some
additional configuration is necessary on DLS2 to ensure everything works as expected.

In most cases when an external DHCP server is used, the device sourcing router advertisement (DLS2 in this
instance) simply has to have the "M" flag enabled on the interface receiving the DHCP Solicit messages.

The M flag being received in the RA will cause the host to ask for a DHCP address. However, it will also
configure a SLAAC address using the prefix information in the RA. This is due to the fact that the autoconfig
flag is on by default. The “A” flag tells the host to use the RA to build an address for the interface. We will
illustrate this with a very different DHCP prefix and a couple of packet captures and debug outputs in a few
moments.

e Configure DLS1 with an IPv6 DHCP pool nhamed VLAN120-IPV6-POOL

e Set the address prefix to 3333:120::/64
e Setthe DNS server to 2001:db8:3115:99::100
e Set the domain name to switch.ccnp

© 2015 Cisco and/or its affiliates. All rights reserved. This document is Cisco Public. Page 89 of 186



CCNPv7.1 SWITCH: Lab 1 — Preparing the Switch

e Apply this DHCP configuration to interface Port-Channel 2

DLS1 (config) # ipvé dhcp pool VLAN120-IPV6-POOL
DLS1 (config-dhcpv6) #

DLS1 (config-dhcpv6

DLS1

config-dhcpv6

#

)
)
) #
)

DLS1 (config-dhcpv6) #
DLS1 (config) # interface port-channel 2
DLS1 (config-if) # ipvé dhcp server VLAN120-IPV6-POOL

exit

address prefix 3333:120::/64
dns-server 2001:db8:3115:99::100
domain-name switch.ccnp

e Set the managed configuration flag on interface vlan 120 on DLS2
DLS2 (config) # int wvlan 120
DLS2 (config-if) # ipv6é nd managed-config-flag

DLS2 (config-if) # exit

Step 15: Configure the hosts for IPv6 addresses

Use the previously provided instructions on Host B to obtain an IPv6 address. If you do NOT receive an
address with the 3333:120::/64 prefix, make sure DHCP relay is working. You can use debug ipvé dhcp
relay on DLS2 and debug ipvé dhcp on DLSI.

C:Users

Sstudent »ipeconf ig

Windows IP Configuration

Ethernet adapter Local Area Connection:

C:sUszerssstudent >

Connection—specific DNE Suffix . : switch.ccnp
IPvt Address ..

IPvt Address

Temporary [Pub Addres - -
Link—-local IPub ﬂddress -
IPuv4 Address.
Subnet Mask

Default Gateway .

: 20@1:4h8: 3115 128:hBee:7PFfd:e885:8423
. % 3333:128::7526:%cazdcde:clBl
.= 2001 :db8:3115:128:15ee:cfbl:-F714:18d5
. = feBBA::hBee:?ffd:eB85:8423x18
. = 18.1.128.3
. = 255.255.255.8
: feBA::a2xiB
feB8A::d2:x18
b s - e

Notice the IPv6 addresses. This machine has two addresses with the 2001:db8:3115:120::/64 prefix, and only
one from the 3333:120::/64 prefix. What happened?

The results here are a result of the autoconfig flag being set in the router advertisements sent by DLS2. The
“A” flag being on tells the host to use the RA to create an address, even if the “M” flag is on. To see the “A”
flag, you could use Wireshark on the host or simply debug ipvé nd on DLS2:

*Mar
*Mar
*Mar
*Mar
*Mar

*Mar

= = T = =

05:
05:
05:
05:
05:
05:

11:
11:
11:
11:
11:
11:

45.
45.
45.
45.
45.
45.

135:
135:
135:
135:
135:
135:

ICMPV6-ND:
ICMPV6-ND:
ICMPV6-ND:
ICMPV6-ND:
ICMPV6-ND:
ICMPv6-ND:

Request to send RA for FE80::D2

Setup RA from FE80::D2 to FF02::1 on V1anl20

Setup RA common:Managed address configuration

MTU = 1500

prefix = 2001:DB8:3115:120::/64 onlink autoconfig

2592000/604800 (valid/preferred)
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We used different numbers on the DLS2 VLAN120 interface and the DHCP scope to illustrate the impact of
the autoconfig flag.

To make DLS2 remove the autoconfig flag from the RA, add the ipvé nd prefix xx::/yy no-autoconfig
interface configuration command (xx: : /yy is the prefix assigned to int VLAN 120).

Please note that as of this writing, the no-autoconfig parameter is hidden, so it will not appear in help or tab-
completion.

DLS2 (config) #int vlan 120

DLS2 (config-if) #ipvé nd prefix 2001:db8:3115:120::/64 no-autoconfig

DLS2 (config-if) #end

*Mar 1 06:19:21.891: ICMPv6-ND: Setup RA common:Managed address configuration

*Mar 1 06:19:21.891: ICMPv6-ND: MTU = 1500
*Mar 1 06:19:21.891: ICMPv6-ND: prefix = 2001:DB8:3115:120::/64 onlink
*Mar 1 06:19:21.891: ICMPv6-ND: 2592000/604800 (valid/preferred)

Note: Due to the way the values are stored, your Windows 7 host may not release the originally configured
addresses in the 2001::db8:3115:120::/64 network.

Now, reconfigure the DHCP pool at DLS1 to use the correct prefix for VLAN 120 (2001:db8:3115:120::/64),
disable and re-enable the adapter on HOST B, and the host should receive a single IPv6 address. Due to the
fact that this is the same prefix, and the way Windows generates the random interface ID, this will most likely
be the same address.

DLS1 (config) # no ipvé dhcp pool VLAN120-IPV6-POOL

DLS1 (config) # ipvé dhcp pool VLAN120-IPV6-POOL

DLS1 (config-dhcpv6) # address prefix 2001:db8:3115:120::/64

DLS1 (config-dhcpv6) # dns-server 2001:db8:3115:99::100

DLS1 (config-dhcpv6) #

DLS1 (config-dhcpv6) # interface po2

(

domain-name switch.ccnp

DLS1 (config-if) # ipvé dhcp server VLAN120-IPV6-POOL

Step 16: Test connectivity
As you did in step 9, test connectivity between the hosts using PING and TELNET.

Step 17: End of Lab

Use the tcl script “reset.tcl” created in Lab 1 to clear and reload all of your switches before the next lab.
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Lab 6-1, First Hop Redundancy Protocols — HSRP and VRRP

Topology
209.165.200.254
VLAN 99: 172.16.99.1 VLAN 99: 172.16.99.2
Fa0/11 DLS2
Fa0/6
Y | =
<— ’
U4
Host C Host D
VLAN99 8 P VLAN 40
172.16.99.100/24 5 172.16.40.100/24
A
lj Fa0/6) _’ (Po3)
— ALS1 Fa0/12 Fa0/12
Host A VLAN 99: 172.16.99.3 VLAN 99: 172.16.99.4 Host:B
VLAN 10 B N . VLAN 20
172.16.10.100/24 All Switch-to-Switch connections are 802.1q trunks 172.16.20.100/24
Gateway Addresses
VLAN Address
10 172.16.10.524
20 172.16.20.5/24
30 172.16.30.5/24
40 172.16.40.5/24
99 172.16.99.5/24
Objectives

Configure inter-VLAN routing with HSRP and load balancing
Configure HSRP authentication

Configure HSRP interface tracking

Configure VRRP

Configure VRRP object tracking

Hot Standby Router Protocol (HSRP) is a Cisco-proprietary redundancy protocol for establishing a fault-
tolerant default gateway. It is described in RFC 2281. HSRP provides a transparent failover mechanism to the
end stations on the network. This provides users at the access layer with uninterrupted service to the network
if the primary gateway becomes inaccessible.

The Virtual Router Redundancy Protocol (VRRP) is a standards-based alternative to HSRP and is defined in
RFC 3768. The two technologies are similar but not compatible.

This lab will offer configuration experience with both of the protocols in a phased approach.
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Some of the configurations in this lab will be used in subsequent labs. Please read carefully before clearing

your devices.

Note: This lab uses the Cisco WS-C2960-24TT-L switch with the Cisco IOS image ¢c2960-lanbasek9-mz.150-
2.SE6.bin and the Catalyst 3560V2-24PS switch with the Cisco 10S image c¢3560-ipservicesk9-mz.150-
2.SE6.hin. Other switches and Cisco I0OS Software versions can be used if they have comparable capabilities
and features. Depending on the switch model and Cisco I0S Software version, the commands available and

output produced might vary from what is shown in this lab.

Required Resources

e 2 switches (Cisco 2960 with the Cisco I0S Release 15.0(2)SE6 C2960-LANBASEK9-M image or

comparable)

e 2 switches (Cisco 3560v2 with the Cisco IOS Release 15.0(2)SE6 C3560-IPSERVICESK9-M image

or comparable)
e Ethernet and console cables
e 4 PC’s with Windows OS

Part 1: Prepare for the Lab

Step 1: Prepare the switches for the lab

Use the reset. tel script you created in Lab 1 “Preparing the Switch” to set your switches up for this lab.
Then load the file BASE.CFG into the running-config with the command copy flash:BASE.CFG

running-config. An example from DLS1:

DLS1# tclsh reset.tcl

Erasing the nvram filesystem will remove all configuration files!

[confirm]
[OK]

Erase of nvram: complete

Reloading the switch in 1 minute, type reload cancel to halt

Proceed with reload? [confirm]

*Mar 7 18:41:40.403: %SYS-7-NV_BLOCK INIT:

Reason: Reload command.

<switch reloads - output omitted>

Continue?

Initialized the geometry of nvram

*Mar 7 18:41:41.141: %SYS-5-RELOAD: Reload requested by console. Reload

Would you like to enter the initial configuration dialog? [yes/no]: n

Switch> en

*Mar 1 00:01:30.915: SLINK-5-CHANGED: Interface Vlanl,

administratively down
Switch# copy BASE.CFG running-config

Destination filename [running-config]?

184 bytes copied in 0.310 secs (594 bytes/sec)
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Step 2: Configure basic switch parameters.

Configure an IP address on the management VLAN according to the diagram. VLAN 1 is the default
management VLAN, but following best practice, we will use a different VLAN. In this case, VLAN 99.

Enter basic configuration commands on each switch according to the diagram.

DLS1 example:

DLS1# configure terminal

Enter configuration commands, one per line. End with CNTL/Z.
DLS1 (config) # interface wvlan 99

DLS1 (config-if)# ip address 172.16.99.1 255.255.255.0

DLS1 (config-if) # no shutdown

The interface VLAN 99 will not come up immediately, because the Layer 2 instance of the VLAN does not yet
exist. This issue will be remedied in subsequent steps

(Optional) On each switch, create an enable secret password and configure the VTY lines to allow remote
access from other network devices.

DLS1 example:

DLS1 (config) # enable secret class

DLS1 (config) # line vty 0 15

DLS1 (config-line) # password cisco

DLS1 (config-1line) # login

Note: The passwords configured here are required for NETLAB compatibility only and are NOT
recommended for use in a live environment.

Note(2): For purely lab environment purposes, it is possible to configure the VTY lines so that they accept
any Telnet connection immediately, without asking for a password, and place the user into the privileged
EXEC mode directly. The configuration would be similar to the following example for DLS1:
DLS1 (config) # enable secret class
DLS1
DLS1
DLS1 (config-line)# privilege level 15

config)# line vty 0 15

config-line) # no login

(
(
(
(

a. The access layer switches (ALS1 and ALS?2) are Layer 2 devices and need a default gateway to send
traffic outside of the local subnet. The distribution layer switches will not use a default gateway because
they are Layer 3 devices. Configure default gateways on the access layer switches. **The HSRP virtual
IP address 172.16.99.5 will be configured in subsequent steps.

ALS]1 (config) # ip default-gateway 172.16.99.5

Step 3: Configure trunks and EtherChannels between switches.

EtherChannel is used for the trunks because it allows you to utilize both Fast Ethernet interfaces that are
available between each device, thereby doubling the bandwidth.

Note: It is good practice to shut down the interfaces on both sides of the link before a port channel is created
and then re-enable them after the port channel is configured.

a. Configure trunks and EtherChannels from DLS1 and DLS2 to the other three switches according to the
diagram. The switchport trunk encapsulation {isl | dotlq} command is used because these switches
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also support ISL encapsulation. A sample configuration is provided. Not all of the commands listed below
will be used on all devices. Repeat and reference chapter 2 labs if you still are having difficulty with
implementing trunking between devices.

DLS1 (config) # interface range fastEthernet 0/x - x
DLS1 (config-if-range)# switchport trunk encapsulation dotlqg

(
(

DLS1 (config-if-range)# switchport mode trunk
(

DLS1 (config-if-range) # channel-group x mode desirable

DLS1 (config-if-range)# no shut

Creating a port-channel interface Port-channel x

Note: Repeat configurations on the other three switches.

b. Verify trunking between DLS1, ALS1, and ALS2 using the show interface trunk command on all

switches.

c. Verify the EtherChannel configuration

d. Which EtherChannel negotiation protocol is in use here?

Step 4: Configure VTP on DLS2, ALS1 and ALS2.

e. Change the VTP mode of ALS1 and ALS2 to client and VTP mode of DLS2 to server. A sample
configuration is provided.

ALS1 (config)# vtp mode client
Setting device to VTP CLIENT mode for VLANS.

f.  Verify the VTP changes.

Step 5: Configure VTP on DLS1 and create VLANS.
g. Create the VTP domain on VTP server DLS1 and create VLANSs 10, 20, 30, 40 and 99 for the domain.

NOTE: Switches default to vtp mode server. However, remember the base configuration modifies this
setting to vtp mode transparent.

DLS1 (config) # vtp domain SWLAB

DLS1 (config) # vtp version 2

DLS1 (config) # vtp mode server

Setting device to VTP Server mode for VLANS

DLS1
DLS1
DLS1
DLS1
DLS1
DLS1
DLS1
DLS1
DLS1
DLS1

config-vlan
config-vlan
config-vlan
config-vlan
config-vlan
config-vlan
config-vlan

~ o~~~ o~~~ o~~~

)
)
)
)
)
)
)
)

config) # vlan
config-vlan) #
config-vlan) #

#
#
#
#
#
#
#

vlan

vlan
name

Finance

20
Engineering
30
Server-Farml
40
Server-Farm2
99
Management

Verify VLAN propagation across the SWLAB domain.
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Step 6: Configure access ports.

h. Configure the host ports of all four switches. The following commands configure the switch port mode as
access, place the port in the proper VLANS, and turn on spanning-tree PortFast for the ports. A sample
configuration is provided for you.

DLS2 (config) # interface fastEthernet 0/6

DLS2 (config-if) # switchport mode access

DLS2 (config-if)# switchport access wvlan 40

DLS2 (config-if) # spanning-tree portfast

DLS2 (config-if) # no shutdown

Note: The switchport host command can be used to configure individual access ports. This command
automatically activates access mode, PortFast, and removes all associations of the physical switch port
with the port-channel interfaces (if there are any).

i. Configure PC’s with the IP addresses shown in the topology diagram. Use the address ending in .5 as the
gateway address for the respective VLANS.

j-  Ping from the Host A (VLAN 10) to Host D (VLAN 40). The ping should fail.

Are these results expected at this point? Why?

Step 7: Configure HSRP interfaces and enable routing.

HSRP provides redundancy in the network. The traffic can be load-balanced by using the standby group
priority priority command. The ip routing command is used on DLS1 and DLS2 to activate routing
capabilities on these Layer 3 switches.

Each route processor can route between the various SVIs configured on its switch. In addition to the real IP
address assigned to each distribution switch SVI, assign a third IP address in each subnet to be used as a
virtual gateway address. HSRP negotiates and determines which switch accepts information forwarded to the
virtual gateway IP address.

The standby command configures the IP address of the virtual gateway, sets the priority for each group, and
configures the router for preemption. Preemption allows the router with the higher priority to become the
active router after a network failure has been resolved. Notice that HSRP is not used in the command syntax
to implement HSRP.

In the following configurations, the priority for VLANs 10, 20, and 99 is 150 on DLS1, making it the active
router for those VLANs. VLANs 30 and 40 have the default priority of 100 on DLS1, making DLS1 the standby
router for these VLANSs. DLS2 is configured to be the active router for VLANs 30 and 40 with a priority of 150,
and the standby router for VLANs 10, 20, and 99 with a default priority of 100.

Note: It is recommended that the HSRP group number be mapped to VLAN number.

DLS1 (config) # ip routing

DLS1 (config) # interface loopback 200

DLS1 (config-if)# ip address 209.165.200.254 255.255.255.0

*NOTE: This loopback is used only for the purpose of testing HSRP state
changes. Both DLS1 and DLS2 will have this loopback configured.

DLS1 (config) # interface vlan 99
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DLS1 (config-if)# ip address 172.16.99.1 255.255.255.0
DLS1 (config-if)# standby 99 ip 172.16 99.5

DLS1 (config-if) # standby 99 preempt

DLS1 (config-if)# standby 99 priority 110

DLS1 (config-if) # exit

DLS1 (config) # interface wvlan 10

DLS1 (config-if)# ip address 172.16.10.1 255.255.255.0
DLS1 (config-if)# standby 10 ip 172.16.10.5

DLS1 (config-if) # standby 10 preempt

DLS1 (config-if) # standby 10 priority 110

DLS1 (config-if) # exit

DLS1 (config) # interface wvlan 20

DLS1 (config-if)# ip address 172.16.20.1 255.255.255.0
DLS1 (config-if) # standby 20 ip 172.16.20.5
DLS1 (config-if) # standby 20 preempt
DLS1 (config-if)# standby 20 priority 110
DLS1 (config-if) # exit

DLS1 (config) # interface wvlan 30

DLS1 (config-if)# ip address 172.16.30.1 255.255.255.0

DLS1 (config-if)# standby 30 ip 172.16.30.5

DLS1 (config-if) # standby 30 preempt

DLS1 (config-if)# exit

*NOTE: When the priority command is not present on the L3 interface, the HSRP
priority value defaults to 100.

DLS1 (config) # interface wvlan 40

DLS1 (config-if)# ip address 172.16.40.1 255.255.255.0
DLS1 (config-if) # standby 40 ip 172.16.40.5

DLS1 (config-if) # standby 40 preempt

DLS2 (config) # ip routing

DLS1 (config) # interface loopback 200

DLS1 (config-if)# ip address 209.165.200.254 255.255.255.0

*NOTE: This loopback is used only for the purpose of testing HSRP state
changes. Both DLS1 and DLS2 will have this loopback configured.

DLS2 (config) # interface vlan 99

DLS2 (config-if)# ip address 172.16.99.2 255.255.255.0
DLS2 (config-if) # standby 99 ip 172.16.99.5

DLS2 (config-if) # standby 99 preempt

DLS2 (config-if)# exit

DLS2 (config) # interface wvlan 10

DLS2 (config-if)# ip address 172.16.10.2 255.255.255.0
DLS2 (config-if) # standby 10 ip 172.16.10.5

DLS2 (config-if) # standby 10 preempt

DLS2 (config-if)# exit

DLS2 (config) # interface wvlan 20

DLS2 (config-if)# ip address 172.16.20.2 255.255.255.0
DLS2 (config-if)# standby 20 ip 172.16.20.5

DLS2 (config-if) # standby 20 preempt

DLS2 (config-if) # exit
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DLS2 (config) # interface wvlan 30
DLS2 (config-if)# ip address 172.16.30.2 255.255.255.0
DLS2 (config-if)# standby 30 ip 172.16.30.5
DLS2 (config-if) # standby 30 preempt
DLS2 (config-if) # standby 30 priority 110
DLS2 (config-if) # exit

DLS2 (config) # interface wvlan 40

DLS2 (config-if)# ip address 172.16.40.2 255.255.255.0
DLS2 (config-if)# standby 40 ip 172.16.40.5

DLS2 (config-if) # standby 40 preempt

DLS2 (config-if)# standby 40 priority 110

From Host A (VLAN 10) ping the HSRP virtual gateway address of 172.16.10.5.
C:\>ping 172.16.10.5

Pinging 172.16.10.5 with 32 bytes of data:

Reply from 172.16.10.
Reply from 172.16.10.
Reply from 172.16.10.
Reply from 172.16.10.

bytes=32 time=1lms TTL=127
bytes=32 time<lms TTL=127
bytes=32 time=1lms TTL=127
bytes=32 time<lms TTL=127

[S2BNC2 NG N

Ping statistics for 172.16.10.5:

Packets: Sent = 4, Received = 4, Lost = 0 (0% loss),
Approximate round trip times in milli-seconds:
Minimum = Oms, Maximum = lms, Average = 0ms

Now, start a continuous ping using the —t option to the loopback interface 209.165.200.254. The following is
from Host A (VLAN 10) to the address 209.165.200.254. This continuous ping will be used to analyze the
loss of connectivity experienced as result HSRP failover demonstration in coming in future steps.

C:\>ping 209.165.200.254 -t
Pinging 209.165.200.254 with 32 bytes of data:

Reply from 209.165.200.254: bytes=32 time=lms TTL=127
Reply from 209.165.200.254: bytes=32 time<lms TTL=127
Reply from 209.165.200.254: bytes=32 time=1lms TTL=127
Reply from 209.165.200.254: bytes=32 time<lms TTL=127
<output omitted>

Step 8: Verify the HSRP configuration.

In the output below, the last two digits (XX) in the MAC address (0000.0c07.acXX) correspond with the HSRP
group number. The MAC address is 0000.0c07.ac0Oa. The last two hexadecimal digits are Oa. These equate to
decimal # 10. Our HSRP configuration is group 10.

a. Issue the show standby command on both DLS1 and DLS2.

DLS1# show standby
Vlanl0 - Group 10
State is Active
2 state changes, last state change 00:01:36
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Virtual IP address is 172.16.10.5

Active virtual MAC address is 0000.0c07.acOa
Local virtual MAC address is 0000.0cO07.acOa (vl default)

Hello time 3 sec, hold time 10 sec
Next hello sent in 0.560 secs

Preemption enabled

Active router is local

Standby router is 172.16.10.2, priority 100 (expires in 10.704 sec)

Priority 150 (configured 150)

— 0@ . . )
Group name is "hsrp-V110-10" (default) Note that both the active priority and configured
V1lan20 - Group 20 priority are shown.
State is Active We configured the priority for this group at 150
2 state changes, last state change 00:01:27

Virtual IP address is 172.16.20.5
Active virtual MAC address is 0000.0c07.acl4
Local virtual MAC address is 0000.0c07.acld4 (vl default)
Hello time 3 sec, hold time 10 sec
Next hello sent in 2.192 secs
Preemption enabled
Active router is local
Standby router is 172.16.20.2, priority 100 (expires in 8.784 sec)
Priority 150 (configured 150)
Group name is "hsrp-vV120-20" (default)
V1an30 - Group 30
State is Standby
1 state change, last state change 00:01:10
Virtual IP address is 172.16.30.5
Active virtual MAC address is 0000.0c07.acle
Local virtual MAC address is 0000.0cO07.acle (vl default)
Hello time 3 sec, hold time 10 sec
Next hello sent in 0.160 secs
Preemption enabled
Active router is 172.16.30.2, priority 150 (expires in 9.392 sec)
Standby router is local
Priority 100 (default 100)
Group name is "hsrp-vV130-30" (default)
V1an40 - Group 40
State is Standby
1 state change, last state change 00:01:37
Virtual IP address is 172.16.40.5
Active virtual MAC address is 0000.0c07.ac28
Local virtual MAC address is 0000.0c07.ac28 (vl default)
Hello time 3 sec, hold time 10 sec
Next hello sent in 0.624 secs
Preemption enabled
Active router is 172.16.40.2, priority 150 (expires in 7.920 sec)
Standby router is local
Priority 100 (default 100)
Group name is "hsrp-V140-40" (default)
V1an99 - Group 99
State is Active
2 state changes, last state change 00:10:23
Virtual IP address is 172.16.99.5
Active virtual MAC address is 0000.0c07.ac63
Local virtual MAC address is 0000.0c07.ac63 (vl default)
Hello time 3 sec, hold time 10 sec
Next hello sent in 2.416 secs
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Preemption enabled
Active router is local
Standby router is 172.16.99.2, priority 100 (expires in 9.216 sec)
Priority 150 (configured 150)
Group name is "hsrp-vV199-99" (default)
DLS1#

DLS2# show standby
V1lanl0 - Group 10
State is Standby
1 state change, last state change 00:05:09
Virtual IP address is 172.16.10.5
Active virtual MAC address is 0000.0c07.acOa
Local virtual MAC address is 0000.0cO07.acOa (vl default)
Hello time 3 sec, hold time 10 sec
Next hello sent in 1.488 secs
Preemption enabled
Active router is 172.16.10.1, priority 150 (expires in 8.624 sec)
Standby router is local
Priority 100 (default 100)
Group name is "hsrp-v110-10" (default)
Vlan20 - Group 20
State is Standby
1 state change, last state change 00:05:03
Virtual IP address is 172.16.20.5
Active virtual MAC address is 0000.0c07.acl4
Local virtual MAC address is 0000.0c07.acld4 (vl default)
Hello time 3 sec, hold time 10 sec
Next hello sent in 0.336 secs
Preemption enabled
Active router is 172.16.20.1, priority 150 (expires in 8.640 sec)
Standby router is local
Priority 100 (default 100)
Group name is "hsrp-V120-20" (default)
V1an30 - Group 30
State is Active
2 state changes, last state change 00:05:26
Virtual IP address is 172.16.30.5
Active virtual MAC address is 0000.0cO07.acle
Local virtual MAC address is 0000.0c07.acle (vl default)
Hello time 3 sec, hold time 10 sec
Next hello sent in 0.416 secs
Preemption enabled
Active router is local
Standby router is 172.16.30.1, priority 100 (expires in 9.120 sec)
Priority 150 (configured 150)
Group name is "hsrp-V130-30" (default)
V1an40 - Group 40
State is Active
2 state changes, last state change 00:12:58
Virtual IP address is 172.16.40.5
Active virtual MAC address is 0000.0c07.ac28
Local virtual MAC address is 0000.0c07.ac28 (vl default)
Hello time 3 sec, hold time 10 sec
Next hello sent in 2.592 secs
Preemption enabled
Active router is local
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Standby router is 172.16.40.1, priority 100 (expires in 8.800 sec)

Priority 150
Group name 1is
V1an99 - Group 99
State is Standby
1 state change,

(configured 150)
"hsrp-vV140-40" (default)

Hello time 3 sec,
Next hello sent in 0.112 secs

Preemption enabled

last state change 00:05:29
Virtual IP address is 172.16.99.5
Active virtual MAC address is 0000.0c07.ac63
Local virtual MAC address is 0000.0c07.ac63 (vl default)
hold time 10 sec

Active router is 172.16.99.1, priority 150 (expires in 11.408 sec)
Standby router is local
Priority 100

DLS2#

(default 100)
Group name is "hsrp-v199-99" (default)

b. Issue the show standby brief command on both DLS1 and DLS2.

DLS1# sh stand bri

Interface
V110
V120
V130
V140
V199

Grp
10
20
30
40
99

Pri
150
150
100
100
150

DLS2# sh stand bri

Interface
V110
V120
V130
V140
V199

Grp
10
20
30
40
99

Pri
100
100
150
150
100

' g gy — o

©

' tu W U U tu — @

indicates configured to preempt.

State Active Standby
Active local 172.16.10.2
Active local 172.16.20.2
Standby 172.16.30.2 local
Standby 172.16.40.2 local
Active local 172.16.99.2

indicates configured to preempt.

State Active Standby
Standby 172.16.10.1 local
Standby 172.16.20.1 local
Active local 172.16.30.1
Active local 172.16.40.1
Standby 172.16.99.1 local

Virtual IP

172.
172.
172.
172.
172.

16.
020 o
16.
16.
16.

16

10.

30.
40.
99,

(G NN G2 I G RNC INE) |

Virtual IP

172.
172.
172.
172.
172.

16.
16.
16.
16.
16.

10.
20.
30.
40.
99.

(G INC NG I INE)]

Which router is the active router for VLANs 10, 20, and 99? Which is the active router for 30 and 40?

For VLANSs 10, 20 and 99, the active router is DLS1. For VLANs 30 and 40 the active router is

DLS2

What is the default hello time for each VLAN? What is the default hold time?

The default hello time is 3 seconds. The default hold time is 10

seconds.

How is the active HSRP router selected?
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The router with the highest priority is selected as the active HSRP router. If more routes share the highest
priority, the HSRP router with the highest IP address on the segment becomes the active router.

c. Usethe show ip route command to verify routing on both DLS1 and DLS2.

DLS1# show ip route | begin Gateway
Gateway of last resort is not set

172.16.0.0/16 is variably subnetted, 10 subnets, 2 masks

C 172.16.10.0/24 is directly connected, V1anlO

L 172.16.10.1/32 is directly connected, V1anlO

C 172.16.20.0/24 is directly connected, V1an20

L 172.16.20.1/32 is directly connected, Vl1an20

C 172.16.30.0/24 is directly connected, V1an30

L 172.16.30.1/32 is directly connected, V1an30

C 172.16.40.0/24 is directly connected, V1an40

L 172.16.40.1/32 is directly connected, V1an40

C 172.16.99.0/24 is directly connected, V1an99

L 172.16.99.1/32 is directly connected, V1an99
209.165.200.0/24 is variably subnetted, 2 subnets, 2 masks

C 209.165.200.0/24 is directly connected, Loopback200

L 209.165.200.254/32 is directly connected, Loopback200

DLS1#

Step 9: Verify connectivity between VLANS.

Verify connectivity between VLANSs using the ping command with a —t option from Host D (VLAN 40) to the
other hosts and servers on the network. Keep the ping running to evaluate loss of connectivity that will occur
in Step 11.

The following is from the Host D(VLAN 40) to the 209.165.200.254 address.
C:\>ping 209.165.200.254 -t

Pinging 209.165.200.254 with 32 bytes of data:

Reply from 209.165.200.254: bytes=32 time=1lms TTL=127
Reply from 209.165.200.254: bytes=32 time<lms TTL=127
Reply from 209.165.200.254: bytes=32 time=1lms TTL=127
Reply from 209.165.200.254: bytes=32 time<lms TTL=127
<output omitted>

Step 10: Verify HSRP functionally.

a. Verify HSRP by disconnecting the trunks to DLS2. You can simulate this using the shutdown command
on those interfaces.

DLS2 (config) # interface range fastEthernet 0/7 - 12
DLS2 (config-if-range)# shutdown

Output to the console at DLS1 should reflect DLS1 becoming the active router for VLANs 30 and 40.

b. Verify that DLS1 is acting as the backup default gateway for VLANs 30 and 40 using the show standby
brief command. DLS1 is now the active HSRP router for all VLANs and the standby router is unknown.
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DLS1# sh stand bri

P indicates configured to preempt.

\
Interface Grp Pri P State Active Standby Virtual IP
V110 10 150 P Active 1local unknown 172.16.10.5
V120 20 150 P Active 1local unknown 172.16.20.5
V130 30 100 P Active 1local unknown 172.16.30.5
V140 40 100 Active local unknown 172.16.40.5
V199 99 150 P Active 1local unknown 172.16.99.5

Repeat this process by bringing up the DLS2 trunks and shutting down the DLS1 interfaces. Use the show
standby brief command to see the results.

Note: If both DLS1 and DLS2 have links to the Internet, failure of either switch will cause HSRP to
redirect packets to the other switch. The functioning switch will take over as the default gateway to
provide virtually uninterrupted connectivity for hosts at the access layer.

Go back to Host A and Host D. The ping to 209.165.200.254 should still be running. Evaluate the loss of
connectivity the hosts experienced during the HSRP state change. The users should experience minimal
service disruption as a result of the HSRP state change.

Step 11: Apply HSRP authentication using MD5.

Now that we have successfully implemented default gateway redundancy in our network, we should think
about securing the HSRP communication between member devices. HSRP authentication prevents rogue
routers on the network from joining the HSRP group. Without authentication a rogue router could join the
group and claim the active role. The attacker would then be able to capture all the track forwarded to
attacker’s device. HSRP authentication can be configured using plain text or MD5. MD5 is the preferred
method. Using MD5 key, a hash is calculated on HSRP messages.

DLS1 (config) # int wvlan 10
DLS1 (config-if) # standby 10 authentication ?

WORD Plain text authentication string (8 chars max)
md5 Use MD5 authentication
text Plain text authentication

DLS1 (config-if) # standby 10 authentication md5 ?
key-chain Set key chain
key-string Set key string

With MD5 authentication, you can choose between a configuration using the key string or a key chain. Key
chains offer more options and security because you can have lifetime parameters associated with the
different keys. For simplicity, we will configure HSRP authentication using the key string option.

DLS1 (config-if) # standby 10 authentication md5 key-string ?
0 Specifies an UNENCRYPTED key string will follow
7 Specifies a HIDDEN key string will follow
WORD Key string (64 chars max)

DLS1 (config-if) # standby 10 authentication md5 key-string ciscol23
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*Mar 1 22:22:34.315: %HSRP-4-BADAUTH: Bad authentication from 172.16.10.2,
group 10, remote state Active

Notice as soon as this command was entered on DLS1 that we received a “bad authentication” message
display to the console screen. HSRP authentication is not yet configured on DLS2 therefore we expect for the
HSRP process to be disrupted. The output of the show standby brief command below confirms that

DLS2 is no longer the standby router for group 10. The standby router shows unknown.

DLS1# sh stand bri

P indicates configured to preempt.

\
Interface Grp Pri P State Active Standby Virtual IP
V110 10 110 P Active local unknown 172.16.10.5
V120 20 110 P Active local 172.16.20.2 172.16.20.5
V130 30 100 P Standby 172.16.30.2 local 172.16.30.5
V140 40 100 Standby 172.16.40.2 local 172.16.40.5
V199 99 110 P Active 1local 172.16.99.2 172.16.99.5

Now configure HSRP authentication for interface VLAN 10 on DLS2.
DLS2 (config-if)# standby 10 authentication md5 key-string ciscol23

*Mar 1 22:24:04.165: SHSRP-5-STATECHANGE: Vl1anl0 Grp 10 state Active -> Speak
*Mar 1 22:24:14.349: SHSRP-5-STATECHANGE: V1anlO Grp 10 state Speak -> Standby

Refer to the above output. Once the HSRP authentication with the correct key string were added to DLS2, the
HSRP state changed.

Verify the HSRP status of VLAN 10 on DLS1 and DLS2. DLS1 should be the active router for VLAN 10 while
DLS?2 is the standby.

DLS1# sh stand bri

P indicates configured to preempt.

\
Interface Grp Pri P State Active Standby Virtual IP
V110 10 110 P Active local 172.16.10.2 172.16.10.5
V120 20 110 P Active 1local 172.16.20.2 172.16.20.5
V130 30 100 P Standby 172.16.30.2 local 172.16.30.5
V140 40 100 Standby 172.16.40.2 local 172.16.40.5
V199 99 110 P Active 1local 172.16.99.2 172.16.99.5

Continue configuring HSRP authentication on the remaining HSRP groups used in this lab scenario.

CHALLENGE:
On one of the groups, implement HSRP authentication using a key chain instead of a key string.

Step 12: Configure HSRP interface tracking.
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Interface tracking enables the priority of a standby group router to be automatically adjusted, based on the
availability of the router interfaces. When a tracked interface becomes unavailable, the HSRP priority of the
router is decreased. When properly configured, the HSRP tracking features ensures that a router with an
unavailable key interface will relinquish the active router role.

Refer to the network topology, we will track availability to the 209.165.200.254 destination. Loopback 200 is
configured with this address and is used for testing HSRP interface tracking concepts.

HSRP can perform object and interface tracking. Configure an IP SLA reachability test on DLS1. Also create
an object that tracks this SLA test. HSRP will then be configured to track this object and decrease the priority
by a value that will cause an HSRP state change.

DLS1# conf t

DLS1 (config) # ip sla 10

DLS1 (config-ip-sla)# icmp-echo 209.165.200.254

DLS1 (config-ip-sla-echo)# frequency 5

DLS1 (config-ip-sla-echo)# ip sla schedule 10 life forever start-time now
DLS1 (config) # track 100 ip sla 10

DLS1 (config) # int wvlan 10

DLS1 (config-if) # standby 10 track 100 decrement 70

DLS1 (config-if) # exit

Verify SLA configuration using the show ip sla configuration and the show ip sla statistics
command.

Verify HSRP tracking configuration using the show standby command.

To test the HSRP tracked object, shut down the loopback 200 interface. Notice the messages displayed to
console screen concerning the tracked object 10. More significantly, notice the HSRP state change that
happened as a result of the failure of the SLA test.

DLS1 (config) # int lo 200

DLS1 (config-if)# shut

*Mar 1 23:29:32.072: $TRACKING-5-STATE: 1 interface Lo200 line-protocol Up-
>Down

*Mar 1 23:29:34.077: SLINK-5-CHANGED: Interface Loopback200, changed state to
administratively down

*Mar 1 23:29:35.084: SLINEPROTO-5-UPDOWN: Line protocol on Interface
Loopback200, changed state to down

*Mar 1 23:29:43.707: STRACKING-5-STATE: 100 ip sla 10 state Up->Down

*Mar 1 23:29:46.207: SHSRP-5-STATECHANGE: Vl1anlO Grp 10 state Active -> Speak
*Mar 1 23:29:57.691: SHSRP-5-STATECHANGE: Vl1anl0O Grp 10 state Speak -> Standby

Issue the show standby vlan 10 on DLS1 command to view how the new priority value.

DLS1# sh stand vlan 10
Vlanl0 - Group 10
State is Standby
4 state changes, last state change 01:33:49
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Virtual IP address is 172.16.10.5
Active virtual MAC address is 0000.0c07.ac0Oa
Local virtual MAC address is 0000.0c07.ac0Oa (vl default)
Hello time 3 sec, hold time 10 sec
Next hello sent in 0.752 secs
Authentication MD5, key-string
Preemption enabled
Active router is 172.16.10.2, priority 100 (expires in 9.488 sec)
Standby router is local
Priority 80 (configured 110)
Track object 100 state Down decrement 30
Group name is "hsrp-v110-10" (default)

Part 2: Implement VRRP.

Background: Your company is merging with another company that does not have all Cisco devices deployed
in their campus network. As a result, you need to change your first hop redundancy protocols from a
proprietary solution to an industry standard solution. In preparation for the next phase of this lab, remove all
HSRP configurations. Issuing the command no standby [group #] on the switched virtual interface (SVI)
will remove all HSRP commands configured on that SVI.

In the next phase of this lab, we will use the Virtual Router Redundancy Protocol (VRRP). VRRP is an
industry standard protocol that has many similarities to HSRP. HSRP elects an active and standby router to
participate in the HSRP process, while VRRP elects a Master and Backup. Although referred to by different
names, the operational concepts of the VRRP master and backup are similar to the HSRP active and standby
respectively.

Both HSRP and VRRP operation requires the use of a virtual router IP address, but VRRP can use an
address assigned to an interface on the device. In this case, the device automatically assumes the master
role and ignores the priority value in its role election process. Recall that preemption in HSRP must be
explicitly configured. VRRP uses preempt by default. The next lab will demonstrate the commands
necessary to run VRRP in a campus switched network.

Step 1. Implement VRRP on DLS1 and DLS2.

Assign the VRRP protocol to the switched virtual interfaces. DLS1 will be the master for VLANs 10, 20, and
99. DLS2 will be the master for VLANs 30 and 40. The priority values default to 100, with a higher priority
being preferred.

NOTE: The IP address shown in the example below has previously been configured in earlier steps of the
lab. It is displayed here to show a complete configuration.

DLS1 (config) # interface Vl1anlO

DLS1 (config-if) # ip address 172.16.10.1 255.255.255.0
DLS1 (config-if)# vrrp 10 ip 172.16.10.5

DLS1 (config-if) # vrrp 10 priority 150

*Only use the vrrp x priority command on the interfaces in which you desire this switch to be the
master forwarder.

Repeat these commands as necessary to implement VRRP on all SVIs on DLS1 and DLS2 switches.
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Verify VRRP operation using the following show commands: show vrrp. Ensure DLS1 is the master for
VLANSs 10, 20 and 99 and backup for VLANs 30 and 40, and DLS2 is the master for VLANs 30 and 40 and

backup for VLANSs 10, 20, and 99.

DLS1# show vrrp

V1lanl0 - Group 10
State is Master
Virtual IP address is 172.16.10.5
Virtual MAC address is 0000.5e00.010a
Advertisement interval is 1.000 sec
Preemption enabled
Priority is 150

Master Router is 172.16.10.1 (local), priority is 150

Master Advertisement interval is 1.000 sec
Master Down interval is 3.414 sec

V1lan20 - Group 20
State is Master
Virtual IP address is 172.16.20.5
Virtual MAC address is 0000.5e00.0114
Advertisement interval is 1.000 sec
Preemption enabled
Priority is 150

Master Router is 172.16.20.1 (local), priority is 150

Master Advertisement interval is 1.000 sec
Master Down interval is 3.414 sec

V1lan30 - Group 30
State is Backup
Virtual IP address is 172.16.30.5
Virtual MAC address is 0000.5e00.011le
Advertisement interval is 1.000 sec
Preemption enabled
Priority is 100

Master Router is 172.16.30.2, priority is 150

Master Advertisement interval is 1.000 sec

Master Down interval is 3.609 sec (expires in 3.475 sec)

Vl1an40 - Group 40
State is Backup
Virtual IP address is 172.16.40.5
Virtual MAC address is 0000.5e00.0128
Advertisement interval is 1.000 sec
Preemption enabled
Priority is 100

Master Router is 172.16.40.2, priority is 150

Master Advertisement interval is 1.000 sec

Master Down interval is 3.609 sec (expires in 2.930 sec)

V1an99 - Group 99
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State is Master

Virtual IP address is 172.16.99.5

Virtual MAC address is 0000.5e00.0163

Advertisement interval is 1.000 sec

Preemption enabled

Priority is 150

Master Router is 172.16.99.1 (local), priority is 150
Master Advertisement interval is 1.000 sec

Master Down interval is 3.414 sec

View the show vrrp output on DLS2.

DLS2# sh vrrp

Vlanl0 - Group 10
State is Backup
Virtual IP address is 172.16.10.5
Virtual MAC address is 0000.5e00.010a
Advertisement interval is 1.000 sec
Preemption enabled
Priority is 100
Master Router is 172.16.10.1, priority is 150
Master Advertisement interval is 1.000 sec
Master Down interval is 3.609 sec (expires in 3.097 sec)

V1an20 - Group 20
State is Backup
Virtual IP address is 172.16.20.5
Virtual MAC address is 0000.5e00.0114
Advertisement interval is 1.000 sec
Preemption enabled
Priority is 100
Master Router is 172.16.20.1, priority is 150
Master Advertisement interval is 1.000 sec
Master Down interval is 3.609 sec (expires in 2.736 sec)

Vl1an30 - Group 30
State is Master
Virtual IP address is 172.16.30.5
Virtual MAC address is 0000.5e00.011e
Advertisement interval is 1.000 sec
Preemption enabled
Priority is 150
Master Router is 172.16.30.2 (local), priority is 150
Master Advertisement interval is 1.000 sec
Master Down interval is 3.414 sec

V1an40 - Group 40

State is Master
Virtual IP address is 172.16.40.5
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Virtual MAC address is 0000.5e00.0128
Advertisement interval is 1.000 sec
Preemption enabled

Priority is 150

Master Router is 172.16.40.2 (local), priority is 150

Master Advertisement interval is 1.000 sec
Master Down interval is 3.414 sec

V1an99 - Group 99
State is Backup
Virtual IP address is 172.16.99.5
Virtual MAC address is 0000.5e00.0163
Advertisement interval is 1.000 sec
Preemption enabled
Priority is 100
Master Router is 172.16.99.1, priority is 150
Master Advertisement interval is 1.000 sec

Master Down interval is 3.609 sec (expires in 3.206 sec)

You can also use the show vrrp brief command to view a summary of the VRRP configuration.

DLS1# show vrrp brief

Interface Grp Pri Time Own Pre State

V110 10 150 3414 Y Master
V120 20 150 3414 Y Master
V130 30 100 3609 Y Backup
V140 40 100 3609 Y Backup
V199 99 150 3414 Y Master

DLS24# show vrrp brief

Interface Grp Pri Time Own Pre State

V110 10 100 3609 Y Backup
V120 20 100 3609 Y Backup
V130 30 150 3414 Y Master
V140 40 150 3414 Y Master
V199 99 100 3609 Y Backup

Step 2: Configure VRRP tracking.

Master

172.
172.
172.
172.
172.

16.
16.
16.
16.
16.

Master

172.
172.
172.
172.

172
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16.
16.
.16.

addr
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172.
172.
172.
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Group addr

172.
172.
172.
172.

172

16.
16.
16.
16.
.16.

10.
20.
30.
40.
99.

(G2 C2 I E INE N E)]

As you may recall from earlier, HSRP can perform interface tracking and object tracking. VRRP can only
perform object tracking. As with the HSRP scenario, we are simulating connectivity to the 209.165.200.254
address in the cloud. Create an object that tracks the line protocol status of the interface loopback 200 with
this address. Once the object is created, configure VRRP to track the object and to decrease the priority to a
value that would cause a state change between the Master and Backup devices. Recall that we configured
the priority values to 150 on the Master devices. The Backup devices priority defaults to 100. To cause the
state change, we would need to decrease the priority by at least 60. A sample configuration is provided for

you below.

DLS1 (config) # track 1 int loop 200 line-protocol

DLS1 (config-track)# int vlan 99
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DLS1 (config-if)# vrrp 99 track 1 decrement 60

CHALLENGE:
Step 3: Alternative option for VRRP configuration

Remove the VRRP commands from the interfaces and implement VRRP using the IP addresses assigned to
the SViIs.

NOTE: The IP addresses shown in the examples below have previously been configured in earlier steps of
the lab. They are displayed here to show a complete configuration.

e On DLS1, configure VRRP using the IP addresses assigned to interfaces VLAN 10 as the virtual router
IP. A sample configuration is provided for you below.

¢ Do not configure the VRRP priority.

DLS1 (config) # interface V1anlO
DLS1 (config-if)# ip address 172.16.10.1 255.255.255.0
DLS1 (config-if)# vrrp 10 ip 172.16.10.1

e OnDLS2, use the IP address assigned to interfaces VLAN 30.

DLS2 (config) # interface V1an30
DLS2 (config-if) # ip address 172.16.30.2 255.255.255.0
DLS2 (config-if) # vrrp 10 ip 172.16.30.2

e Observe VRRP results. DLS1 should automatically become the Master for VLAN 10 and Backup for
VLAN 30.

e DLS2 should become the Master for VLAN 30 and become the backup for VLAN 10.

Step 3: End of Lab

Do not save your configurations. The equipment will be reset for the next lab.
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Lab 6-2, Hot Standby Router Protocol for IPV6

Topology

LoO
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EIGRP 1
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X=98,100,110,120,200 7[¢

DLS2

DLS2 IPs: IPs: 2001.DB8: CAFE x D264

i/
,Ic #=98,100,110,120,200

FO/1 Fo/2
Link-local Address (allinterfaces) F0/18 ALST Int VLANSY: 2001 DES:CAFE 99::41/64
R1-FE80:1  DLS1-FE80:D1
R2-FE80:2 DLS2-FE80::D2
R3-FE80:3  ALS1-FES0:A1 I:\
- |
b—l Vitp Mode DLS1, DLS2 — Server

99 Management  2001:DB8:CAFE:99::/64 HostB ALS1-Client
100 Servers 2001:DB8:CAFE:100::/64 VLAN 99 VTPDomain | SWITCHLAB
FETEN 2001:DB8:CAFE:110::/64 PVRST+ DLS1 Root for VLANs 99, 110, 120

. DLS2 Active for VLANs 100, 200
120 Office 2001:DB8:CAFE:120::/64

HSRPVE DLS1 Active for VLANs 99, 110, 120

200 Voice 2001:DBS:CAFE:200::/64 DLS2 Active for VLANs 100, 200

Objective
e Configure inter-VLAN routing with HSRP for IPV6 to provide redundant, fault-tolerant routing to the
internal network.
e Configure HSRP object tracking
e Adjust HSRP times for optimization.

Background

Hot Standby Router Protocol (HSRP) version 2 is a Cisco-proprietary redundancy protocol for establishing a
fault-tolerant default gateway. It is described in RFC 2281. HSRP provides a transparent failover mechanism
to the end stations on the network. This provides users at the access layer with uninterrupted service to the
network if the primary gateway becomes inaccessible. The Virtual Router Redundancy Protocol (VRRP) is a
standards-based alternative to HSRP and is defined in RFC 3768. The two technologies are similar but not
compatible. This lab focuses on HSRP.
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Note: This lab uses Cisco ISR G2 routers running Cisco I0OS 15.4(3) images with IP Base and Security
packages enabled, and Cisco Catalyst 3560 and 2960 switches running Cisco 10S 15.0(2) IP Services and
LAN Base images, respectively. The switches have Fast Ethernet interfaces, so the routing metrics for all
Ethernet links in the labs are calculated based on 100 Mb/s, although the routers have Gigabit Ethernet
interfaces. The 3560 and 2960 switches are configured with the SDM templates “dual-ipv4-and-ipv6 routing”
and “lanbase-routing”, respectively. Depending on the router or switch model and Cisco I0S Software
version, the commands available and output produced might vary from what is shown in this lab. Catalyst
3650 switches (running any Cisco 10S XE release) and Catalyst 2960-Plus switches (running any Cisco I0S
image) can be used in place of the Catalyst 3560 switches and the Catalyst 2960 switches.

Note(2): This lab's topology is based on the NETLAB Multi-Purpose Academy Pod (MAP). If your classroom
is using the standard Cuatro Switch Pod, the PC names may be different than displayed here. Consult with
your instructor.

Required Resources

¢ 1 switches (Cisco 2960 with the Cisco IOS Release 15.0(2)SE6 C2960-LANBASEK9-M image or
comparable)

o 2 switches (Cisco 3560 with the Cisco I0S Release 15.0(2)SE6 C3560-IPSERVICESK9-M image or
comparable)

e Ethernet and console cables

e 1PC

Implement HSRP for IPv6

Step 1: Prepare the switches for the lab

Use the reset. tel script you created in Lab 1 “Preparing the Switch” to set your switches up for this lab.
Then load the file BASE.CFG into the running-config with the command copy flash:BASE.CFG
running-config. An example from DLS1:

DLS1# tclsh reset.tcl

Erasing the nvram filesystem will remove all configuration files! Continue? [confirm]
[OK]

Erase of nvram: complete

Reloading the switch in 1 minute, type reload cancel to halt

Proceed with reload? [confirm]

*Mar 7 18:41:40.403: %$SYS-7-NV_BLOCK INIT: Initialized the geometry of nvram

*Mar 7 18:41:41.141: %SYS-5-RELOAD: Reload requested by console. Reload Reason:
Reload command.

<switch reloads - output omitted>

Would you like to enter the initial configuration dialog? [yes/nol: n
Switch> en

*Mar 1 00:01:30.915: RLINK-5-CHANGED: Interface Vlanl, changed state to
administratively down
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Switch# copy BASE.CFG running-config
Destination filename [running-config]?

184 bytes copied in 0.310 secs (594 bytes/sec)

Step 2: Configure basic switch parameters.

Configure an IP address on the management VLAN according to the diagram. VLAN 1 is the default
management VLAN, but following best practice, we will use a different VLAN. In this case, VLAN 99.

Enter basic configuration commands on each switch according to the diagram. Each interface should be
configured with a global unicast address and a statically assigned link-local address. Please refer to the
table on the topology diagram for the address information.

DLS1 example:

DLS1# configure terminal

Enter configuration commands, one per line. End with CNTL/Z.
DLS1 (config)# interface vlan 99

DLS1 (config-if)# ipv6é address 2001:DB8:CAFE:99::D1/64

DLS1 (config-if) # ipv6é address fe80::d1 link-local

DLS1 (config-if) # no shutdown

The interface VLAN 99 will not come up immediately, because the layer 2 instance of the vlan has not yet
been defined. This issue will be remedied in subsequent steps.

(Optional) On each switch, create an enable secret password and configure the VTY lines to allow remote
access from other network devices.

DLS1 example:

DLS1 (config)# enable secret class
config)# line vty 0 15

DLS1
DLS1 (config-line)# login

config-line) # password cisco

(
(
(
(

Note: The passwords configured here are required for NETLAB compatibility only and are NOT
recommended for use in a live environment.

Note(2): For purely lab environment purposes, it is possible to configure the VTY lines so that they accept
any Telnet connection immediately, without asking for a password, and place the user into the privileged
EXEC mode directly. The configuration would be similar to the following example for DLS1:
DLS1 (config) # enable secret class
DLS1
DLS1
DLS1 (config-line) # privilege level 15

config) # line vty 0 15
config-line)# no login

(
(
(
(

Step 3: Configure trunks and EtherChannels between switches.

© 2015 Cisco and/or its affiliates. All rights reserved. This document is Cisco Public.

EtherChannel is used for the trunks because it allows you to utilize both Fast Ethernet interfaces that are
available between each device, thereby doubling the bandwidth.

Note: It is good practice to shut down the interfaces on both sides of the link before a port channel is created
and then re-enable them after the port channel is configured; recall that BASE.CFG shut all interfaces down.

c. Configure trunks and EtherChannels from DLS1, DLS2, and ALS1 according to the diagram. Use PaGP
as the negotiation protocol for EtherChannel configurations. **Refer to diagram for port channel numbers.
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DLS1 (config) # interface range fastEthernet 0/1-2
DLS1

(

(config-if-range)# switchport trunk encapsulation dotlg
DLS1 (config-if-range

(

) # switchport mode trunk
DLS1 (config-if-range) # channel-group 1 mode desirable
DLS1 (config-if-range) # no shut

Creating a port-channel interface Port-channel 1

d. Verify trunking and EtherChannel configurations between all switches with the appropriate trunking and
EtherChannel verification commands.

Step 4: Configure VTP on all switches according to the VTP information on the diagram.

a. A sample configuration is provided for you.

DLS2 (config) # vtp mode server
Setting device to VTP Server mode for VLANS

NOTE: Switches default to vip mode server. However, remember the base configuration modifies this setting
to vtp mode transparent.

Repeat similar configurations on ALS1.

b. Verify the VTP changes.

Step 5: Configure VTP on DLS1.
a. Create the VTP domain on VTP server DLS1 and create VLANs 99, 100, 110, 120, 200, for the domain.

NOTE: Switches default to vip mode server. However, remember the base configuration modifies this
setting to vtp mode transparent.

DLS1 (config)# vtp domain SWITCHLAB

DLS1 (config) # vtp version 2

DLS1 (config) # vtp mode server

Setting device to VTP Server mode for VLANS

DLS1 (config) # vlan 99

DLS1 (config-vlan) # name Management
DLS1 (config-vlan) # vlan 100

name Servers
vlan 110

DLS1 (config-vlan) #
config-vlan) #

DLS1 (config-vlan) # name Guest
# vlan 120

# name office
# vlan 200

#

name Voice

DLS1 (config-vlan

(
(
(
(
(
(
(
(
DLS1 (config-vlan

(

)
)
)
)
DLS1 (config-vlan)
)
)
)

DLS1 (config-vlan

b. Verify that VLANSs propagated to the other switches in the network.

© 2015 Cisco and/or its affiliates. All rights reserved. This document is Cisco Public. Page 114 of 186



CCNPv7.1 SWITCH: Lab 1 — Preparing the Switch

Step 6: Configure HSRPv6 interfaces and enable IPV6 routing with EIGRP.

HSRP provides redundancy in the network. Traffic can be load-balanced by using the standby group
priority priority command. The ipvé unicast-routing command is used on DLS1 and DLS2 to
activate ipv6 routing capabilities on these Layer 3 switches.

Each route processor can route between the various SVIs configured on its switch. In addition to the real IP
address assigned to each distribution switch SVI, assign a third IP address in each subnet to be used as a
virtual gateway address. HSRP negotiates and determines which switch accepts information forwarded to the
virtual gateway IP address.

The standby command configures the IP address of the virtual gateway, sets the priority for each VLAN, and
configures the router for preemption. Preemption allows the router with the higher priority to become the
active router after a network failure has been resolved. HSRP version 2 must be implemented for support of
IPv6. This is accomplised by using the standby version 2 command on every interface required.

The standby x ipv6 autoconfig command, where X is the assigned HSRP group number, is used to
assign the group an automatically generated virtual ipv6 address.

DLS1 is configured to be the active router for VLANs 99, 110, and 120 with a configured priority of 110, and
the standby router for VLANs 100 and 200 with the default priority of 100.

DLS2 is configured to be the active router for VLANs 100 and 200 with a configured priority of 110, and the
standby router for VLANs 99, 110, and 120 with a default priority of 100.

Note: Itis recommended that the HSRP group number be mapped to VLAN number.

DLS1 (config) # ipv6é unicast-routing

DLS1 (config)# ipv6é router eigrp 1

DLS1 (config-router)# no shutdown

DLS1 (config-router)# router-id 1.1.1.1

DLS1 (config-router)# exit

DLS1 (config) # interface FastEthernet0/5

DLS1 (config-if)# no switchport

DLS1 (config-if ipv6é address FE80::D1 link-local
DLS1 (config-if ipvé address 2001:DB8:CAFE:20::D1/64
DLS1 (config-if ipvé eigrp 1

DLS1 (config-if no shutdown

DLS1 (config-if)# exit

DLS1 (config) # interface vlan 99

DLS1 (config-if) # standby version 2

DLS1 (config-if) # standby 99 ipvé autoconfig

DLS1 (config-if standby 99 priority 110

(
(
(
(
(
(
(c
( ) #
( ) #
( )
( )
(
(
(
( )
( ) #
DLS1 (config-if) # standby 99 preempt
( ) #
( ) #
(
(
(
(
(
(
(
(
(
(
(
(
(
(

#
#

DLS1 (config-if ipvé eigrp 1

DLS1 (config-if no shutdown

DLS1 (config-if)# exit

DLS1 (config) # interface wvlan 100

DLS1 (config-if)# ipv6é address 2001:DB8:CAFE:100::D1/64

DLS1 (config-if ipv6é address FE80::D1 link-local

) #
DLS1 (config-if) # standby version 2
DLS1 (config-if) # standby 100 ipvé autoconfig
DLS1 (config-if) # standby 100 preempt
DLS1 (config-if)# ipvé eigrp 1
) #

DLS1 (config-if no shutdown

DLS1 (config-if)# exit

DLS1 (config) # interface vlan 110

DLS1 (config-if) # ipv6é address 2001:DB8:CAFE:110::D1/64
DLS1 (config-if)# ipv6 address FE80::D1 link-local

DLS1 (config-if) # standby version 2
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DLS1 (config-if) # standby 110 ipvé autoconfig
DLS1 (config-if) # standby 110 priority 110
DLS1 (config-if)# standby 110 preempt
DLS1 (config-if)# ipvé eigrp 1

)

DLS1 (config-if) # no shutdown

DLS1 (config-if) # exit

DLS1 (config) # interface vlan 120

DLS1 (config-if)# ipv6é address 2001:DB8:CAFE:120::D1/64
DLS1 (config-if)# ipv6é address FE80::D1 link-local

DLS1 (config-if standby version 2
DLS1 (config-if standby 120 ipv6é autoconfig
DLS1

DLS1 (config-if ipvé eigrp 1

DLS1 (config-if no shutdown

DLS1 (config-if)# exit

DLS1 (confiqg) # interface wvlan 200

DLS1 (config-if)# ipv6é address 2001:DB8:CAFE:200::D1/64

(

(

(

(

(

(

(

(

( )

( ) #

( ) #

(config-if) # standby 120 priority 110
DLS1 (config-if) # standby 120 preempt

( ) #

( ) #

(

(

(

(

(

(

(

(

(

DLS1 (config-if)# ipv6é address FE80::D1 link-local
standby version 2
standby 200 ipv6é autoconfig

DLS1 (config-if) #
#
# standby 200 preempt
#
#

)
)
DLS1 (config-if)
DLS1 (config-if)
DLS1 )
DLS1 )

config-if
config-if

ipvé eigrp 1
no shutdown

DLS2 (config) # ipv6é unicast-routing

DLS2 (config) # ipv6é router eigrp 1

DLS2 (config-router)# router-id 2.2.2.2

DLS2 (config-router)# no shutdown

DLS2 (config-router)# exit

DLS2 (config) # interface FastEthernet0/5

DLS2 (config-if) # no switchport

DLS2 (config-if)# ipv6é address FE80::d2 link-local

DLS2 (config-if)# ipv6é address 2001:DB8:CAFE:212::D2/64

DLS2 (config-if)# ipv6é eigrp 1

DLS2 (config-if) # no shutdown

DLS2 (config-if) # exit

DLS2 (config) # interface wvlan 99

DLS2 (config-if)# ipv6é address fe80::d2 link-local

DLS2 (config-if) # standby version 2

DLS2 (config-if) # standby 99 ipv6é autoconfig

DLS2 (config-if) # standby 99 preempt

DLS2 (config-if)# ipvé eigrp 1

DLS2 (config-if) # no shutdown

DLS2 (config-if)# exit

DLS2 (config) # interface wvlan 100

DLS2 (config-if)# ipv6é address 2001:DB8:CAFE:100::D2/64

DLS2 (config-if ipv6é address FE80::D2 link-local

DLS2 (config-if
(
(
(
(
(
(

) #

) # standby version 2
DLS2 (config-if) # standby 100 ipvé autoconfig
DLS1 (config-if) # standby 100 priority 110
DLS2 (config-if) # standby 100 preempt
DLS2 (config-if)# ipvé eigrp 1
DLS2 (config-if) # no shutdown
DLS2 (config-if)# exit
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DLS2 (config) # interface vlan 110

DLS2 (config-if) # ipv6é address 2001:DB8:CAFE:110::D2/64
DLS2 (config-if)# ipv6é address FE80::D2 link-local

DLS2 (config-if) # standby version 2

DLS2 (config-if) # standby 110 ipvé autoconfig
DLS2 (config-if) # standby 110 preempt

DLS2 (config-if) # ipvé eigrp 1

DLS2 (config-if) # no shutdown

DLS2 (config-if) # exit

DLS2 (config) # interface vlan 120

DLS2 (config-if) # ipv6é address 2001:DB8:CAFE:120::D2/64
DLS2 (config-if)# ipv6é address FE80::D2 link-local
DLS2 (config-if) # standby version 2

DLS2 (config-if) # standby 120 ipvé autoconfig
DLS2 (config-if) # standby 120 preempt

DLS2 (config-if)# ipvé eigrp 1

DLS2 (config-if) # no shutdown

DLS2 (config-if) # exit

DLS2 (config) # interface wvlan 200

DLS2 (config-if) # ipvé address 2001:DB8:CAFE:200::D2/64
DLS2 (config-if) # ipv6é address FE80::D2 link-local
DLS2 (config-if) # standby version 2

DLS2 (config-if) # standby 200 ipvé autoconfig
DLS1 (config-if) # standby 200 priority 110
DLS2 (config-if) #

DLS2 (config-if) #

DLS2 (config-if) #

standby 200 preempt
ipv6 eigrp 1
no shutdown

Step 7: Verify the HSRP configuration.

e. Issue the show standby command on both DLS1 and DLS2. Notice that the command to view HSRPv6

configuration is the same command used in implementing HSRPvA4.

DLS1# sh standby
V1an99 - Group 99 (version 2)
State is Active
4 state changes, last state change 00:05:05

Link-Local Virtual IPv6 address is FE80::5:73FF:FEA0:63

Active virtual MAC address is 0005.73a0.0063

Local virtual MAC address is 0005.73a0.0063 (v2 IPv6 default)

Hello time 3 sec, hold time 10 sec
Next hello sent in 1.776 secs

Preemption enabled

Active router is local

Standby router is FE80::D2, priority 100 (expires in 10.336 sec)

Priority 110 (configured 110)
Group name is "hsrp-V199-99" (default)
V1anl00 - Group 100 (version 2)
State is Standby
3 state changes, last state change 00:04:45

Link-Local Virtual IPv6 address is FE80::5:73FF:FEAQ:64

Active virtual MAC address is 0005.73a0.0064

Local virtual MAC address is 0005.73a0.0064 (v2 IPv6e default)

Hello time 3 sec, hold time 10 sec
Next hello sent in 0.080 secs
Preemption enabled
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(conf auto EUIG64)

(conf auto EUIG4)
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Active router is FE80::D2, priority 110 (expires in 10.672 sec)
MAC address is e840.406f.6e43
Standby router is local
Priority 100 (default 100)
Group name is "hsrp-v1100-100" (default)
Vlanll0 - Group 110 (version 2)
State is Active
4 state changes, last state change 00:04:59
Link-Local Virtual IPv6 address is FE80::5:73FF:FEAQ0:6E (conf auto EUI64)
Active virtual MAC address is 0005.73a0.006e
Local virtual MAC address is 0005.73a0.006e (v2 IPv6o default)
Hello time 3 sec, hold time 10 sec
Next hello sent in 0.448 secs
Preemption enabled
Active router is local
Standby router is FE80::D2, priority 100 (expires in 9.184 sec)
Priority 110 (configured 110)
Group name is "hsrp-V1110-110" (default)
V1anl20 - Group 100 (version 2)
State 1is Active
4 state changes, last state change 00:05:00
Link-Local Virtual IPv6 address is FE80::5:73FF:FEA0:64 (conf auto EUIo64)
Active virtual MAC address is 0005.73a0.0064
Local virtual MAC address is 0005.73a0.0064 (v2 IPveo default)
Hello time 3 sec, hold time 10 sec
Next hello sent in 2.512 secs
Preemption enabled
Active router is local
Standby router is FE80::D2, priority 100 (expires in 9.840 sec)
Priority 110 (configured 110)
Group name is "hsrp-v1120-100" (default)
V1an200 - Group 100 (version 2)
State is Standby
3 state changes, last state change 00:04:45
Link-Local Virtual IPv6 address is FE80::5:73FF:FEA0:64 (conf auto EUIG64)
Active virtual MAC address is 0005.73a0.0064
Local virtual MAC address is 0005.73a0.0064 (v2 IPvo default)
Hello time 3 sec, hold time 10 sec
Next hello sent in 2.352 secs
Preemption enabled
Active router is FE80::D2, priority 110 (expires in 9.856 sec)
MAC address is e840.406f.6ed6
Standby router is local
Priority 100 (default 100)
Group name is "hsrp-vV1200-100" (default)
DLS1#

f. Issue the show standby brief command on both DLS1 and DLS2.
DLS1# sh stand bri

P indicates configured to preempt.

|
Interface Grp Pri P State Active Standby Virtual IP
V199 99 110 P Active local FE80::D2 FE80::5:73FF:FEA0:63
V1100 100 100 P Standby FE80::D2 local FE80::5:73FF:FEAQ: 64
V1110 110 110 P Active local FE80::D2 FE80::5:73FF:FEAQ: 6E
V1120 100 110 P Active 1local FE80::D2 FE80::5:73FF:FEAQ: 64
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V1200 100 100 P Standby FE80::D2 local FE80::5:73FF:FEAQ: 64
DLS1#
DLS2# sh standby brief

P indicates configured to preempt.

|
Interface Grp Pri P State Active Standby Virtual IP
V199 99 100 P Standby FE80::D1 local FE80::5:73FF:FEA0:63
V1100 100 110 P Active 1local FE80::D1 FE80::5:73FF:FEAO: 64
V1110 110 100 P Standby FE80::D1 local FE80::5:73FF:FEAQ: 6E
V1120 100 100 P Standby FE80::D1 local FE80::5:73FF:FEAOQ: 64
V1200 100 110 P Active local FE80::D1 FE80::5:73FF:FEAQ: 64
DLS2#

Referencing the above output, notice that the virtual IPv6 address for each HSRP group was automatically
generated using EUI-64 format and that the address is a link-local address. This happened as a result of the
standby x ipvé6 autoconfig command being entered on the interface.

Part 2: Configure Interface Tracking.

Step 8: Configure routers R1, R2, and R3.

a. Configure EIGRP version 6 routing between R1, R2, and R3. Use the global unicast addresses and link-
local addresses shown in the topology.

b. Manually set the router-id on these devices. Use the chart listed below.

R1 11.11.11.11
R2 12.12.12.12
R3 3.3.3.3

e. Verify connectivity throughout the network. If for some reason you do not have full connectivity, stop and
troubleshoot routing before continuing with the next step in the lab.

Step 2: Configure interface tracking with HSRPv6.

Interface tracking is used to monitor interfaces that affect HSRP operation. If DLS1 is the active router for
VLANSs 99,110 and 120 forwarding to destination address 2001:db8:café:201::2 (located at router R2) and the
connection between DLS1 and R1 is lost, DLS1 would have to reroute traffic over to DLS2. DLS2 would then
forward traffic to the specified destination.

In order to prevent this from happening, we will tell HSRP to track the interface connected to R1. If that
interface goes down, we will decrement the priority assigned to the interface by enough to cause DLS2 to
take over as the active router.

If no decrement value is configured as a part of the interface tracking configuration, the default decrement is
10. The default can be used as long as the standby forwarder has a priority that is within 10 of the active
forwarder.

DLS1 (config-if) # standby 99 track ?
<1-1000> Tracked object number
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Async
Auto-Template
BVI

Async interface
Auto-Template interface
Bridge-Group Virtual Interface

CTunnel CTunnel interface

Dialer Dialer interface
FastEthernet FastEthernet IEEE 802.3
Filter Filter interface

Filtergroup Filter Group interface
GigabitEthernet GigabitEthernet IEEE 802.3z
GroupVI Group Virtual interface

Lex Lex interface

Loopback Loopback interface
Port-channel Ethernet Channel of interfaces
Portgroup Portgroup interface
Pos-channel POS Channel of interfaces
Tunnel Tunnel interface

Vif PGM Multicast Host interface
Virtual-TokenRing Virtual TokenRing

Vlan Catalyst Vlans

fcpa Fiber Channel

DLS1 (config-if) # standby 99 track fastEthernet 0/5 ?
<1-255> Decrement wvalue
<cr>

DLS1 (config) # interface wvlan 99
DLS1 (config-if) # standby 99 track fastEthernet 0/5 30

DLS1 (config) # interface vlan 110
DLS1 (config-if)# standby 110 track fastEthernet 0/5 30

DLS1 (config) # interface wvlan 120
DLS1 (config-if) # standby 120 track fastEthernet 0/5 30

NOTE: Repeat on DLS2 to track interface FO/5 for SVIs 100 and 200. Use a decrement value of 30.

Step 3: Test HSRPv6 tracked interfaces.

© 2015 Cisco and/or its affiliates. All rights reserved. This document is Cisco Public.

Configure interface FO/18 on ALS1 as an access port in VLAN 99.
Manually configure Host B with an IPv6 address with the 2001:db8:3115:99::/64 prefix
On Host B, start an extended ping using the command ping 2001:db8:café:201::2 -t

While the ping is running, move to DLS1 and shut down interface fa0/5. You should see an immediate HSRP
state change. The goal of HSRP operation is to provide end user(s) (Host B) with automatic backup default-
gateway services. As a result of the HSRP state change, clients experience minimal disruption and require no
reconfiguration.

The following is from Host B (VLAN 99) to the R2 IPv6 loopback address.
C:\>ping 2001:db8:café:201::2 -t

Output omitted

DLS1 (config) # interface fastEthernet 0/5
DLS1 (config-if-range)# shutdown
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Output to the console at DLS1 should reflect DLS2 becoming the active router for VLANs 99, 110 and 120.

Step 4. Verify that DLS2 is acting as the backup default gateway for VLANs 99, 110 and 120.

DLS2 is now the active HSRP router for all VLANs and the standby router is DLS1.
DLS1# sh stand bri

P indicates configured to preempt.

|
Interface Grp Pri P State Active Standby Virtual IP
V199 99 80 P Standby FE80::D2 local FE80::5:73FF:FEA0:63
V1100 100 100 P Standby FE80::D2 local FE80::5:73FF:FEAQ: 64
V1110 110 80 P Standby FE80::D2 local FE80::5:73FF:FEAQ: 6E
V1120 100 110 P Active local FE80::D2 FE80::5:73FF:FEAQ: 64
V1200 100 100 P Standby FE80::D2 local FE80::5:73FF:FEAOQ: 64
DLS2# sh stand bri

P indicates configured to preempt.

|
Interface Grp Pri P State Active Standby Virtual IP
V199 99 100 P Active local FE80::D1 FE80::5:73FF:FEA0:63
V1100 100 110 P Active local FE80::D1 FE80::5:73FF:FEAOQ: 64
V1110 110 100 P Active local FE80::D1 FE80::5:73FF:FEAQ: 6E
V1120 100 100 P Standby FE80::D1 local FE80::5:73FF:FEAQ:64
V1200 100 110 P Active local FE80::D1 FE80::5:73FF:FEAQ: 64

Repeat this process by bringing up the DLS1 interface connecting to R1. Shut down the DLS2 interface
connecting to R3. Use the show standby brief command to see the results.

Note: Since DLS1 and DLS2 have links to the Internet, failure of either switch will cause HSRP to redirect
packets to the other switch. The functioning switch will take over as the default gateway to provide virtually
uninterrupted connectivity for hosts at the access layer.

CHALLENGE: oOptimize HSRPv6 by adjusting the hello and hold timers used in HSRP communication
with the hello time adjusted to 50 milliseconds and hold time adjusted to 250 milliseconds on all HSRP
groups.

Step 5: End of Lab

Do not save your configurations. The equipment will be reset for the next lab.
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Lab 6-3, Gateway Load Balancing Protocol (GLBP)

Topology

Lo0:
10.1.202.1/32

Lo0 |_

$0/0/1
DCE

10.1.1.4/30

Layer3

EIGRP 1
Routers

10.1.1.0/30

$0/0/0

GLBP AVG
AVF1

soion GLBP

A Office VLAN 10: 10.1.10.0/24
Server VLAN 20: 10.1.20.0/24
MgmtVLAN 99: 10.1.99.0/24

outeron a stick

FO/5
VLAN 10 E::ﬁ
_7
Fos W Fons =
PCCIP: 10.1.10.102/24

DGWIP: 10.1.10.254

VLAN 10
IP: 10.1.10.100/24
DGW:10.1.10.254

F0/18] vLAN 10

DLS1 10.1.99.3 10.1.99.254
DLS2 10.1.99.4 10.1.99.254
PCBIP: 10.1.10.101/24
ALS1 10.1.99.5 10.1.99.254 DGW IP: 10.1.10.254
Objectives

Configure trunking, VTP, and inter-VLAN routing using router-on-a stick

e Configure GLBP
e Configure GLBP priorities
e Configure GLBP object tracking.

Background

Although HSRP and VRRP provide gateway resiliency for the standby members of the redundancy group, the
upstream bandwidth is not used while the device is in standby mode. Only the active router for HSRP and the
master for VRRP groups forward traffic for the virtual MAC. Resources associated with the standby router are
not fully utilized. Some load balancing can be accomplished with these protocols through the creation of
multiple groups and through the assignment of multiple default gateways, but this configuration creates an
administrative burden. Previous labs provided you with experience configuring HSRP and VRRP to act as
First Hop Redundancy Protocols. Gateway Load Balancing Protocol (GLBP) performs a similar function in

redundancy, but offers the capability to load balance over multiple gateways.
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GLBP is a Cisco-proprietary solution created to enable automatic selection and simultaneous use of multiple
available gateways in addition to automatic failover between those gateways. Multiple routers share the load
of frames that, from a client perspective, are sent to a single default gateway address.

Like HSRP and VRRP, an election occurs, but rather than a single active router winning the election, GLBP
elects an Active Virtual Gateway (AVG). The AVG assigns virtual MAC addresses to each of the routers in
the GLBP group (called Active Virtual Forwarders or AVFs). These virtual MAC addresses are then provided
to hosts in an algorithmic manner in response to ARP requests from hosts for the default gateway.

GLBP allows for simultaneous forwarding from routers participating in a GLBP group. GLBP can support up
to 4 routers in a group. GLBP also offers authentication and object tracking.

In this lab, you will set the network up by configuring trunking, VTP, VLANS, router-on-a-stick and EIGRP
routing. Once the network is set up, you will configure and verify GLBP.

Note: This lab uses Cisco ISR G2 routers running Cisco 10S 15.4(3) images with IP Base and Security
packages enabled, and Cisco Catalyst 3560 and 2960 switches running Cisco 10S 15.0(2) IP Services and
LAN Base images, respectively. The 3560 switches are being used only as layer 2 devices in this lab
topology. The switches have Fast Ethernet interfaces, so the routing metrics for all Ethernet links in the labs
are calculated based on 100 Mb/s, although the routers have Gigabit Ethernet interfaces. The 3560 and 2960
switches are configured with the SDM templates “dual-ipv4-and-ipv6 routing” and “lanbase-routing”,
respectively. Depending on the router or switch model and Cisco 10S Software version, the commands
available and output produced might vary from what is shown in this lab. Catalyst 3650 switches (running any
Cisco I0S XE release) and Catalyst 2960-Plus switches (running any release).

Note(2): The 3 switches in this topology are only being used to support layer-2 functions, so 3 Cisco 2960
switches are acceptable for this lab. All Inter-VLAN routing will be facilitated by implementing a router-on-a-
stick on R1 and R3.

Note(3): This lab's topology is based on the NETLAB Multi-Purpose Academy Pod (MAP). If your classroom
is using the standard Cuatro Switch Pod, the PC names may be different than displayed here. Consult with
your instructor.

Required Resources
e 2 Cisco 3560 with the Cisco IOS Release 15.0(2)SE6 C3560-IPSERVICESK9-M image or
comparable
e 1 Cisco 2960 with the Cisco I0S Release 15.0(2)SE6 C2960-LANBASEK9-M image or comparable

e Three routers (This lab uses Cisco ISR G2 routers running Cisco I0S 15.4(3) images with IP Base
and Security packages enabled, or comparable)

e Ethernet and console cables
e 3 PC’s with Windows OS

Step 6: Prepare the switches for the lab

Use the reset. tecl script you created in Lab 1 “Preparing the Switch” to set your switches up for this lab.
Then load the file BASE.CFG into the running-config with the command copy flash:BASE.CFG
running-config. An example from DLS1:

DLS1# tclsh reset.tcl
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Erasing the nvram filesystem will remove all configuration files! Continue?
[confirm]

[OK]
Erase of nvram: complete

Reloading the switch in 1 minute, type reload cancel to halt
Proceed with reload? [confirm]

*Mar 7 18:41:40.403: %SYS-7-NV_BLOCK INIT: Initialized the geometry of nvram

*Mar 7 18:41:41.141: %SYS-5-RELOAD: Reload requested by console. Reload
Reason: Reload command.

<switch reloads - output omitted>

Would you like to enter the initial configuration dialog? [yes/nol: n
Switch> en

*Mar 1 00:01:30.915: SLINK-5-CHANGED: Interface Vlanl, changed state to
administratively down

Switch# copy BASE.CFG running-config
Destination filename [running-config]?

184 bytes copied in 0.310 secs (594 bytes/sec)
DLS1#

Step 7: Configure basic switch parameters.

On each switch, configure an IP address on the management VLAN according to the diagram. VLAN 1 is the
default management VLAN, but following best practice, we will use a different VLAN. In this lab, VLAN 99 will
be used as the management VLAN.

DLS1 example:

DLS1# configure terminal

Enter configuration commands, one per line. End with CNTL/Z.
DLS1 (config) # interface wvlan 99

DLS1 (config-if)# ip address 10.1.99.3 255.255.255.0

DLS1 (config-if) # no shutdown

The interface VLAN 99 will not come up immediately, because the Layer 2 instance of the VLAN does not yet
exist. This issue will be remedied in subsequent steps.

(Optional) On each switch, create an enable secret password and configure the VTY lines to allow remote
access from other network devices.

DLS1 example:

DLS1 (config) # enable secret class
DLS1
DLS1
DLS1 (config-line)# login

config)# line vty 0 15

config-line)# password cisco

(
(
(
(
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Note: The passwords configured here are required for NETLAB compatibility only and are NOT
recommended for use in a live environment.

Note(2): For purely lab environment purposes, it is possible to configure the VTY lines so that they accept
any Telnet connection immediately, without asking for a password, and place the user into the privileged
EXEC mode directly. The configuration would be similar to the following example for DLS1:

DLS1 (config) # enable secret class

DLS1 (config) # line vty 0 15
(config-line)# no login
(

DLS1 (config-line) # privilege level 15

Step 8: Configure trunks and EtherChannels between switches.

EtherChannel is used for the trunks because it allows you to utilize both Fast Ethernet interfaces that are
available between each device, thereby doubling the bandwidth.

Configure trunks and EtherChannels from DLS1, DLS2, and ALS1 according to the diagram. Use LACP as
the negotiation protocol for EtherChannel configurations. Remember that BASE.CFG has all interfaces shut
down, so don't forget to issue the no shutdown command.

Refer to diagram for port channel numbers.

Note: The switchport trunk encapsulation dotlqg command is required on Cisco 3560 switches. It
is not required on Cisco 2960 switches.

DLS1
DLS1

config) # interface range fastEthernet 0/1-2
config-if-range) # switchport trunk encapsulation dotlg
DLS1 (config-if-range)# switchport mode trunk

DLS1 (config-if-range)# channel-group 1 mode active

DLS1 (config-if-range)# no shut

Creating a port-channel interface Port-channel 1

—~ e~~~

Verify trunking and EtherChannel configurations between all switches with the appropriate trunking and
EtherChannel verification commands. Refer back to Chapter 3 labs as necessary.

Step 9: Configure VTP Client mode on DLS2 and ALS1.

A sample configuration is provided for you.

DLS2 (config) # vtp mode client
Setting device to VTP client mode for VLANS

Note: Switches default to vtp mode server. However, remember the base configuration modifies this setting
to vtp mode transparent.

Step 10: Configure VTP and VLANs on DLS1.
Create the VTP domain on VTP server DLS1 and create VLANSs 10, 20, and 99 for the domain.

NOTE: Switches default to vtp mode server. Recall that the base configuration modifies this setting to vtp
mode transparent.

DLS1 (config) # vtp domain GLBP

DLS1 (config) # vtp version 2

DLS1 (config) # vtp mode server

Setting device to VTP Server mode for VLANS
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DLS1 (config) # vlan 99

DLS1 (config-vlan) # name Management
DLS1 (config-vlan) # vlan 10

DLS1 (config-vlan
(
(
(

)

)# name Office
DLS1 (config-vlan) # wvlan 20
DLS1 (config-vlan)# name Server
DLS1 (config-vlan) # exit

Verify that VLANSs propagated to the other switches in the network.

Step 11: Configure switch access ports.

As the diagram illustrates, there are PCs connected to DLS1 fa0/6, DLS2 fa0/18, and ALS1 fa0/18. All PCs
connected to the lab topology will statically access VLAN 10. Additionally, configure spanning-tree portfast on
these switchports. The simplest way to do all of this is to use the switchport host macro. Also, don't
forget to issue the no shutdown command.

DLS1 (config) # interface FastEthernet 0/6
DLS1 (config-if)# switchport access wvlan 10
DLS1 (config-if)# switchport host
switchport mode will be set to access
spanning-tree portfast will be enabled
channel group will be disabled

DLS1 (config-if) # no shutdown

Repeat this configuration for interface fa0/18 on DLS2 and ALS1, and then verify the switchports on DLS1,
DLS2 and ALS1 are members of VLAN 10.

Step 12: Configure DLS1 and DLS2 trunking to the R1 and R3 router.

Configure DLS1 and DLS2 interface fa0/5 for trunking with the R1 and R3 router Gigabit Ethernet interface,
according to the topology diagram. An example from DLS1:

DLS1 (config) # interface FastEthernet 0/5
DLS1 (config) # switchport trunk encap dotlg
DLS1 (config) # switchport mode trunk
DLS1 (config) # no shutdown

Note: The switchport trunk encapsulation dotlq command is required on Cisco 3560 switches. It
is not required on Cisco 2960 switches.

Step 13: Configure basic settings on R1, R2, and R3.

Configure basic settings on all three routers. An example for R1 follows:

Router> enable

Router# conf t

Enter configuration commands, one per line. End with CNTL/Z.
Router (config) # hostname R1

Rl (config)# enable secret class

Rl (config)# line con O

Rl (config-line)# logging synchronous
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1(config-line)# line vty 0 4
1(config-line) # password cisco
1(config-line)# login

1 (config-line)# exit

1 (config)#

Note: The passwords configured here are required for NETLAB compatibility only and are NOT
recommended for use in a live environment.

In addition to the basic settings on R2, configure interface Loopback 0 with the IP address 10.1.202.1/32

R2
R2
R2
R2

config)# interface loopback 0

config-if) # ip address 10.1.202.1 255.255.255.255
config-if)# no shut

config-if)# exit

o~ o~~~

Step 14: Configure the R1 and R3 Gigabit Ethernet interfaces for VLAN trunking.

Create a sub-interface for each VLAN. Enable each sub-interface with the proper trunking protocol, and
configure it for a particular VLAN with the encapsulation command. Assign an IP address to each sub-
interface from the table below. Hosts on the VLAN will use this address as their default gateway.

VLAN R1 R3
99 10.1.99.1/24 10.1.99.2/24
10 10.1.10.1/24 10.1.10.2/24
20 10.1.20.1/24 10.1.20.2/24

The following is a sample configuration for the Gigabit Ethernet 0/1 interface:

1 (config) # interface GigabitEthernet0/1
1(config-if)# no shut

1(config) # interface GigabitEthernet0/1.10

1 (config-subif) # description Office VLAN 10

1 (config-subif) # encapsulation dotlg 10
1(config-subif)# ip address 10.1.10.1 255.255.255.0
1(config)# interface GigabitEthernet0/1.20

1 (config-subif)# description Server VLAN 20

1 (config-subif)# encapsulation dotlqg 20
1(config-subif)# ip address 10.1.20.1 255.255.255.0
1 (config)# interface GigabitEthernet0/1.99

1 (config-subif)# description Management VLAN 99

1 (config-subif) # encapsulation dotlg 99
1(config-subif)# ip address 10.1.99.1 255.255.255.0

Now, move to the R3 router to repeat similar configurations. In order for the R3 router to provide load
balancing and redundancy VLAN 10, 20 and 99 networks, R3 must be configured to logically participate in the
network. Create a sub-interface for each VLAN. Enable each sub-interface with the respective trunking
protocol, and configure it for a particular VLAN with the encapsulation command. Assign an IP address to
each sub-interface from the table above. Hosts on the VLAN can use this address as their default gateway.

Use the show ip interface brief command to verify the interface configuration and status.
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R1# show ip interface brief

Interface
Embedded-Service-Engine0/0
GigabitEthernet0/0
GigabitEthernet0/1
GigabitEthernet0/1.10
GigabitEthernet0/1.20
GigabitEthernet0/1.99
Serial0/0/0
Serial0/0/1
Serial0/1/0
Serial0/1/1

IP-Address
unassigned
unassigned
unassigned
10.1.10.1

10.1.20.1

10.1.99.1

unassigned
unassigned
unassigned
unassigned

OK?
YES
YES
YES
YES
YES
YES
YES
YES
YES
YES

Method
unset
unset
unset
manual
manual
manual
unset
unset
unset
unset

Status
administratively
administratively
up

up

up

up
administratively
administratively
administratively
administratively

down
down

down
down
down
down

Protocol
down
down
up
up
up
up
down
down
down
down

Use the show vlans command on the R1 and R3 router to verify inter-vlan routing configurations. The
following is a sample output from router R1. Verify configurations on router R3.

R1# show vlans
Virtual LAN ID: 1

vLAN Trunk Interface:

(IEEE 802.1Q Encapsulation)

GigabitEthernet0/1

This is configured as native Vlan for the following interface (s)

GigabitEthernet0/1
Protocols Configured:

GigabitEthernet0/1 (1)
Other

17 packets,
19 packets,

Virtual LAN ID: 10
vLAN Trunk Interface:
Protocols Configured:

GigabitEthernet0/1.10

IP
Other

(10)

0 packets,
2 packets,

Virtual LAN ID: 20
vLAN Trunk Interface:
Protocols Configured:

GigabitEthernet0/1.20

IP
Other

(20)

0 packets,
1 packets,

Virtual LAN ID: 99

0 bytes input
92 bytes output

0 bytes input
46 bytes output

Native-vlan Tx-type:

Address:

5572 bytes input
1856 bytes output

(IEEE 802.1Q Encapsulation)

GigabitEthernet0/1.10

Address:

10.1.10.1

(IEEE 802.1Q Encapsulation)

GigabitEthernet0/1.20

Address:

10.1.20.1

Untagged
Received: Transmitted:
0 19
Received: Transmitted:
0 0
0 2
Received: Transmitted:
0 0
0 1

(IEEE 802.1Q Encapsulation)
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vLAN Trunk Interface: GigabitEthernet0/1.99
Protocols Configured: Address: Received: Transmitted:
GigabitEthernet0/1.99 (99)
IpP 10.1.99.1 0 0
Other 0 1

0 packets, 0 bytes input
1 packets, 46 bytes output

Step 15: Configure EIGRP routing in AS 1 for use with GLBP interface tracking.

Configure R1 serial interface s0/0/0 as shown in the topology diagram. Also configure EIGRP AS 1 for the

10.0.0.0 network. Below is an example of the configuration:

Rl (config)# int s0/0/0
Rl (config-if)# ip add 10.1.1.1 255.255.255.252
Rl (config-if) # no shut

Rl (config)# router eigrp 1
Rl (config-router) # network 10.0.0.0

Configure R2 serial interface s0/0/0 and s0/0/1 and R3 serial interface s0/0/1 using the addresses shown in

the topology diagram, and configure EIGRP AS 1 for the 10.0.0.0 network.

Verify EIGRP neighbor adjacencies using the show ip eigrp neighbor command.

R1# sh ip eigrp neighbors
EIGRP-IPv4 Neighbors for AS(1)

H Address Interface Hold Uptime SRTT RTO Q Seqg
(sec) (ms) Cnt Num
3 10.1.99.2 Gi0/1.99 14 00:00:21 2 100 0 10
2 10.1.20.2 Gi0/1.20 10 00:00:21 1 100 0 11
1 10.1.10.2 Gi0/1.10 14 00:00:21 1 100 0 12
0 10.1.1.2 Se0/0/0 14 00:00:27 1 100 0 7

R2# sh ip eigrp neighbor
EIGRP-IPv4 Neighbors for AS(1)

H Address Interface Hold Uptime SRTT RTO Q Seqg
(sec) (ms) Cnt Num
1 10.1.1.6 Se0/0/1 11 00:01:59 4 100 0 9
0 10.1.1.1 Se0/0/0 10 00:02:10 1 100 0 14

R3# sh ip eigrp neighbor
EIGRP-IPv4 Neighbors for AS(1)

H Address Interface Hold Uptime SRTT RTO Q Seqg
(sec) (ms) Cnt Num
3 10.1.1.5 Se0/0/1 13 00:02:26 2 100 0 8
2 10.1.99.1 Gi0/1.99 11 00:02:29 1596 5000 O 17
1 10.1.20.1 Gi0/1.20 12 00:02:29 1596 5000 O 16
0 10.1.10.1 Gi0/1.10 13 00:02:29 1596 5000 O 15
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Verify the routing table and ensure that R1 and R3 can ping the loopback 0 (10.1.202.0) network connected to
router R2. This network will be used to test the application of HSRP tracked interfaces.

R1# show ip route

| begin Gateway

Gateway of last resort is not set

o QB QB Q

R3# show ip route

10.0.0.0/8 is variably subnetted,
10.1.1.0/30 is directly connected,
10.1.1.1/32 is directly connected,
10.1.1.4/30
[90/2172416]
[90/2172416]
[90/2172416]
10.1.10.0/24 1is
10.1.10.1/32 is
10.1.20.0/24 1is
10.1.20.1/32 1is

via 10.1.99.2, 00:04:
via 10.1.20.2, 00:04:
via 10.1.10.2, 00:04:
directly connected,
directly connected,
directly connected,
directly connected,
10.1.99.0/24 is directly connected,
10.1.99.1/32 is directly connected,
10.1.202.1/32 [90/2297856] via 10.1.

B

| begin Gateway

Gateway of last resort is not set

o Qe Qe Qe Q

10.0.0.0/8 is variably subnetted,
10.1.1.0/30
[90/2172416]
[90/2172416]
[90/2172416]
10.1.1.4/30 1is
10.1.1.6/32 1is
10.1.10.0/24 1is
10.1.10.2/32 1is
10.1.20.0/24 1is
10.1.20.2/32 1is

via 10.1.99.1,
via 10.1.20.1,
via 10.1.10.1,
directly connected,
directly connected, S
directly connected,
directly connected,
directly connected,
directly connected,
10.1.99.0/24 is directly connected,
10.1.99.2/32 is directly connected,
10.1.202.1/32 [90/2297856] via 10.1.

00:05:
00:05:
00:05:

I = T = W e

10 subnets,
Serial0/0/0
Serial0/0/0

10 subnets,

3 masks

15, GigabitEthernet0/1.99
15, GigabitEthernet0/1.20
15, GigabitEthernet0/1.10
GigabitEthernet0/1.10
GigabitEthernet0/1.10
GigabitEthernet0/1.20
GigabitEthernet0/1.20
GigabitEthernet0/1.99
GigabitEthernet0/1.99

1.2, 00:04:15, Serial0/0/0

3 masks

09,
09,
09,

GigabitEthernet0/1.99
GigabitEthernet0/1.20
GigabitEthernet0/1.10

Serial0/0/1

erial0/0/1
GigabitEthernet0/1.10
GigabitEthernet0/1.10
GigabitEthernet0/1.20
GigabitEthernet0/1.20
GigabitEthernet0/1.99
GigabitEthernet0/1.99

1.5, 00:05:09, Serial0/0/1

From R1 and R3, ensure that you can ping the 10.1.202.1 destination address.

R1# ping 10.1.202.1
Type escape sequence to abort.
Sending 5, 100-byte ICMP Echos

Success rate is 100 percent

R3# ping 10.1.202.1
Type escape sequence to abort.
Sending 5, 100-byte ICMP Echos

Success rate is 100 percent

to 10.1.202.1,

(5/5),

to 10.1.202.1,

(5/5),

timeout is 2 seconds:
round-trip min/avg/max = 1/1/4 ms
timeout is 2 seconds:

round-trip min/avg/max = 1/1/4 ms
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Step 16: Configure the routers for GLBP operation.

In this step you will configure a single GLBP group consisting of two members (R1 and R3). A GLBP group
can have as many as four members. A single member will be elected as the AVG, and then routers will be
designated as AVFs and their virtual MAC address will be distributed to hosts by the AVG in response to ARP
requests.

AVG election is based on highest GLBP priority. In case of a tie, the highest assigned IP address is used. The
glbp <grp #> priority interface configuration command can be used to modify the priority from the default of
100 in order to influence the election of the AVG. Should the AVG lose its role, the backup router with highest
priority will assume the role. If you desire for the original AVG router to reassume its role once it comes back
up, the glbp <grp #> preempt command must be configured.

The AVF is responsible for forwarding packets that are sent to the virtual MAC address assigned to that
gateway by the AVG. Forward preemption is used with the AVFs and allows another AVF to assume
responsibility for forwarding packets for an AVF that has lost its role or been disconnected. While AVG
preemption must be manually configured, AVF preemption is enabled by default.

However, the AVFs use a weighting value rather than a priority value. Weighting thresholds are defined in
conjunction with interface tracking. This functionality will be demonstrated later in the lab.

In this lab R1 will act as AVG and AVF1 and R3 will acts the AVF2. R1's GLBP priority will be modified to
ensure its election as AVG.

The standby address for each VLAN will be the host address 254; VLAN 10 will use 10.1.10.254, VLAN 20
will use 10.1.20.254.

The following is a sample GLBP configuration on R1.

Rl (config) # interface GigabitEthernet0/1.10
Rl (config-subif)# glbp 10 ip 10.1.10.254

Rl (config-subif) # glbp 10 priority 150

Rl (config-subif)# glbp 10 preempt

Rl (config-subif) # exit

Rl (config) # interface GigabitEthernet0/1.20
Rl (config-subif)# glbp 20 ip 10.1.20.254

Rl (config-subif) # glbp 20 priority 150

Rl (config-subif)# glbp 20 preempt

Rl (config-subif) # exit

Rl (config) # interface GigabitEthernet0/1.99
Rl (config-subif)# glbp 99 ip 10.1.99.254

Rl (config-subif)# glbp 99 priority 150

Rl (config-subif)# glbp 99 preempt

Except for the priority command, the same commands are used on the sub-interfaces on R3.

As a result of our configuration, we should see R1 router with the AVG role. Issue the show glbp command
for GLBP configuration analysis. Before examining the output, it might be useful to take note of the MAC
address of R1 and R3’s GO/1 interfaces.

R1# sho int g0/1 | i bia

Hardware is CN Gigabit Ethernet, address is acf2.¢523.7a09 (bia
acf2.c523.7a09)
R1#

R3# show int g0/1 | i bia
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Hardware is CN Gigabit Ethernet, address is acf2.c518.0651 (bia

acf2.c518.0651)
R3#

R1# show glbp

GigabitEthernet0/1.10 - Group 10
State is Active

1 state change, last state change 00:01:28

Virtual IP address is 10.1.10.254
Hello time 3 sec, hold time 10 sec

Next hello sent in 2.272 secs
Redirect time 600 sec, forwarder timeout
Preemption enabled, min delay 0 sec
Active is local

14400

Standby is 10.1.10.2, priority 100 (expires in

Priority 150 (configured)
Weighting 100 (default 100), thresholds:
Load balancing: round-robin
Group members:
acf2.c518.0651 (10.1.10.2)
acf2.c523.7a09 (10.1.10.1) local
There are 2 forwarders (1 active)

1 state change, last state change 00:

Redlrectlon enabled

i

Redirection enabled, 597.856 sec remaining (maximum 600 sec)
Time to live: 14397.856 sec (maximum 14400 sec)

<output omitted>

The show glbp brief command can also be used to view a brief synopsis of GLBP operation.

R1# show glbp brief
Interface Grp Fwd Pri State Address

lower

00:46

Gi0/1.10 10 = 150 Active 10.1.10.254

Line

secC

7.840 sec)

1, upper 100

Active router
local

Line $30/1.2 - 150 Active 10.1.20.254 local
T Gi0/1.2 1 - Active 0007.0400.1401 1local
G10/1.20 20 2 - Listen 0007.0400.1402 10.1.20.2
Gi0/1.99 99 - 150 Active 10.1.99.254 local
Gi0/1.99 99 1 - Active 0007.0400.6301 1local
Gi0/1.99 99 2 - Listen 0007.0400.6302 10.1.99.2
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The first line in the GLBP output shows the role of the AVG for group 10. The priority has been set to 150 for
this group and the state shows R1 as the active AVG. The virtual IP address is 10.1.10.254. The standby
AVG is 10.1.10.2 which is the R3 router.

Notice the next two lines also pertain to GLBP group 10. These lines detail information about the AVF. There
are two forwarders in this group. The virtual MAC addresses are 0007.b400.0a01 and 0007.b400.0a02.

The last hextet is 0a01. The first two hex characters, Oa equal 10 in decimal, which corresponds to the group
number. The last two digits (01) correspond to one of the four MAC addresses (01-04) that can be used in
GLBP operation.

The second line in the GLBP output displays information about the AVF. Line 2 shows that R1 is forwarding
packets for the MAC address ending in 01. Line 3 of the output shows that R1 is listening or in standby AVF
mode for the MAC address ending in 02.

Continue the analysis on the remaining lines of output for GLBP.
Which router is the active forwarder MAC Address 0007.b400.6302 for GLBP group 99?

What MAC address is the active forwarder for GLBP group 99 listening?

Step 17: Verify PCs can reach R2 LO using the GLBP gateway

Configure the PCs with the IP Addresses shown in the topology diagram. The PCs used in this lab scenario
were given access earlier to VLAN 10. The gateway address is set to the GLBP virtual address 10.1.10.254.

This is the IPCONFIG output from SRV1 connected to DLS1 FO/6.

Connection-specific DNS Suffix

Link-local IPv6 Address . . . . . : fe80::2940:91fe:38dd:dalc%10
IPv4d Address. . . . . . . . . . . :10.1.10.100
Subnet Mask . . . . . . . . . . . : 255.255.255.0

Default Gateway . . . . . . . . . : 10.1.10.254

This is the IPCONFIG output from PC-B connected to ALS1 FO/18.

Connection-specific DNS Suffix

Link-local IPv6 Address . . . . . : fe80::ee:d834:9d99:45e8%11
IPv4 Address. . . . . . . . . . . :10.1.10.101
Subnet Mask . . . . . . . . . . . : 255.255.255.0

Default Gateway . . . . . . . . . : 10.1.10.254

This is the IPCONFIG output from PC-C connected to DLS2 F0/18.

Connection-specific DNS Suffix
Link-local IPv6 Address . . . . . : fe80::24d3:c82d:93c4:f2e06%11
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IPv4 Address. . . . . . . . . . . :10.1.10.102
Subnet Mask . . . . . . . . . . . : 255.255.255.0
Default Gateway . . . . . . . . . : 10.1.10.254

Verify that SRV1, PC-B, and PC-C can ping their default gateway. Upon successful ping of the gateway, view
the arp cache on each PC using the arp —a.

Output from SRV1
C:\Users\student>ping -n 3 10.1.10.254

Pinging 10.1.10.254 with 32 bytes of data:

Reply from 10.1.10.254: bytes=32 time=lms TTL=255
Reply from 10.1.10.254: bytes=32 time=1lms TTL=255
Reply from 10.1.10.254: bytes=32 time=1lms TTL=255

Ping statistics for 10.1.10.254:

Packets: Sent = 3, Received = 3, Lost = 0 (0% loss),
Approximate round trip times in milli-seconds:

Minimum = lms, Maximum = lms, Average = 1lms

C:\Users\student>arp -a

Interface: 10.1.10.100 --- Oxa
Internet Address Physical Address Type
10.1.10.101 00-0c-29-80-cb-b6 dynamic
10.1.10.102 00-0c-29-6a-07-¢e6 dynamic
10.1.10.254 00-07-b4-00-0a-02 dynamic
10.1.10.255 ff-ff-ff-ff-ff-£ff static
169.254.69.232 00-0c-29-80-cb-b6 dynamic
224.0.0.22 01-00-5e-00-00-16 static
224.0.0.252 01-00-5e-00-00-fc static
239.255.255.250 01-00-5e-7f-ff-fa static

The output of the arp cache reveals the 10.1.10.254 associated with GLBP virtual MAC address 00-07-b4-00-
0a-02. The first address to be issued to the first client request was the 00-07-b4-00-0a-02 MAC address.

NOTE: The MAC addresses and other output you receive will vary. The important thing to note is that
each router is listening for one MAC address either ending in 01 or 02 and that the AVG alternated
these MAC addresses in the ARP replies as part of the default round robin algorithm.

Now, move to PC-B and ping the default gateway address 10.1.10.254. View the arp cache using the arp —a
command.

What MAC Address has been issued to the PC-B client?

OUTPUT from PC-B

C:\Users\student>ping -n 3 10.1.10.254

Pinging 10.1.10.254 with 32 bytes of data:
Reply from 10.1.10.254: bytes=32 time=2ms TTL=255
Reply from 10.1.10.254: bytes=32 time=1lms TTL=255
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Reply from 10.1.10.254: bytes=32 time=Ims TTL=255

Ping statistics for 10.1.10.254:

Packets: Sent = 3, Received = 3, Lost = 0 (0% loss),
Approximate round trip times in milli-seconds:

Minimum = 1lms, Maximum = 2ms, Average = 1lms

C:\Users\student>arp -a

Interface: 10.1.10.101 --- Oxb
Internet Address Physical Address Type
10.1.10.100 00-0c-29-15-ab-9d dynamic
10.1.10.102 00-0c-29-6a-07-¢e6 dynamic
10.1.10.254 00-07-b4-00-0a-01 dynamic
10.1.10.255 ff-ff-ff-ff-ff-£ff static
11.0.0.5 00-0c-29-6a-07-e6 dynamic
224.0.0.22 01-00-5e-00-00-16 static
224.0.0.252 01-00-5e-00-00-fc static
239.255.255.250 01-00-5e-7f-ff-fa static

Repeat these steps PC-C.

What virtual MAC address is being used by PC-C?

Move to R1 router and issue the show glbp brief command. Notice how the MAC addresses correlate to the

MAC address issued to the VLAN 10 clients.

R1>sh glbp brief

Interface Grp Fwd Pri State Address Active router
Gi0/1.10 10 - 150 Active 10.1.10.254 local
Gi0/1.10 10 1 — Active 0007.0400.0a01 1local
Gi0/1.10 10 2 - Listen 0007.p400.0a02 10.1.10.2
Gi0/1.20 20 - 150 Active 10.1.20.254 local
Gi0/1.20 20 1 - Active 0007.0400.1401 1local
Gi0/1.20 20 2 - Listen 0007.p400.1402 10.1.20.2
Gi0/1.99 99 - 150 Active 10.1.99.254 local
Gi0/1.99 99 1 - Active 0007.0400.6301 1local
Gi0/1.99 99 2 - Listen 0007.p400.6302 10.1.99.2

R1>

Standby router
10.1.10.2

The highlighted line above in the show glbp brief output shows that R1 is the active forwarder for the MAC

address 0007.b400.0a01 and the standby for the MAC address 0007.b400.0a02.

Move to the R3 router and issue the show glbp brief command. Notice how the MAC addresses correlate to

the MAC address issued to the VLAN 10 clients.
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R3>show glbp brief

Interface Grp Fwd Pri State Address Active router Standby router
Gi0/1.10 10 - 100 Standby 10.1.10.254 10.1.10.1 local
Gi0/1.10 10 1 - Listen 0007.p0400.0a01 10.1.10.1 -
Gi0/1.10 10 2 = Active 0007.p400.0a02 1local =
Gi0/1.20 20 - 100 Standby 10.1.20.254 10.1.20.1 local
Gi0/1.20 20 1 - Listen 0007.p400.1401 10.1.20.1 -
Gi0/1.20 20 2 - Active 0007.p400.1402 1local -
Gi0/1.99 99 - 100 Standby 10.1.99.254 10.1.99.1 local
Gi0/1.99 99 1 - Listen 0007.p400.6301 10.1.99.1 -
Gi0/1.99 99 2 - Active 0007.p400.6302 1local -

R3>

The highlighted line above in the show glbp brief output shows that R3 is the active forwarder for the MAC
address 0007.b400.0a02 and the standby for the MAC address 0007.b400.0a01. With PC-C being issued the
MAC address 0007.b400.0a02, this demonstrates GLBPs ability to offer simultaneous forwarding and load
balancing from the R1 and R3 routing devices participating in GLBP.

The GLBP behavior demonstrated is based on the GLBP default load-balancing algorithm of round-robin. As
clients send ARP requests to resolve the MAC address of the default gateway, the AVG reply to each client
contain the MAC address of the next possible router in a round-robin fashion.

Load balancing options with GLBP are weighted, host dependent and round robin (default). The load
balancing algorithm can be changed using the interface configuration command glbp group load-
balancing[host-dependent | round-robin | weighted]

Step 18: Configure GLBP interface tracking.

If R1’s interface s0/0/0 goes down, clients using R1 as an AVF will not be able to reach the destinations
located off of the R2 router. Similarly, if R3’s serial interface s0/0/1 goes down, clients using R3 as an AVF
will not be able to reach the destinations located off of the R2 router.

GLBP interface tracking uses a weighting mechanism which is different than HSRP or VRRP. With GLBP,
two thresholds are defined: one lower threshold that applies when the router loses weight and one upper
threshold that applies when the router regains weight. The weighting mechanism offers more flexibility with
upper and lower thresholds defined over its counterparts HSRP and VRRP which only allow a single
threshold to be defined. If the router priority (or weight) falls below the threshold, the router loses its active
state. As soon as the router weight (or priority) exceeds the upper threshold, the router regains its active
state.

Because R1's s0/0/0 interface and R3's s0/0/1 interface affect GLBP forwarding operations, we will need to
configure tracking on these interfaces. Tracking with GLBP uses objects. The first step is to track the line
protocol status of R1’s serial interface s0/0/0. On R1, issue the following command:

Rl (config)# track 15 interface s0/0/0 line-protocol

On R1, enter in sub-interface configuration mode for VLAN 10 and configure the weighting mechanism and
associate it with the track object number 15.
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Consider the example configuration below.

In the first command, R1's g0/1.10 is configured with a glbp weight of 110 and lower threshold of 85 and an
upper threshold of 105. When the weight falls below the specified lower threshold, the R1 AFV is forced to
relinquish its role for the ACTIVE MAC address assigned to it.

In the second command, GLBP weighting is associated with the line protocol status of s0/0/0. If the line
protocol state changes, the weight configured for 110 will be decreased by 30 resulting in a weight of 80. R1
would then lose its AVF role until the weight exceeds the upper defined threshold of 105.

Rl (config)# interface gi0/1.10
Rl (config-subif)# glbp 10 weighting 110 lower 85 upper 105
Rl (config-subif)# glbp 10 weighting track 15 decrement 30

For testing purposes, on a PC that is using R1 as an AVF, start a continuous ping to the destination address
10.1.202.1. This will be useful to demonstrate the automatic failover of one AVF to the other when the tracked
object decrements the GLBP weight.

In this lab scenario, SRV1 uses R1 as its default gateway.
Output from SRV1

ping 10.1.202.1 -t

On R1, shut down the interface s0/0/0.

Rl (config)# int s0/0/0
Rl (config-if) # shutdown

Notice the console messages listed below.

*Jul 29 12:53:45.263: %TRACK-6-STATE: 15 interface Se0/0/0 line-protocol Up -> Down

*Jul 29 12:53:45.263: $DUAL-5-NBRCHANGE: EIGRP-IPv4 1: Neighbor 10.1.1.2 (Serial0/0/0)
is down: interface down

*Jul 29 12:53:47.263: $LINK-5-CHANGED: Interface Serial0/0/0, changed state to
administratively down

*Jul 29 12:53:48.263: $SLINEPROTO-5-UPDOWN: Line protocol on Interface Serial0/0/0,
changed state to down

*Jul 29 12:54:19.835: $GLBP-6-FWDSTATECHANGE: GigabitEthernet0/1.10 Grp 10 Fwd 1 state
Active -> Listen

We see state change of the tracked interface and then the GLBP state of AFV 2 go from an active state to
listen.

After the GLBP state change occurs, notice the ping output from the PC. The ping should continue without
fail. GLBP failed over automatically to the R3 device and the client experienced no disruption in service.

View the output of the show glbp command. Output has been omitted here to only show the output for group
10 since this was the only group in which we applied interface tracking.
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R1# show glbp
GigabitEthernet0/1.10 - Group 10
State is Active
1 state change, last state change 18:04:27
Virtual IP address is 10.1.10.254
Hello time 3 sec, hold time 10 sec
Next hello sent in 0.288 secs

Redirect time 600 sec, forwarder timeout 14400 sec

Preemption enabled, min delay 0 sec
Active 1is local

Standby is 10.1.10.2, priority 100 (expires in 9.376 sec)

Priority 150 (configured)
Weighting 80, low (configured 110), thresholds:
Track object 15 state Down decrement 30
Load balancing: round-robin
Group members:
acf2.c518.0651 (10.1.10.2)
acf2.c523.7a09 (10.1.10.1) 1local
There are 2 forwarders (0 active)
Forwarder 1
State is Listen
2 state changes, last state change 00:05:52
MAC address is 0007.b400.0a01 (default)
Owner ID is acf2.c523.7a09
Redirection enabled
Preemption enabled, min delay 30 sec
Active is 10.1.10.2 (secondary), weighting 100
Client selection count: 13
Forwarder 2
State is Listen
MAC address is 0007.b400.0a02 (learnt)
Owner ID is acf2.c518.0651

Redirection enabled, 599.392 sec remaining (maximum 600 sec)
Time to live: 14399.392 sec (maximum 14400 sec)

Preemption enabled, min delay 30 sec

lower 85, upper 105

(expires in 10.592 sec)

Active is 10.1.10.2 (primary), weighting 100 (expires in 10.368 sec)

Client selection count: 13
<output omitted>

The first part of the GLBP output deals with R1’s role as an AVG. The AVG role has not been affected by the
configuration we applied above. The highlighted portion shows the impact of the interface tracking and
weighting mechanism configurations. The weighting mechanism only affects the forwarder role in GLBP.
Notice that R1 is no longer the forwarder for the MAC address 0007.b400.0a01. R1 shows the forwarder

roles for both MAC addresses in the listen state.

It is important to note that similar configurations should be applied on R1 for GLBP groups 20 and 99 for
consistency of operations. R3 would need to be configured to track the serial interface s0/0/1 and have the
weighting mechanism applied as appropriate. To limit the length and time required to perform this lab, these

steps have been omitted.

Activate R1 serial interface s0/0/0 using the no shutdown command.

On R1, shutdown the interface s0/0/0.

Rl (config) # int s0/0/0
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Rl (config-if) # no shut

Use the show glbp command to ensure R1 resumed its AVF role.

Step 19: Configure GLBP authentication.

GLBP authentication is important to ensure that no rogue device is allowed join your GLBP group and
adversely affect GLBP operations by initiating attacks such as Man-in-the-Middle, etc. GLBP supports two
options for authentication: plain text authentication and MD5 authentication. MD5 authentication offers
greater security. Using MD5 authentication, a coordinated secret key is used to generate a keyed MD5 hash,
which is then included in GLBP packets sent back and forth. A keyed hash of an incoming packet is
generated and if the hash within the incoming packet does not match the generated hash the packet is
ignored.

Configure the R1 and R3 routers sub-interfaces to support MD5 authentication using the following command:
glbp <0-1023> Group Number authentication MD5 key-string cisco123

Rl (config)# interface GigabitEthernet0/1.10
Rl (config-subif)# glbp 10 authentication md5 key-string ciscol23

Rl (config) # interface GigabitEthernet0/1.20
Rl (config-subif)# glbp 20 authentication md5 key-string ciscol23

Rl (config) # interface GigabitEthernet0/1.99
Rl (config-subif)# glbp 99 authentication md5 key-string ciscol23

NOTE: The ciscol23 is used as the shared key password in this lab scenario.

When you added the commands for GLBP authentication to the R1 router, a GLBP state change occurred
because only one router was configured with authentication. Now move to R3 router and add glbp
authentication to each sub-interface using the same command with the respective glbp group number
and the same key-string shown above.

Verify the GLBP operation. Ensure that the R1 is still the AVG and both routers are participating as AVFs for
each configured GLBP group. If there is a problem, check the GLBP authentication configuration for errors.

Step 13: End of Lab

Do not save your configurations. The equipment will be reset for the next lab.
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Lab 7-1, Synchronizing Campus Network Devices using Network
Time Protocol (NTP)

Topology
VLAN 99: 172.16.99.1 VLAN 99: 172.16.99.2
NTP Server NTP Client
A S
<
E£a0/11 Faoit1
ALS1 Fa0/12 e Fa012 Al g2
NTP Client NTP Client
VLAN 99: 172.16.99.3 VLAN 99: 172.16.99.4
All Switch-to-Switch connections are 802.1q trunks
Objective

e Configure network to synchronize time using the Network Time Protocol.
e Secure NTP using MD5 authentication and access-lists
o Verify NTP Operation

Background

NTP is designed to synchronize the time on network devices. NTP runs over UDP, using port 123 as both the
source and destination, which in turn runs over IP. NTP is used to synchronize timekeeping among a set of
distributed time servers and clients. A set of nodes on a network is identified and configured with NTP and the
nodes form a synchronization subnet, sometimes referred to as an overlay network. While multiple masters
(primary servers) may exist, there is no requirement for an election protocol. DLS1 is designated as the
authoritative time source in the lab environment. All other devices (DLS2, ALS1, and ALS2) should
synchronize to DLS1. NTP is subject is network attacks therefore, we will control the access to the DLS1
switch using NTP authentication and access-lists. The current version is NTP version 4 and is backwards
compatible with earlier versions.

Note: This lab uses the Cisco WS-C2960-24TT-L switch with the Cisco IOS image ¢c2960-lanbasek9-mz.150-
2.SE6.bin and the Catalyst 3560V2-24PS switch with the Cisco 10S image c¢3560-ipservicesk9-mz.150-
2.SE6.bin. Other switches and Cisco I0S Software versions can be used if they have comparable capabilities
and features. Depending on the switch model and Cisco 10S Software version, the commands available and
output produced might vary from what is shown in this lab.

Required Resources

e 2 switches (Cisco 2960 with the Cisco 10S Release 15.0(2)SE6 C2960-LANBASEK9-M image or
comparable)
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o 2 switches (Cisco 3560 with the Cisco I0S Release 15.0(2)SE6 C3560-IPSERVICESK9-M image or
comparable)

e Ethernet and console cables
Part 5: Prepare for the Lab

Step 1. Prepare the switches for the lab

Use the reset. tel script you created in Lab 1 “Preparing the Switch” to set your switches up for this lab.
Then load the file BASE.CFG into the running-config with the command copy flash:BASE.CFG
running-config. An example from DLS1:

DLS1# tclsh reset.tcl

Erasing the nvram filesystem will remove all configuration files! Continue?
[confirm]

[OK]
Erase of nvram: complete

Reloading the switch in 1 minute, type reload cancel to halt
Proceed with reload? [confirm]

*Mar 7 18:41:40.403: %SYS-7-NV_BLOCK INIT: Initialized the geometry of nvram

*Mar 7 18:41:41.141: %SYS-5-RELOAD: Reload requested by console. Reload
Reason: Reload command.

<switch reloads - output omitted>

Would you like to enter the initial configuration dialog? [yes/no]l: n
Switch> en

*Mar 1 00:01:30.915: SLINK-5-CHANGED: Interface Vlanl, changed state to
administratively down

Switch# copy BASE.CFG running-config
Destination filename [running-config]?

184 bytes copied in 0.310 secs (594 bytes/sec)
DLS1#

Step 2: Configure basic switch parameters.

Configure an IP address on the management VLAN according to the diagram. VLAN 1 is the default
management VLAN, but following best practice, we will use a different VLAN. In this case, VLAN 99.

a. Enter basic configuration commands on each switch according to the diagram.

DLS1 example:

DLS1# configure terminal
Enter configuration commands, one per line. End with CNTL/Z.
DLS1 (config) # vlan 99

DLS1 (config-vlan) # name Management
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DLS1 (config-vlan) # exit

DLS1 (config) # interface vlan 99

DLS1 (config-if)# ip address 172.16.99.1 255.255.255.0
DLS1 (config-if) # no shutdown

(Optional) On each switch, create an enable secret password and configure the VTY lines to allow remote
access from other network devices.

DLS1 example:

DLS1 (config) # enable secret class
DLS1 (config) # line vty 0 15

DLS1 (config-line) # password cisco
DLS1 (config-line) # login

Note: The passwords configured here are required for NETLAB compatibility only and are NOT
recommended for use in a live environment.

Note(2): For purely lab environment purposes, it is possible to configure the VTY lines so that they accept
any Telnet connection immediately, without asking for a password, and place the user into the privileged
EXEC mode directly. The configuration would be similar to the following example for DLS1:

DLS1 (config) # enable secret class

DLS1 (config) # line vty 0 15

DLS1 (config-line) # no login
(

DLS1 (config-line)# privilege level 15

b. Configure DLS2, ALS1, and ALS2 to use DLS1 as their default gateway.
DLS2 (config) # ip default-gateway 172.16.99.2

Step 3: Configure trunks and EtherChannels between switches.

EtherChannel is used for the trunks because it allows you to utilize both Fast Ethernet interfaces that are
available between each device, thereby doubling the bandwidth.

Note: It is good practice to shut down the interfaces on both sides of the link before a port channel is created
and then re-enable them after the port channel is configured. In the BASE configuration, all interfaces are
shut down, so you must remember to issue the no shutdown command.

g. Configure trunks and EtherChannels from DLS1 and DLS2 to the other three switches according to the
diagram. The switchport trunk encapsulation {isl | dotlg} command is used because these switches
also support ISL encapsulation. A sample configuration has been provided to assist you with the trunking
and etherchannel configurations.

DLS1 (config) # interface range fastEthernet 0/7 - 8

DLS1 (config-if-range)# switchport trunk encapsulation dotlqg

DLS1 (config-if-range)# switchport mode trunk

DLS1 (config-if-range)# switchport nonegotiate

DLS1 (config-if-range)# channel-group 1 mode desirable

DLS1 (config-if-range)# no shut

Creating a port-channel interface Port-channel 1

h. Configure the trunks and EtherChannel from ALS1 and ALS2 to the other switches. Notice that no
encapsulation type is needed because the 2960 supports only 802.1q trunks. A sample configuration has
been provided to assist you with the trunking and etherchannel configurations.
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ALS1 (config) # interface range fastEthernet 0/7 - 8
ALS1 (config-if-range) # switchport mode trunk

ALS1 (config-if-range) # switchport nonegotiate

ALS1 (config-if-range) # channel-group 1 mode desirable
ALS1 (config-if-range) # no shut

i.  Verify trunking between DLS1, ALS1, and ALS2 using the show interface trunk command on all

switches.

DLS1# show interface trunk

Port
Pol
Po2
Po3

Port
Pol
Po2
Po3

Port
Pol
Po2
Po3

Port
Pol
Po2
Po3

Mode Encapsulation Status Native wvlan
on 802.1qg trunking 1
on 802.1qg trunking 1
on 802.1qg trunking 1

Vlans allowed on trunk
1-4094
1-4094
1-4094

Vlans allowed and active in management domain
1
1
1

Vlans in spanning tree forwarding state and not pruned
1
1
1

j- Issue the show etherchannel summary command on each switch to verify the EtherChannels. In the
following sample output from ALS1, notice the three EtherChannels on the access and distribution layer

ALS1# show etherchannel summary

switches.
Flags: D
I

H

R

U

M

u

w

d

Number of

down P - bundled in port-channel
stand-alone s - suspended

Hot-standby (LACP only)

Layer3 S - Layerz2

in use f - failed to allocate aggregator

not in use, minimum links not met
unsuitable for bundling

waiting to be aggregated

default port

channel-groups in use: 3

Number of aggregators: 3

Group Port-channel Protocol Ports

—————— el e e et e e T e
1 Pol (SU) PAgQP Fa0/7 (P) Fa0/8 (P)

2 Po2 (SU) PAGP Fa0/9 (P) Fa0/10 (P)

3 Po3 (SU) PAgP Fa0/11 (P) Fa0/12 (P)

Which EtherChannel negotiation protocol is in use here?
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Step 4: Configure the system clock .

k. The system clock can be set using a variety of methods. The system clock can be manually set, the time
can be derived from an NTP source or from a subset of NTP (SNTP). It is important that all of your
devices have accurate timestamps for use in systems reporting and for tracking validity of X.509
certificates used in Public Key Infrastructure and for event correlation in attack identification.

DLS1# show clock
*00:24:31.647 UTC Mon Mar 1 1993

. DLS1#The show clock command displays what time is currently set on the device.

On DLS1, manually reconfigure the system clock using the clock set command from privileged exec mode of
operation.

Note that the time you set should be the Coordinated Universal Time value.

DLS1# clock set ?
hh:mm:ss Current Time

DLS1# clock set 14:45:00 ?
<1-31> Day of the month
MONTH Month of the year

DLS1# clock set 14:45:00 29 ?
MONTH Month of the year

DLS1# clock set 14:45:00 29 July ?
<1993-2035> Year

DLS1# clock set 14:45:00 29 July 2015

DLS1#

*Jul 29 14:45:00.000: %SYS-6-CLOCKUPDATE: System clock has been updated from
00:03:21 UTC Mon Mar 1 1993 to 14:45:00 UTC Wed Jul 29 2015, configured from
console by console.

m. Verify that the system clock has been updated.

DLS1# show clock
14:45:33.755 UTC Wed Jul 29 2015

n. The default timezone is UTC. Change the default timezone to your current timezone and your standard
time offset. For this example the system will be set for US Central Standard Time (CST) with a 6 hour
negative offset. The -6 is the difference in hours from UTC for US Central Standard Time. Use clock
timezone zone hours-offset command in global configuration.

DLS1# conf t
Enter configuration commands, one per line. End with CNTL/Z.
DLS1 (config) # clock timezone ?

WORD name of time zone

DLS1 (config) # clock timezone CST ?
<-23 - 23> Hours offset from UTC
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DLS1 (config) # clock timezone CST -6 ?
<0-59> Minutes offset from UTC
<cr>

DLS1 (config) # clock timezone CST -6

DLS1 (config) #

Jul 29 14:46:26.620: %SYS-6-CLOCKUPDATE: System clock has been updated from
14:46:26 UTC Wed Jul 29 2015 to 08:46:26 CST Wed Jul 29 2015, configured from
console by console

0. The command clock summer-time command can be used to automatically switch between standard
time and daylight saving time. If you do not use this command, the system will default to using daylight
savings rules for the United States.

DLS1 (config) # clock summer-time ?
WORD name of time zone in summer

DLS1 (config) # clock summer-time CDT ?
date Configure absolute summer time
recurring Configure recurring summer time

DLS1 (config) # clock summer-time CDT recurring ?
<1-4> Week number to start
first First week of the month
last Last week of the month
<cr>

DLS1 (config) # clock summer-time CDT recurring

DLS1 (config) #

Jul 29 14:47:20.249: $SYS-6-CLOCKUPDATE: System clock has been updated from
08:47:20 CST Wed Jul 29 2015 to 09:47:20 CDT Wed Jul 29 2015, configured from
console by console]

Verify clock settings using the show clock command with the keyword detail.

DLS1# show clock detail

09:48:11.679 CDT Wed Jul 29 2015

Time source is user configuration

Summer time starts 02:00:00 CST Sun Mar 8 2015
Summer time ends 02:00:00 CDT Sun Nov 1 2015

The clock setting should reflect the current local time, adjusted for daylight savings as appropriate.

Setting the clocks manually is not considered an accurate method of tracking time and events in networks. It
is also not a scalable solution to manually configure time on all network devices. The Network Time Protocol
(NTP) allows the network device to poll an authoritative time source for synchronization.

Step 5: Configure NTP.

NTP is used to make sure all network devices in the campus are synchronized. Time accuracy can be derived
from three different external sources: Atomic clock, GPS receiver, and accurate time source. NTP
synchronizes using UDP port 123. All of the devices must be configured with NTP.
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a. Configure DLS1 as the authoritative time source in the campus network by using the ntp master
command.

DLS1 (config) # ntp master ?
<1-15> Stratum number

<cr>

This command should only be used if you do not have a reliable external reference clock. We will use

ntp master stratum number command in global configuration mode. The stratum number should be

configured with a high number in the event that there is more reliable NTP source available. A machine
running NTP automatically chooses the machine with the lowest stratum number that is configured to
communicate with using NTP as its time source. The lower the stratum number the more trustworthy the
accuracy of the time source.

DLS1 (config) # ntp master 10

b. Configure DLS2, ALS1, and ALS2 to synchronize to DLS1 using the ntp server A.B.C.D ( IP address
of peer ) command. NTP synchronization should always refer to the most stable interface. Loopback
interfaces are considered always up interfaces and therefore, the best choice for NTP synchronization.
Also, the local time zone should be configured on each local device. Also, configure these devices with
the same time zone and summer time configuration as on DLS1.

DLS2 (config) # ntp server ?

A.B.C.D IP address of peer

WORD Hostname of peer

X:X:X:X::X 1IPv6 address of peer

ip Use IP for DNS resolution

ipvé Use IPv6 for DNS resolution

vrf VPN Routing/Forwarding Information

DLS2 (config)# ntp server 172.16.99.1

DLS2 (config) # clock timezone CST -6

*Jul 29 14:50:38.980: %SYS-6-CLOCKUPDATE: System clock has been updated from
14:50:38 UTC Wed Jul 29 2015 to 08:50:38 CST Wed Jul 29 2015, configured from
console by console.

DLS2 (config) # clock summer-time CDT recurring

DLS2 (config) #

Jul 29 14:50:54.247: $SYS-6-CLOCKUPDATE: System clock has been updated from
08:50:54 CST Wed Jul 29 2015 to 09:50:54 CDT Wed Jul 29 2015, configured from
console by console.

NOTE: Ensure that these commands are repeated on ALS1 and ALS2.

Step 6: Verify NTP .
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On DLS2, ALS1, and ALS2, use the show ntp status command to verify if these device clocks have
synchronized to DLS1.

DLS2# show ntp status

Clock is synchronized, stratum 11, reference is 172.16.99.1

nominal freq is 119.2092 Hz, actual freq is 119.2092 Hz, precision is 2**17

reference time is D96366D1.B4DD4BA4 (09:50:57.706 CDT Wed Jul 29 2015)

clock offset is -0.2067 msec, root delay is 2.03 msec

root dispersion is 195.31 msec, peer dispersion is 1.55 msec

loopfilter state is 'CTRL' (Normal Controlled Loop), drift is -0.000000002 s/s
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system poll interval is 64, last update was 165 sec ago

Outputs for ALS1 and ALS2 should be similar to the output displayed above for DLS2.

The stratum will be +1 from the stratum value used on the master in the network. In this lab scenario, we use
ntp master 10. This indicates a stratum of 10 + 1 = 11. The stratum 11 is indicated in the show output.

NOTE: NTP may take up to 5 minutes to synchronize.

Part 6: Secure NTP Operation using Access-Lists and Authentication

Step 1: Secure NTP Operation using Access-Lists and Authentication

NTP operation can be secured using MD5 authentication. Authentication is enabled with the ntp
authenticate command. The authentication keys are defined with ntp authentication-key
command. The number specifies a unique NTP key. Valid keys are identified using the ntp-trusted-key
command. It is important to note that NTP does not authenticate clients. NTP authenticates the source.
Devices can still respond to unauthenticated requests. For this reason, access lists should be used in
conjunction with NTP authentication to restrict NTP access.

a. Configure NTP authentication on DLS1 and DLS2.

DLS1 (config) # ntp authenticate
DLS1 (config) # ntp authentication-key 1 md5 P@55word
DLS1 (config)# ntp trusted-key 1

Use the show ntp status command to verify that clock is still synchronized (note that it could take 5
minutes to resynchronize. The system clock is not reset, just the NTP relationship). If the clock shows
unsynchronized, the client has not successfully authenticated.

DLS2# show ntp status

Clock is synchronized, stratum 11, reference is 172.16.99.1

nominal freq is 119.2092 Hz, actual freq is 119.2092 Hz, precision is 2**17
reference time is D9636A49.B36724F9 (10:05:45.700 CDT Wed Jul 29 2015)

clock offset is -0.3060 msec, root delay is 2.50 msec

root dispersion is 68.07 msec, peer dispersion is 0.10 msec

loopfilter state is 'CTRL' (Normal Controlled Loop), drift is -0.000000003 s/s

system poll interval is 128, last update was 12 sec ago.

b. Repeat these commands on ALS1 and ALS2. Verify that the device clocks are synchronized using the
appropriate show command.

Step 2: Control NTP Access using Access-Lists

Time Servers can provide synchronization services in all directions to other devices in your network. A rogue
NTP server to come in and falsify time on your network. Also, a rogue device could send a large number of
bogus synchronization requests to your server preventing it from servicing legitimate devices. Configure an

access-list so that polling can only come from members of the 172.16.0.0/16 network. NTP masters must
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allow “peer” access to source with IP address 127.127.x.1. This IP address is the internal server address
created by the NTP master command. The local router synchronizes using this IP. View the output for the
show ntp associations command. If your device is configured as NTP master, then you must allow
access to source IP of 127.127.x.1. This is because 127.127.x.1 is the internal server that is created by the
ntp master command. The value of the third octet varies between platforms.

DLS1# show ntp associations

address ref clock st when poll reach delay offset disp
*~127.127.1.1 .LOCL. 9 12 16 377 0.000 0.000 0.226
* sys.peer, # selected, + candidate, - outlyer, x falseticker, ~ configured
DLS1#

Use the following commands to ensure that only devices on the 172.16.0.0 /16 network are able to poll or
send requests to the NTP server. The ntp access-group peer command allows the devices to
synchronize itself to remote systems that pass the access-list. Time synchronization and control queries are
allowed.

DLS1# conf t

Enter configuration commands, one per line. End with CNTL/Z.
DLS1 (config) # access-1list 1 permit 127.127.1.1

DLS1 (config) # access-list 2 permit 172.16.0.0 0.0.255.255
DLS1 (config) #

DLS1 (config) # ntp access-group ?

peer Provide full access
query-only Allow only control queries
serve Provide server and query access

serve-only Provide only server access

DLS1 (config) # ntp access-group peer 1

DLS1 (config) # ntp access-group serve-only 2
DLS1 (config) # end

DLS1#

This command references the source address listed in access-list 2 to determine if NTP services will
rendered to the requesting device.

Step 3: Verify NTP on all devices.

Use the show ntp associations, show ntp status, show clock detail commands to verify
synchronization and configurations across the campus network.

DLS1# show ntp status

Clock is synchronized, stratum 10, reference is 127.127.1.1

nominal freq is 119.2092 Hz, actual freq is 119.2092 Hz, precision is 2**17

reference time is D963700D.38FAF326 (10:30:21.222 CDT Wed Jul 29 2015)

clock offset is 0.0000 msec, root delay is 0.00 msec

root dispersion is 0.48 msec, peer dispersion is 0.25 msec

loopfilter state is 'CTRL' (Normal Controlled Loop), drift is 0.000000000 s/s

system poll interval is 16, last update was 15 sec ago.

© 2015 Cisco and/or its affiliates. All rights reserved. This document is Cisco Public. Page 148 of 186



CCNPv7.1 SWITCH: Lab 1 — Preparing the Switch

DLS1# show ntp associations

address ref clock st when poll reach delay offset disp
*~127.127.1.1 .LOCL. 9 0 16 377 0.000 0.000 0.244
* sys.peer, # selected, + candidate, - outlyer, x falseticker, ~ configured
DLS1#

DLS1# show clock detail

10:31:16.453 CDT Wed Jul 29 2015

Time source is NTP

Summer time starts 02:00:00 CST Sun Mar 8 2015
Summer time ends 02:00:00 CDT Sun Nov 1 2015
DLS1#

Compare the output on DLS2 to ALS1 and ALS2 devices.
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DLS2# show ntp status

Clock is synchronized, stratum 11, reference is 172.16.99.1

nominal freq is 119.2092 Hz, actual freq is 119.2092 Hz, precision is 2**17
reference time 1s D9636FBE.B4569C10 (10:29:02.704 CDT Wed Jul 29 2015)

clock offset is 0.3609 msec, root delay is 1.99 msec

root dispersion is 7.82 msec, peer dispersion is 3.64 msec

loopfilter state is 'CTRL' (Normal Controlled Loop), drift is -0.000000003 s/s
system poll interval is 128, last update was 170 sec ago.

DLS2#

DLS2# show ntp associations

address ref clock st when poll reach delay offset disp
*~172.16.99.1 127.127.1.1 10 176 128 376 1.990 0.360 3.642
* sys.peer, # selected, + candidate, - outlyer, x falseticker, ~ configured
DLS2#

DLS2# show clock detail

10:32:02.545 CDT Wed Jul 29 2015

Time source is NTP

Summer time starts 02:00:00 CST Sun Mar 8 2015
Summer time ends 02:00:00 CDT Sun Nov 1 2015

ALS1# show ntp status

Clock is synchronized, stratum 11, reference is 172.16.99.1

nominal freq is 119.2092 Hz, actual freq is 119.2093 Hz, precision is 2**17
reference time is D9636FCD.C3C21CD9 (10:29:17.764 CDT Wed Jul 29 2015)

clock offset is -2.6199 msec, root delay is 2.16 msec

root dispersion is 13.73 msec, peer dispersion is 67.34 msec

loopfilter state is 'CTRL' (Normal Controlled Loop), drift is -0.000000145 s/s
system poll interval is 64, last update was 225 sec ago.

ALS1#

ALS1l# show ntp associations
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address ref clock st when poll reach delay
*~172.16.99.1 127.127.1.1 10 229

* sys.peer, # selected, + candidate, - outlyer,
ALS1#

ALS1# show clock detail

10:33:12.625 CDT Wed Jul 29 2015

Time source is NTP

Summer time starts 02:00:00 CST Sun Mar 8 2015
Summer time ends 02:00:00 CDT Sun Nov 1 2015
ALS1#

ALS2# show ntp status

Clock is synchronized, stratum 11, reference is 172.16.99.1
nominal freq is 119.2092 Hz, actual freqg is 119.2093 Hz,
reference time 1s D9636E71.F02399BE (10:23:29.938 CDT Wed Jul 29 2015)
clock offset is -5.3988 msec, root delay is 1.81 msec

root dispersion is 18.57 msec, peer dispersion is 195.04 msec
loopfilter state is 'CTRL' (Normal Controlled Loop),

ALS2#

ALS2# show ntp associations

address ref clock st when poll reach delay
*~172.16.99.1 127.127.1.1 10 306

* sys.peer, # selected, + candidate, - outlyer,
ALS2#

ALS2# show clock detail

10:34:04.084 CDT Wed Jul 29 2015

Time source is NTP

Summer time starts 02:00:00 CST Sun Mar 8 2015
Summer time ends 02:00:00 CDT Sun Nov 1 2015
ALS2#

Step 4: End of Lab.

x falseticker,

precision is 2**17

x falseticker,

disp
-2.619 67.347

~ configured

drift is -0.000000103 s/s

system poll interval is 64, last update was 624 sec ago.

disp
-5.398 195.04

~ configured

Save your configurations. The equipment should be in the correct end state from this lab for Lab 7-2, SNMP.
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Lab 7-2 Configure Campus Network Devices to support Simple
Network Management Protocol (SNMPv3)

Topology
VLAN 99: 172.16.99.1 VLAN 99: 172.16.99.2
NTP Server NTP Client
DLS1 Fa0/11 Fa0/11 DLS2
oL
1S
Host C - -
VLAN99 2l 12
172.16.99.100/24 sl 1S
A
<
y—=
ALS1 Fa0/12 Fa0/12 ALS2
NTP Client NTP Client
VLAN 99: 172.16.99.3 VLAN 99: 172.16.99.4
All Switch-to-Switch connections are 802.1q trunks
Objective

e Configure an SNMP View

e Configure SNMP version 2¢
e Configure SNMP version 3
o Verify SNMP operation

Background

The Simple Network Management Protocol (SNMP) is an application layer protocol that facilitates the
exchange of management information between an agent and a management server. SNMP enables network
administrators to monitor and manage network performance, find and solve network problems, and plan for
network growth. SNMP management workstations can ask (get) for the value of a specific object identifier
(OID) from the management information base (MIB) maintained by SNMP agents. The Manager can also
configure (set) specific variable values in an OID. Additionally, the agent can send notifications (traps or
informs) when an event occurs or threshold is reached (simply put, an inform is a trap that must be
acknowledged by the manager). Like any powerful tool, SNMP can be dangerous if not used properly, and
securing the protocol and its uses are critical.

There are three SNMP versions. SNMPV3 is considered the most secure because it offers authentication and
encryption, where SNMP versions 1 and 2 offer neither. SNMP access can also be limited using an access
control list.

In this lab you will configure SNMP v3 on the distribution layer switches and SNMP v2c on the access layer
switches. The network should still be configured and operating based on the configurations that you applied in
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Lab 7-1 Synchronizing NTP in the campus network. All SNMP communications will be carried on the
Management VLAN (VLAN 99), and agent access will be restricted to the IP address of the Network
management Server (HOST C).

Note: This lab uses Cisco Catalyst 3560 and 2960 switches running Cisco 10S 15.0(2) IP Services and LAN
Base images, respectively. The 3560 and 2960 switches are configured with the SDM templates “dual-ipv4-
and-ipv6 routing” and “lanbase-routing”, respectively. Depending on the switch model and Cisco IOS Software
version, the commands available and output produced might vary from what is shown in this lab. Catalyst
3650 switches (running any Cisco IOS XE release) and Catalyst 2960-Plus switches (running any supported
Cisco I0S image) can be used in place of the Catalyst 3560 switches and the Catalyst 2960 switches.

Required Resources

o 2 switches (Cisco 2960 with the Cisco I0S Release 15.0(2)SE6 C2960-LANBASEK9-M image or
comparable)

o 2 switches (Cisco 3560 with the Cisco I0S Release 15.0(2)SE6 C3560-IPSERVICESK9-M image or
comparable)

e Ethernet and console cables
¢ 1 PC (Windows Host with a Static IP) with Network Monitoring software (the free version of

ManageEngine MIB Browser is used in this lab

Part 7. Prepare for the Lab

This lab uses the existing configurations from Lab 7-1 Synchronizing NTP in the Campus Network. The
NTP functionality and security is not critical to perform this lab. However, you will need L2 trunking configured.

Step 1: Configure host access for Host C

Configure DLS1 interface F0/6 for access to VLAN 99 and configure Host C with the IP address
172.16.99.100/24 with a default gateway of 172.16.99.1. Verify Host C can ping all four switch management
interfaces.

Part 8. Configure general SNMP parameters

In this part you will configure general SNMP parameters that will be used by all four switches.

Step 1: Configure general SNMP information

Configure general values to identify the device, it's location, and a point of contact. Configure this with
appropriate values on all four switches:

DLS1 (config) # snmp-server location DLS1 Rack 1
DLS1 (config) # snmp-server contact Student
DLS1 (config) # snmp-server chassis-id Cisco 3560v2 SN FTX2222222

Step 2: Configure access-lists for SNMP.

Configure an access list on each switch. This ACL will be used to specify exactly where SNMP get and set
messages should be coming from. In this lab, the 172.16.99.0/24 network is the management network.
Configure this ACL on all four switches:
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DLS1 (config) # ip access-list standard NMS-SERVERS
DLS1 (config-std-nacl)# permit 172.16.99.0 0.0.0.255
DLS1 (config-std-nacl) # exit

Step 3: Configure an SNMP view.

Access to the MIB is open access by default, and any authorized user can read or change the value of any
OID in the MIB. Besides the ACL, you should also configure SNMP VIEWS. A view specifically allows or
disallows access to certain parts of the MIB, which can provide both security and help control CPU utilization

by limiting large SNMP polls.

The MIB is large and there are many different branches and variables, so how the views are configured really
depends on how the NMS is implemented versus other SNMP access to the system. Views should be created
and configured to contain those variables required by the different entities that might use SNMP to access

your devices.

The output below is a basic view configuration that follows Cisco's guidance for OID access located
at http://www.cisco.com/en/US/docs/ios-xml/ios/snmp/configuration/12-4t/nm-snmp-cfg-snmp-support.htmil.

The commands specify the "root" of the MIB tree and then further specifies sub-branches that are excluded.
Configure this view on all four switches.

DLS1 (config) #snmp-server view
DLS1 (config) #snmp-server view
DLS1 (config) #snmp-server view

DLS1 (config) #snmp-server view

DLS1 (config) #snmp-server view

( )
( )
( )
( )
DLS1 (config) #snmp-server view
( )
DLS1 (config) #snmp-server view
( )

DLS1 (config) #snmp-server view

NMS-LIMIT
NMS-LIMIT
NMS-LIMIT
NMS-LIMIT
NMS-LIMIT
NMS-LIMIT
NMS-LIMIT

iso

NMS-LIMIT 1

N R
WWwWwwwww

.6.1.6.

included

1.4.21 excluded
.4.22 excluded
.4.35 excluded
.3 excluded
.15 excluded
.16 excluded
.18 excluded

O OO0 O O OO O
R R R R R
o NN NN
WWwWwR R R

The OID values in the above configuration correspond to the following:

Note: iso in the text below refers to the root of the MIB tree

1.3.6.1.2.1.4.21 is (iso-1).(org-3).(dod-6).(internet-1).(mgmt-2).(mib2-1).(ip-4).(ipRouteTable-21).
1.3.6.1.2.1.4.21 is (iso-1).(org-3).(dod-6).(internet-1).(mgmt-2).(mib2-1).(ip-4).(ipNetToMediaTable-22).
1.3.6.1.2.1.4.21 is (iso-1).(org-3).(dod-6).(internet-1).(mgmt-2).(mib2-1).(ip-4).(ipNetToPhysical Table-35).

1.3.6.1.2.1.3 is (iso-1).(org-3).(dod-6).(internet-1).(mgmt-2).(mib2-1).(atTable-3)

1.3.6.1.6.3.15 is (iso-1).(org-3).(dod-6).(internet-1).(snmpv2-6).(snmpModules-3).(snmpUsmMIB-15)
1.3.6.1.6.3.16 is (iso-1).(org-3).(dod-6).(internet-1).(snmpv2-6).(snmpModules-3).(snmpVacMMIB-16)
1.3.6.1.6.3.18 is (is0-1).(org-3).(dod-6).(internet-1).(snmpv2-6).(snmpModules-3).(snmpCommunityMIB-18)

The NMS-LIMIT view above will protect some of the SNMP credentials from accidental exposure

(nsmpUsmMIB, snmpVacmMIB, snmpCommunityMIB) and deny access to the Routing Table (ipRouteTable),
the ARP table (atTable), and the deprecated ipNetToMediaTable and ipNetToPhysicalTable OIDs.

Part 9: Configure DLS1 and DLS2 for SNMPv3

Step 1. Configure SNMP groups.

SNMP groups are a construct that allows for users and views to be associated with one another.
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Included as a part of the group configuration for SNMPv3 is the security model (no auth, auth, or priv),
optional associated read, write, and inform views, and optional access-list controlling source addresses in the

group.

In the output below, a group called ccnp-switch3 is created to use SNMPv3, the security features
implemented by the group, the read view of NMS-LIMIT and is restricted by the ACL NMS-SERVERS.
Configure this on both DLS1 and DLS2. An example from DLS1:

DLS1 (config) # snmp-server group ccnp-switch3 v3 priv read NMS-LIMIT access
NMS-SERVERS

Step 2: Configure SNMP users.

Configure users on DLS1 and DLS2. They will use an SNMPv3 user who is a part of the group ccnp-
switch3. They will authenticate using SHA with password cisco123, and will encrypt using AES 128 with a
password of cisco123. Configure this on both DLS1 and DLS2. An example from DLS1:

DLS1 (config) # snmp-server user student ccnp-switch3 v3 auth sha ciscol23 priv
aes 128 ciscol23

Note: This command will not show in the running configuration after it is entered.

After configuring the user, you should see this SYSLOG message:

Configuring snmpv3 USM user, persisting snmpEngineBoots. Please Wait...

Step 3: Configure SNMP trap receiver

Configure the NMS server traps will be sent to. As a part of this command, specific traps or sets of traps to
send can be specified. If no traps are specified, this receiver will be forwarded all traps that are enabled. This
particular configuration needs to be coordinated with the network management system and network
monitoring requirements for the organization.

Configure 172.16.99.100 as a trap receiver for DLS1 and DLS2 For simplicity, do not configure any trap limits.
Configure this on both DLS1 and DLS2. An example from DLS1:

DLS1 (config) # snmp-server host 172.16.99.100 traps version 3 priv student

Step 4: Configure Interface Index Persistence.

Network monitoring systems record throughput and other interface statistics using SNMP polling. Each
interface is referenced by its unique index number, which is dynamically assigned by the I0S upon boot. The
index of each interface can be determined with the command show snmp mib ifmib ifindex. The dynamic
assignment aspect of this can be problematic for documentation. Therefore, it is a good idea to instruct the
system to keep a persistent list of interfaces rather than a dynamic one. The use of this command creates a
file stored in NVRAM. Configure this on both DLS1 and DLS2. An example from DLS1:

DLS1 (config) # snmp-server ifindex persist
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Step 5: Enable SNMP Trap Sending

This final command actually enables the forwarding of traps to the configured trap receivers. As a part of this
command, traps can be limited (as they can be in the snmp-server host command). Once again this will need
to be coordinated with the network management system and network monitoring requirements for the

organization. Configure this on both DLS1 and DLS2. An example from DLS1:

DLS1 (config) # snmp-server enable traps

Step 6: Verify SNMP configuration.

To very quickly verify that traps are being sent, issue the command debug snmp packets and then enter
configuration mode. You should see debug output indicating a packet was sent:

DLS1# debug snmp packets

SNMP packet debugging is on

DLS1#
DLS1# conf t

Enter configuration commands,

DLS1 (config) #
Jul 30 18:27:05.274: SNMP:

sysUpTime.0 = 37646

one per line. End with CNTL/Z.

Queuing packet to 172.16.99.100
Jul 30 18:27:05.274: SNMP: V2 Trap, reqid 1, errstat 0, erridx 0

snmpTrapOID.0 = ciscoConfigManMIB.2.0.1

ccmHistoryEventEntry.3.7
ccmHistoryEventEntry.4.7
ccmHistoryEventEntry.5.7
DLS1 (config) # end
DLS1# undebug all

1
2
3

Use the show snmp command to view configuration information for SNMP:

DLS1# show snmp

Chassis: Cisco 3560v2 SN FTX2222222

Contact: Student
Location: DLS1 Rack 1
0 SNMP packets input

0 Bad SNMP version errors

Encoding errors

Get-request PDUs
Get-next PDUs
Set-request PDUs

O O O O O O o O

(@)

1 SNMP packets output

Unknown community name

Illegal operation for community name supplied

Number of requested variables

Number of altered variables

Input queue packet drops (Maximum queue size 1000)
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P O O O O O

Too big errors (Maximum packet size 1500)
No such name errors

Bad values errors

General errors

Response PDUs

Trap PDUs

SNMP global trap: enabled

SNMP logging: enabled

Logging to 172.16.99.100.162, 0/10, 1 sent, 0 dropped.

SNMP agent enabled

DLS1#

Use the show

snmp view command:

DLS1# show snmp view

cac_view
cac_view
cac_view
cac_view
cac_view
cac_view
cac_view
cac_view
cac_view
cac_view
cac_view
cac_view
cac_view
cac_view
cac_view
cac_view
cac_view
cac_view
cac_view
cac view
cac view
cac view
cac view
cac view
cac_view
cac_view
cac_view
cac_view
cac_view
cac_view
cac_view
cac_view

cac_view

pimMIB - included read-only active

msdpMIB - included read-only active

ip - included read-only active
ospf - included read-only active
bgp - included read-only active

dotldBridge - included read-only active
ipMRouteStdMIB - included read-only active
igmpStdMIB - included read-only active
ipForward - included read-only active
ipTrafficStats - included read-only active
ospfTrap - included read-only active
sysUpTime.0 - included read-only active

ciscoPingMIB - included read-only active

ciscoStpExtensionsMIB - included read-only active

ciscolIpSecFlowMonitorMIB - included read-only active

ciscoPimMIB - included read-only active
ciscoMgmt.187 - included read-only active
ciscoEigrpMIB - included read-only active
ciscoCefMIB - included read-only active
ciscoIpMRouteMIB - included read-only active
ciscoIPsecMIB - included read-only active
cospf - included read-only active
ciscoExperiment.101 - included read-only active
ciscoletfIsisMIB - included read-only active
ifIndex - included read-only active

ifDescr - included read-only active

ifType - included read-only active
ifAdminStatus - included read-only active
ifOperStatus - included read-only active
snmpTraps.3 - included read-only active
snmpTraps.4 - included read-only active
snmpTrapOID.0 - included read-only active

snmpMIB.1.4.3.0 - included read-only active
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cac _view lifEntry.20 - included read-only active

cac_view cciDescriptionEntry.l - included read-only active

NMS-LIMIT
NMS-LIMIT
NMS-LIMIT
NMS-LIMIT
NMS-LIMIT
NMS-LIMIT
NMS-LIMIT
NMS-LIMIT
vldefault
vldefault
vldefault
vldefault
vldefault
vldefault

iso - included nonvolatile active

at - excluded nonvolatile active

snmpUsmMIB - excluded nonvolatile active
snmpVacmMIB - excluded nonvolatile active
snmpCommunityMIB - excluded nonvolatile active
ip.21 - excluded nonvolatile active

ip.22 - excluded nonvolatile active

ip.35 - excluded nonvolatile active

iso - included permanent active

internet - included permanent active
snmpUsmMIB - excluded permanent active
snmpVacmMIB - excluded permanent active
snmpCommunityMIB - excluded permanent active

ciscoMgmt.252 - excluded permanent active

*tv.FFFFFFFF.FFFFFFFE . FFFFFFFE . FFFFFFFF . FFFFFFFE . FFFFFFFF . FFFFFFFF . FFFFFFEFE . FFFFFFFE . F
FFFFFFF.FFFFFFFF.FFFFFFFF . FFFFFFFF.FFFFFFFF.FFFFFFFEFOF iso

*tv.FFFFFFFF.FFFFFFFF . FFFFFFFF . FFFFFFFF . FFFFFFFE . FFFFFFFF . FFFFFFFF . FFFFFFFE . FFFFFFFE . F

FFFFFFF.FFFFFFFEF . FFFFFFFF . FFFFFEFFF . FFFFEFFFF . FFFFFFFEFOF 1s0.2.840.10036

volatile active

Verify SNMP groups.

DLS1# show snmp group

groupname: ccnp-switch3
contextname: <no context specified>

readview

: NMS-LIMIT

specified>
notifyview: *tv.FFFFFFFF.FFFFFFFF.FFFFFFFE.F

row status: active

DLS1#

access-list: NMS-SERVERS

Verify SNMPv3 users:

DLS1l#show snmp user

User name:

Engine ID:

student
800000090300E840406F7283

storage-type: nonvolatile active
Authentication Protocol: SHA
Privacy Protocol: AES128

Group-name: ccnp-switch3
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Step 7: Configure MIBBrowser software

This lab uses the free tool "MIBBrowser" from ManageEngine for verification. Other tools that will listen for

traps at are acceptable substitutes as well.

On the MIBBrowser file menu, select Edit and Settings. Select the SNMP version 3 radio button, select

“Save V3 Settings to file and then click ADD.

Eﬂ MibBrowser Se&_ ﬁ

General | Mib Settings I Template Settingsl
SMMP Version

1wl iw2e @ w3
General Options Get Bulk Options
Time Out |5 =
|| Max Repetitions | 59
Retries 0 :I
. Mon Repeaters | o
Encoding 1308859 _1 [=]
[]walidate Broadeast Address Uk
Context Mame
Met Mask
Context 1D
W3 Settings

[ Set EnginelD For Adding ¥3 entry

[7] Save Y3 Setlings to Databhase Databasge Settings

User... Secur... Auth... PrivP... Auth.. PrivP... Targe... Targe... Engin... Entity

Add Modify Delete
Restore Defaults

On the SnmpParameterPanel, fill in the values for the SNMPv3 user:

Eﬂ SnmpParameterPanel

W3 Parameters

Target Host | 172.16.99.1 Target Port 161
UserMame | student Security Level | Auth Priv
Auth Protocol | SHA E Auth Passworg | *asrs &+ s
Priv Protocol | CFB-AES-128 E Priv Password ********|
Contest Marme Engine D

’ 0] ” Cancel H Anply l

e Target Host: IP Address of DLS1 (172.16.99.1)
e User Name: student

e Security Level: Auth,Priv

e Auth Protocol: SHA
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e Auth Password: ciscol123
e Priv Protocol: CFB-AES-128
e Priv Password: cisco123

Once the values are entered, then, click ok. Click Add again and add DLS2 (172.16.99.2) with the same
values.

Once values are added for both devices, select DLS1’s entry and click OK.

student Auth,... SHA CFB-A.., **

Restore Defaults ’ 0K ” Cancel ]

Step 8: Verify SNMP TRAP Operation

Run MibBrowser. Select View and then Trap Viewer from the File Menu. The TrapViewer window will open.

Uncheck the "Authenticate v1/v2c traps (Community). Click into the Community field and change 'public'
to 'ccnp-switch3' and click the add button.

[ Authenticate v 42c traps (Community) 7] Enahle Logging | Log Format|Z|

[V] Authenticate v3 Trap [T Enable Mail
Faort 162 TrapList IZI Add Del
Community | conp-switehi] TrapParser
[ st ] Stop Show Details CeleteEnty || ParserEditor |
‘ xxa H Traps: OlInfarm: 0 | Status Mot Listening for Traps |

Finally, click Start. TrapViewer is now listening for traps.

Go to the command prompt at DLS1 and DLS2 and enter configuration mode. You should see at least two
SNMPv3 traps collected in the TrapViewer. This validates that traps are being sent to the designated host.
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* TrapViewer - [‘:' =] é]
Class Type Source Date Message
Clear | v3 Trap | 17216991 [Thulul30 13:35:37 ... |iso.org.dod.internet. .
Clear | v3 Trap | 17216.99.2  [Thulul3013:35:43 ... |iso.org.dod.internet. .
Authenticate vinvZe traps (Community) Enable Logging | Log Format
Authenticate v3 Trap Enable Mail Configure Mail
Port 162 TrapList 162:ccnp-switch3 IZI Add el
Cornrnunity | conp-swikchs TrapParser Load
Start ’ Stop ” Show Details ” Delete Entry ] FarserEditar
| o " Traps: 2 Inform ;0 | Status ; Listening for Traps
o

Step 9: Verify SNMP GET Operation

Move the TrapViewer window out of the way (do not close it) and click on the main MibBrowser window.
Under the "Loaded MibModules" category, expand SNMPv2-MIB, internet, mgmt, mib-2, and system and
then select sysLocation. Right click and select GET. You should see the system location information you
configured previously appear in the center window.

— ,

File Edit [0 Operations _Help

RIS DS BeBRES wned # <0 € H| 0wl

& Loaded MibModules
& 1ANAITypE-MIB
&& RFC1213-MIB
& IF-MIE
=y SMMPY2-MIB
-G internet

=3 mgmt

=3 mib-2
=3 system

% sysDescr
% gysObjectiD
B sysUpTime

0 snmpv2

Host 17216881 Part 161
Community HEEREE \irite Community
Setvalue |Z|
Device Type
Device Type Identified Mot Avallable C Reload
Suggested 0IDs Mone |z|
Object 1D is0,org.dod. internet mamt mib-2, system, sysLocation.0

Loading MIBs ArmibsiRFC1213-MIB Amibs\F-MIB
MIB(s) Loaded Successiully.

Sent GET requestto 17216.99.1 1 161

sysLocation.0 DLS1 Rack 1

Description | pukivar

Syntax DisplayString ( SIZE (0 .. 255 )} Status current
Access read-write Reference

Index

OhjectID 13612116

& &

Global Wiew [

B closet, 3rd floor'). If the location is unknown, the

"The physical location of this node (e.g., "telephone »

Click on Edit, then Settings. Select the second SNMPv3 entry and click OK, then repeat the above steps to

verify SNMPv3 is working with DLS2.

S ™ gysName
ation|

e sysSemices

S sysORLastChange

2 sysORTable

23 snmp

a SnmpY2

sysLocation.0
Reguest Failed: Error: Request Timed Outto 172.16.93.1
Sent GET requestto 172.16.99.2: 161
sysLocation.0

o

DLS1 Rack1

DLS2 Rack 1

equest Failed: Error; Request Timed Outto 172.16.99.2
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Part 10: Configure ALS1 and ALS2 for SNMPv2c

Step 1: Configure SNMP Community String.

SNMPv2c using a community-string based authentication. Access can be limited further by using an access
list. Create a read-only community named ccnp-switch?2 that is limited by the NMS-SERVERS ACL and
restricted to the view NMS-VIEW that was created earlier. Configure this on both ALS1 and ALS2. An
example from ALS1:

ALS1 (config) # snmp-server community ccnp-switch2 view NMS-LIMIT ro NMS-
SERVERS

Step 2: Configure SNMP trap receiver

Configure the NMS server traps will be sent to. As a part of this command, specific traps or sets of traps to
send can be specified. If no traps are specified, this receiver will be forwarded all traps that are enabled. This
particular configuration needs to be coordinated with the network management system and network
monitoring requirements for the organization.

Configure 172.16.99.100 as a trap receiver using SNMPv2c and the community ccnp-switch2. Configure this
on both ALS1 and ALS2. An example from ALS1:

ALS1 (config) # snmp-server host 172.16.99.100 version 2c ccnp-switch2

Step 3: Configure Interface Index Persistence.

Network monitoring systems record throughput and other interface statistics using SNMP polling. Each
interface is referenced by its unique index number, which is dynamically assigned by the IOS upon boot. The
index of each interface can be determined with the command show snmp mib ifmib ifindex. The
dynamic assignment aspect of this can be problematic for documentation. Therefore, it is a good idea to
instruct the system to keep a persistent list of interfaces, rather than a dynamic one. The use of this
command creates a file stored in NVRAM. Configure this on both ALS1 and ALS2. An example from ALS1:

ALS]1 (config) # snmp-server ifindex persist

Step 4: Enable SNMP Trap Sending

This final command actually enables the forwarding of traps to the configured trap receivers. As a part of this
command, traps can be limited (as they can be in the snmp-server host command). Once again this will need
to be coordinated with the network management system and network monitoring requirements for the
organization. Configure this on both ALS1 and ALS2. An example from ALS1:

ALS1 (config) # snmp-server enable traps

Step 5:  Verify SNMP configuration.

To very quickly verify that traps are being sent, issue the command debug snmp packets and then enter
configuration mode. You should see debug output indicating a packet was sent:

ALS1# debug snmp packets

SNMP packet debugging is on

ALS1#

ALS1# conf t

Enter configuration commands, one per line. End with CNTL/Z.
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ALS1 (config) #
Jul 30 18:57:17.770: SNMP: Queuing packet to 172.16.99.
Jul 30 18:57:17.770: SNMP: V2 Trap, reqid 1, errstat O,
sysUpTime.0 = 878054
snmpTrapOID.0 = ciscoConfigManMIB.2.0.1
ccmHistoryEventEntry.3.5 = 1
ccmHistoryEventEntry.4.5 = 2
ccmHistoryEventEntry.5.5 = 3
ALS1 (config) # end
ALS1# undebug all

At this point, look at the TrapViewer window and you should see a v2c trap was received.

100

erridx 0

o S

Source Date

Clear v3 Trap 172.16.99.1 Thu Jul 30 13:35:37 ...

Message

.iso.org.dod.inkernet. ..

Clear v3 Trap 172.16.99.2 Thu Jul 30 13:35:43 ...

.iso.org.dod.inkernet...

Clear wZc Trap 172.16.99.3 Thu Jul 30 13:58:12 ...

.is0,org.dod.internet...

Use the show snmp command to view configuration information for SNMP:

ALS1# show snmp
Chassis: Cisco 2960 SN FTX4444444
Contact: Student
Location: ALS1 Rack 1
0 SNMP packets input

0 Bad SNMP version errors
Unknown community name
Illegal operation for community name supplied
Encoding errors
Number of requested variables
Number of altered variables
Get-request PDUs
Get-next PDUs
Set-request PDUs

OO OO OO oo

(@)

1 SNMP packets output
0 Too big errors (Maximum packet size 1500)
No such name errors
Bad values errors
General errors
Response PDUs
Trap PDUs
SNMP global trap: enabled

P O O oo

SNMP logging: enabled

Input gqueue packet drops (Maximum queue size 1000)

Logging to 172.16.99.100.162, 0/10, 1 sent, 0 dropped.

SNMP agent enabled
ALS1#

Use the show snmp community command (community will be repeated for each VLAN, noted by the

@][vlan #)):

ALS1# show snmp community
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Community name: ccnp-switch?2
Community Index: ccnp-switch?2
Community SecurityName: ccnp-switch?2

storage-type: nonvolatile active access-list: NMS-SERVERS

Community name: ccnp-switch2@1
Community Index: ccnp-switch2@1l
Community SecurityName: ccnp-switch?2

storage-type: read-only active access-list:

Community name: ccnp-switch2@1002
Community Index: ccnp-switch2@1002
Community SecurityName: ccnp-switch?2

storage-type: read-only active access-list:

Community name: ccnp-switch2@1003
Community Index: ccnp-switch2@1003
Community SecurityName: ccnp-switch?2

storage-type: read-only active access-list:

Community name: ccnp-switch2@1004
Community Index: ccnp-switch2@1004
Community SecurityName: ccnp-switch2

storage-type: read-only active access-list:

Community name: ccnp-switch2@1005
Community Index: ccnp-switch2@1005
Community SecurityName: ccnp-switch?2

storage-type: read-only active access-list:

Community name: ccnp-switch2@99
Community Index: ccnp-switch2@99
Community SecurityName: ccnp-switch?2

storage-type: read-only active access-list:

ALS1#

Step 6: Verify SNMP TRAP Operation

NMS-SERVERS

NMS-SERVERS

NMS-SERVERS

NMS-SERVERS

NMS-SERVERS

NMS-SERVERS

MibBrowser's TrapViewer should still be open and listening for traps, and you should have already seen a

trap from ALS1. Go into configuration mode on ALS2 and verify a trap is received.
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p o
— -
Source Date Message

Clear w3 Trap 172,16,99,1 Thu Jul 30 13:35:37 ... [iso.org.dod.internet., .,
Clear w3 Trap 172,16,99.2 Thu Jul 30 13:35:43 ... [.iso.org.dod.internet, .,
Clear wZc Trap 172,16,99.3 Thu Jul 30 13:58:12 ... .iso.org.dod.internet., ..
Clear w2c Trap 172.16,99.4 Thu Jul 30 14:05:07 ... [.iso.org.dod.internet. .
Clear w2c Trap 172.16,99.4 Thu Jul 30 14:05:09 .., [iso.org.dod.internet., .,

Step 7: Verify SNMP GET Operation

Next to verify GET operations in SNMPv2c are working, go back to the Settings screen (edit>settings) and
change the radio button selection from v3 to v2 and click OK.

Esj MibBrowser Seﬂi_ &

 General’| Mib Settings | Template Settings |
SHMP Yersion

(R @ v ) v3

General Options Get Bulk Options

Once you click OK you will be returned to the main screen. Here the host settings fields will be available for
editing . In the Host field, type 172.16.99.3 (ALS1), and in the Community field, type ccnp-switch2. Under the
"Loaded MibModules" category, expand SNMPv2-MIB, internet, mgmt, mib-2, and system and then select
sysLocation. Right click and select GET. You should see the system location information you configured

previously appear in the center window. Repeat this process for ALS2 (172.16.99.4) to verify SNMPvc is
configured correctly on this device.

syslLocation.0 ALST Rack1
Reguest Failed: Error: Request Timed Qutto 172.16.959.3
Sent GET requestto 172.16.99.4 - 161

1 sysORTable sysLocation.0 ALSZ Rack 1
- Snmp Request Failed: Error: Reguest Timed Outto 172.16.99.4

Step 8: End of Lab

Do not save your configurations. The equipment will be reset for the next lab.
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Lab 8-1, IP Service Level Agreements and Remote SPAN in a

Campus Environment

Topology
DLS1 VLAN 99: 172.16.99.1/24
VLAN 100: 172.16.100.1/24
VLAN 200: 172.16.200.1/24
EtherChannel
802.1Q Trunks
-
Y
(=3
5
Fa0/6 S Fao11 =2 A
= . — =
Fa0/12
—— ALS1 2 FaOit2, " AL&2
VL:: 100 VAN 29 VLAN D9 V':gtltZEO
172.16.100.101124 172.16.99.101/24 172.16.99.102/24 172.16.200.101/24
Objectives

e Configure trunking, VTP, and SVIs.
¢ Implement IP SLAs to monitor various network performance characteristics.
¢ Implement Remote SPAN

Background

Cisco 10S IP service level agreements (SLAs) allow users to monitor network performance between Cisco
devices (switches or routers) or from a Cisco device to a remote IP device. Cisco IOS IP SLAs can be applied
to VolP and video applications as well as monitoring end-to-end IP network performance.

The SPAN feature allows you to instruct a switch to send copies of packets seen on one port, multiple ports,
or an entire VLAN to another port on the same switch. Moreover, the Remote SPAN (RSPAN) feature takes
the SPAN feature beyond a single switch to a network, allowing you to remotely capture traffic on different
switches in the network. This is extremely useful in campus networks where a sniffer may not be located at
the desired traffic capture point. In addition, this allows you to permanently place a sniffer in the campus
network to SPAN traffic as necessary or when troubleshooting situations arise

In this lab, you configure trunking, VTP, and SVIs. You configure IP SLA monitors to test ICMP echo network
performance between DLS1 and each host. You also configure IP SLA monitors to measure jitter between
DLS1 and the access layer switches ALS1 and ALS2. Finally, you will set up an RSPAN and capture traffic.

Note: This lab uses the Cisco WS-C2960-24TT-L switch with the Cisco IOS image ¢c2960-lanbasek9-mz.150-
2.SE6.bin and the Catalyst 3560V2-24PS switch with the Cisco 10S image c¢3560-ipservicesk9-mz.150-
2.SE6.bin. Other switches and Cisco I0S Software versions can be used if they have comparable capabilities
and features. Depending on the switch model and Cisco 10S Software version, the commands available and
output produced might vary from what is shown in this lab.

© 2015 Cisco and/or its affiliates. All rights reserved. This document is Cisco Public. Page 165 of 186



CCNPv7.1 SWITCH: Lab 1 — Preparing the Switch

Required Resources

e 2 switches (Cisco 2960 with the Cisco I0S Release 15.0(2)SE6 C2960-LANBASEK9-M image or
comparable)

e 1 switches (Cisco 3560 with the Cisco I0S Release 15.0(2)SE6 C3560-IPSERVICESK9-M image or
comparable)

e 2 PC’s with Windows OS. One of the PCs should be equipped with Wireshark Application

e Ethernet and console cables

Part 11: Prepare for the Lab

Step 1: Prepare the switches for the lab

Use the reset. tel script you created in Lab 1 “Preparing the Switch” to set your switches up for this lab.
Then load the file BASE.CFG into the running-config with the command copy flash:BASE.CFG
running-config. An example from DLS1:

DLS1# tclsh reset.tcl

Erasing the nvram filesystem will remove all configuration files! Continue? [confirm]
[OK]

Erase of nvram: complete

Reloading the switch in 1 minute, type reload cancel to halt
Proceed with reload? [confirm]

*Mar 7 18:41:40.403: %SYS-7-NV_BLOCK INIT: Initialized the geometry of nvram

*Mar 7 18:41:41.141: %SYS-5-RELOAD: Reload requested by console. Reload Reason:
Reload command.

<switch reloads - output omitted>

Would you like to enter the initial configuration dialog? [yes/nol: n
Switch> en

*Mar 1 00:01:30.915: SLINK-5-CHANGED: Interface Vlanl, changed state to
administratively down

Switch# copy BASE.CFG running-config
Destination filename [running-config]?

184 bytes copied in 0.310 secs (594 bytes/sec)
DLS1#

Step 2: Configure basic switch parameters.

Configure an IP address on the management VLAN according to the diagram. VLAN 1 is the default
management VLAN, but following best practice, we will use a different VLAN. In this case, VLAN 99.

Enter basic configuration commands on each switch according to the diagram.

DLS1 example:

DLS1# configure terminal
Enter configuration commands, one per line. End with CNTL/Z.
DLS1 (config) # interface wvlan 99
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DLS1 (config-if)# ip address 172.16.99.1 255.255.255.0
DLS1 (config-if) # no shutdown

The interface VLAN 99 will not come up immediately, because the broadcast domain it is associated with
(VLAN 99) doesn’t exist on the switch. We will fix that in a few moments.

(Optional) On each switch, create an enable secret password and configure the VTY lines to allow remote
access from other network devices.

DLS1 example:

DLS1 (config) # enable secret class

DLS1 (config) # line vty 0 15

DLS1 (

DLS1 (config-1line) # login

config-line)# password cisco

Note: The passwords configured here are required for NETLAB compatibility only and are NOT
recommended for use in a live environment.

Note(2): For purely lab environment purposes, it is possible to configure the VTY lines so that they accept
any Telnet connection immediately, without asking for a password, and place the user into the privileged
EXEC mode directly. The configuration would be similar to the following example for DLS1:

DLS1 (config) # enable secret class
DLS1
DLS1
DLS1 (config-line) # privilege level 15

config)# line vty 0 15
config-line)# no login

(
(
(
(

Note: The %PKI-6-AUTOSAVE message tells you that your BASE.CFG has been saved as the startup-config, so
a simple reload will revert the switch back to BASE configuration

a. Configure default gateways on ALS1 and ALS2. These are access layer switches operating as Layer 2
devices and need a default gateway to send traffic from their management interface to other networks.
Configure both ALS1 and ALS2. An example from ALS1 is shown:

ALS]1 (config) # ip default-gateway 172.16.99.1

Step 3: Configure host PCs.

Configure PCs Host A and Host B with the IP address and subnet mask shown in the topology. Host A is in
VLAN 100 with a default gateway of 172.16.100.1. Host B is in VLAN 200 with a default gateway of
172.16.200.1.

Step 4: Configure trunks and EtherChannels between switches.

Configure trunking according to the diagram. LACP is used for EtherChannel negotiation for these trunks.
Examples from DLS1 and ALS1 are shown. Configure all the switches with the channel groups shown in the

topology:
Configure the trunks and EtherChannel from DLS1 to ALS1 and ALS2.

DLS1 (config) # vlan 666

DLS1 (config-vlan) # name NATIVE DO _NOT_ USE

DLS1 (config-vlan) # exit

DLS1 (config)# int ran £0/7-10

DLS1 (config-if-range)# switchport trunk encapsulation dotlqg
DLS1 (config-if-range)# switchport trunk native vlan 666
DLS1 (config-if-range)# switchport nonegotiate
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DLS1 (config-if-range)# switchport mode trunk

DLS1 (config-if-range)# exit

DLS1 (config) # int ran £0/7-8

DLS1 (config-if-range)# channel-group 1 mode active

DLS1 (config-if-range)# description EtherChannel to ALS1

DLS1 (config-if-range)# no shut

DLS1 (config-if-range)# exit

DLS1 (config) # int ran £0/9-10

DLS1 (config-if-range)# channel-group 2 mode active

DLS1 (config-if-range)# description EtherChannel to ALS2

DLS1 (config-if-range)# no shut
( ) #

DLS1 (config-if-range exit

Configure the trunks and EtherChannel between ALS1 and ALS2.

ALS1 (config)# interface range fastEthernet 0/11 - 12
ALS1 (config-if-range) # switchport mode trunk

ALS1 (config-if-range)# channel-group 3 mode active
ALS1 (config-if-range) # no shut

Step 5: Configure VTP on ALS1 and ALS2.

Change the VTP mode of ALS1 and ALS2 to client.

ALS1 (config) # vtp mode client
Setting device to VTP CLIENT mode.

ALS2 (config) # vtp mode client
Setting device to VTP CLIENT mode.

Step 6: Configure VTP on DLS1.
Create the VTP domain on DLS1, and create VLANs 100 and 200 for the domain.

DLS1 (config) # vtp domain SWPOD
DLS1 (config) # vtp version 2

DLS1 (config) # wvlan 99
DLS1 (config-vlan) # name Management
DLS1 (config-vlan) # wvlan 100
DLS1 (config-vlan name Finance
(
(
(
(

DLS1 (config-vlan
DLS1 (config-vlan
DLS1 (confiqg) #

name Engineering

)
) #
DLS1 (config-vlan) # wvlan 200
) #
) # exit

Step 7: Configure access ports.
Configure the host ports for the appropriate VLANs according to the diagram.

ALS1 (config) # interface fastEthernet 0/6
ALS1 (config-if) # switchport mode access
ALS1 (config-if) # switchport access vlan 100
ALS1 (config-if) # no shut

ALS2 (config) # interface fastEthernet 0/6
ALS2 (config-if) # switchport mode access
ALS2 (config-if) # switchport access wvlan 200
ALS1 (config-if)# no shut
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Step 8: Configure VLAN interfaces and enable routing.

On DLS1, create the SVIs for VLANs 100 and 200. Note that the corresponding Layer 2 VLANs must be
configured for the Layer 3 SVIs to activate. This was done in Step 6.

DLS1 (config) # interface wvlan 100

DLS1 (config-if)# ip address 172.16.100.1 255.255.255.0
DLS1 (config-if)# interface wvlan 200

DLS1 (config-if)# ip address 172.16.200.1 255.255.255.0

The ip routing command is also needed to allow the DLS1 switch to act as a Layer 3 device to route between
these VLANSs. Because the VLANS are all considered directly connected, a routing protocol is not needed at
this time. The default configuration on 3560 switches is nho ip routing.

DLS1 (config) # ip routing
Verify the configuration using the show ip route command on DLS1.
DLS1# show ip route | begin Gateway

Gateway of last resort is not set

172.16.0.0/16 is variably subnetted, 6 subnets, 2 masks

C 172.16.99.0/24 is directly connected, V1an99

L 172.16.99.1/32 is directly connected, V1an99

C 172.16.100.0/24 is directly connected, V1anl0O0
L 172.16.100.1/32 is directly connected, V1anl00
C 172.16.200.0/24 is directly connected, V1an200
L 172.16.200.1/32 is directly connected, V1an200
DLS1#

Run the following Tcl script on DLS1 to verify full connectivity. If these pings are not successful, troubleshoot.
DLS1# tclsh

foreach address {
172.16.99.1
172.16.99.101
172.16.99.102
172.16.100.1
172.16.200.1
172.16.100.101
172.16.200.101

} o

ping $address }

Part 12: Configure Cisco IOS IP SLA

Step 1: Configure Cisco IOS IP SLA responders.

IP SLA responders are Cisco I0S devices that support the IP SLA control protocol. An IP SLA responder
uses the Cisco 10S IP SLA Control Protocol for notification configuration and on which port to listen and
respond. Some operations, such as ICMP echo, do not require a dedicated IP SLA responder.

Use the ip sla responder command on ALS1 and ALS2 to enable sending and receiving IP SLAs control
packets.

Note: This command replaces the ip sla monitor responder command. All commands that used to begin with
“ip sla monitor” now begin with “ip sla” (without “monitor”). Configure this on both ALS1 and ALS2. An
example from ALS1:

ALS]1 (config) # ip sla responder
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Configure ALS1 and ALS2 as IP SLA responders for UDP jitter using the ip sla responder udp-echo
ipaddress command. Specify the IP address of DLS1 VLAN 1 to act as the destination IP address for the
reflected UDP traffic on both ALS1 and ALS2. Configure this on both ALS1 and ALS2. An example from
ALS1:

ALS1 (config)# ip sla responder udp-echo ipaddress 172.16.99.1 port 5000

Step 2: Configure the Cisco IOS IP SLA source to measure network performance.

IP SLA uses generated traffic to measure network performance between two networking devices.

On DLS1, create an IP SLA operation and enter IP SLA configuration mode with the ip sla operation-number
command.

DLS1 (config)# ip sla 1
DLS1 (config-ip-sla) #

Configure an IP SLA ICMP echo operation using the icmp-echo command in IP SLA configuration mode. The
IP SLA ICMP echo operation does not require a dedicated Cisco IOS IP SLA responder (the destination
device can be a non-Cisco device, such as a PC). By default, the ICMP operation repeats every 60 seconds.
On DLS1, for ICMP echo operation 1, specify the IP address of Host A as the target. For ICMP echo
operation 2, specify the IP address of Host B as the target.

DLS1 (config-ip-sla)# icmp-echo 172.16.100.101
DLS1 (config-ip-sla-echo) # exit

DLS1 (config) # ip sla 2
DLS1 (config-ip-sla)# icmp-echo 172.16.200.101
DLS1 (config-ip-sla-echo) # exit

Jitter means inter-packet delay variance. UDP-based voice traffic associated with IP phone and PC softphone
applications at the access layer require strict adherence to delay and jitter thresholds. To configure an IP SLA
UDP jitter operation, use the udp-jitter command in IP SLA configuration mode. By default, the UDP jitter
operation repeats every 60 seconds. For UDP jitter operation 3, specify the destination IP address of the
ALS1 VLAN 99 interface as the target. For operation 4, specify the destination IP address of the ALS2 VLAN
99 interface as the target. The IP SLA communication port is 5000 for both operations.

DLS1 (config) # ip sla 3
DLS1 (config-ip-sla)# udp-jitter 172.16.99.101 5000
DLS1 (config-ip-sla-jitter)# exit

DLS1 (config) # ip sla 4
DLS1 (config-ip-sla) # udp-jitter 172.16.99.102 5000
DLS1 (config-ip-sla-jitter)# exit

Schedule the IP SLAs operations to run indefinitely beginning immediately using the ip sla schedule global
configuration mode command.

DLS1 (config

( # ip sla schedule 1 life forever start-time now
DLS1 (config

(

(

# ip sla schedule 2 life forever start-time now
# ip sla schedule 3 life forever start-time now
# ip sla schedule 4 life forever start-time now

DLS1 (config
DLS1 (config

—_ — — —

Step 3: Monitor IP SLAs operations.

View the IP SLA configuration for IP SLA 1 on DLS1. The output for IP SLA 2 is similar.

DLS1# show ip sla configuration 1
IP SLAs Infrastructure Engine-III
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Entry number: 1
Owner:
Tag:
Operation timeout (milliseconds): 5000
Type of operation to perform: icmp-echo
Target address/Source address: 172.16.100.101/0.0.0.0
Type Of Service parameter: 0x0
Request size (ARR data portion): 28
Verify data: No
Vrf Name:
Schedule:
Operation frequency (seconds): 60 (not considered if randomly scheduled)
Next Scheduled Start Time: Start Time already passed
Group Scheduled : FALSE
Randomly Scheduled : FALSE
Life (seconds): Forever
Entry Ageout (seconds): never
Recurring (Starting Everyday): FALSE
Status of entry (SNMP RowStatus): Active
Threshold (milliseconds): 5000
Distribution Statistics:
Number of statistic hours kept: 2
Number of statistic distribution buckets kept: 1
Statistic distribution interval (milliseconds): 20
Enhanced History:
History Statistics:
Number of history Lives kept: O
Number of history Buckets kept: 15
History Filter Type: None

What type of operation is being performed with IP SLA 17?

View the IP SLA configuration for IP SLA 3 on DLS1. The output for IP SLA 4 is similar.

DLS1# show ip sla configuration 3
IP SLAs Infrastructure Engine-III
Entry number: 2
Owner:
Tag:
Operation timeout (milliseconds): 5000
Type of operation to perform: icmp-echo
Target address/Source address: 172.16.200.101/0.0.0.0
Type Of Service parameter: 0x0
Request size (ARR data portion): 28
Verify data: No
Vrf Name:
Schedule:
Operation frequency (seconds): 60 (not considered if randomly scheduled)
Next Scheduled Start Time: Start Time already passed
Group Scheduled : FALSE
Randomly Scheduled : FALSE
Life (seconds): Forever
Entry Ageout (seconds): never
Recurring (Starting Everyday): FALSE
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Status of entry (SNMP RowStatus): Active
Threshold (milliseconds): 5000
Distribution Statistics:

Number of statistic hours kept: 2

Number of statistic distribution buckets kept:
Statistic distribution interval (milliseconds):

Enhanced History:

History Statistics:
Number of history Lives kept: O
Number of history Buckets kept: 15
History Filter Type: None

What type of operation is being performed with IP SLA 3?

1
20

Display global information about Cisco IOS IP SLAs on DLS1.
DLS1# show ip sla application

IP Service Level Agreements

Version: Round Trip Time MIB 2.2.0, Infrastructure Engine-III

Supported Operation Types:

icmpEcho, path-echo, path-jitter, udpEcho,
dns, udpJitter, dhcp, ftp, video, udpApp,

Supported Features:
IPSLAs Event Publisher

IP SLAs low memory water mark: 9359471
Estimated system max number of entries: 6855

Estimated number of configurable operations: 6817

Number of Entries configured 4
Number of active Entries HI
Number of pending Entries 0
Number of inactive Entries : 0

Time of last change in whole IP SLAs: 13:54:00.025 CDT Fri Jul 31 2015

Display information about Cisco 10S IP SLA responders on ALS1. The ALS2 output is similar.

ALS1# show ip sla responder

General IP SLA Responder on Control port 1967
General IP SLA Responder is: Enabled

Number of control message received: 26 Number of
Recent sources:

172.16.99.1 [14:17:28.775 CDT Fri Jul 31

172.16.99.1 [14:16:28.780 CDT Fri Jul 31

172.16.99.1 [14:15:28.776 CDT Fri Jul 31

172.16.99.1 [14:14:28.781 CDT Fri Jul 31
[

172.16.99.1
Recent error sources:

14:13:28.777 CDT Fri Jul 31

Permanent Port IP SLA Responder
Permanent Port IP SLA Responder is: Enabled
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udpEcho Responder:
IP Address Port
172.16.99.1 5000

Display IP SLA statistics on DLS1 for IP SLA 1. The IP SLA 2 output is similar.
DLS1# show ip sla statistics 1

IPSLAs Latest Operation Statistics

IPSLA operation id: 1
Latest RTT: 1 milliseconds
Latest operation start time: 14:17:00 CDT Fri Jul 31 2015
Latest operation return code: OK
Number of successes: 26
Number of failures: 0
Operation time to live: Forever

From this output, you can see that the latest round-trip time (RTT) for SLA operation Index 1 (icmp-echo) is 1
millisecond (ms). The number of packets sent successfully from DLS1 to PC Host A was 26, and there were
no failures.

Display IP SLA statistics on DLS1 for IP SLA 3. The IP SLA 4 output is similar.
DLS1# show ip sla statistics 3

IPSLAs Latest Operation Statistics

IPSLA operation id: 3
Type of operation: udp-jitter
Latest RTT: 3 milliseconds
Latest operation start time: 14:18:01 CDT Fri Jul 31 2015
Latest operation return code: OK
RTT Values:
Number Of RTT: 10 RTT Min/Avg/Max: 3/3/5 milliseconds
Latency one-way time:
Number of Latency one-way Samples: 0O
Source to Destination Latency one way Min/Avg/Max: 0/0/0 milliseconds
Destination to Source Latency one way Min/Avg/Max: 0/0/0 milliseconds
Jitter Time:
Number of SD Jitter Samples: 9
Number of DS Jitter Samples: 9
Source to Destination Jitter Min/Avg/Max: 0/1/1 milliseconds
Destination to Source Jitter Min/Avg/Max: 0/1/1 milliseconds
Packet Loss Values:
Loss Source to Destination: O
Source to Destination Loss Periods Number: O
Source to Destination Loss Period Length Min/Max: 0/0
Source to Destination Inter Loss Period Length Min/Max: 0/0
Loss Destination to Source: O
Destination to Source Loss Periods Number: 0
Destination to Source Loss Period Length Min/Max: 0/0
Destination to Source Inter Loss Period Length Min/Max: 0/0
Out Of Sequence: O Tail Drop: O
Packet Late Arrival: 0 Packet Skipped: 0
Voice Score Values:
Calculated Planning Impairment Factor (ICPIF): O
Mean Opinion Score (MOS): O
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Number of successes: 27
Number of failures: 0
Operation time to live: Forever

From this output, you can see that the latest RTT for SLA operation Index 3 (udp-jitter) is 3 ms. Jitter time
from source to destination and from destination to source is averaging 1 ms, which is acceptable for voice
applications. The number of packets sent successfully from DLS1 to ALS1 was 27, and there were no
failures.

Disable interface VLAN 99 on ALS1 using the shutdown command.

ALS1 (config) # interface vlan 99
ALS1 (config-if) # shutdown

Allow a few minutes to pass and then issue the show ip sla statistics 3 command on DLS1. The output
should look similar to the following.

DLS1# show ip sla statistics 3
IPSLAs Latest Operation Statistics

IPSLA operation id: 3
Type of operation: udp-jitter
Latest RTT: NoConnection/Busy/Timeout
Latest operation start time: 14:22:01 CDT Fri Jul 31 2015
Latest operation return code: No connection
RTT Values:
Number Of RTT: O RTT Min/Avg/Max: 0/0/0 milliseconds
Latency one-way time:
Number of Latency one-way Samples: 0
Source to Destination Latency one way Min/Avg/Max: 0/0/0 milliseconds
Destination to Source Latency one way Min/Avg/Max: 0/0/0 milliseconds
Jitter Time:
Number of SD Jitter Samples: O
Number of DS Jitter Samples: O
Source to Destination Jitter Min/Avg/Max: 0/0/0 milliseconds
Destination to Source Jitter Min/Avg/Max: 0/0/0 milliseconds
Packet Loss Values:
Loss Source to Destination: O
Source to Destination Loss Periods Number: 0
Source to Destination Loss Period Length Min/Max: 0/0
Source to Destination Inter Loss Period Length Min/Max: 0/0
Loss Destination to Source: 0
Destination to Source Loss Periods Number: O
Destination to Source Loss Period Length Min/Max: 0/0
Destination to Source Inter Loss Period Length Min/Max: 0/0
Out Of Sequence: O Tail Drop: O
Packet Late Arrival: 0 Packet Skipped: 0
Voice Score Values:
Calculated Planning Impairment Factor (ICPIF): O
Mean Opinion Score (MOS): O
Number of successes: 29
Number of failures: 2
Operation time to live: Forever

If there is a connectivity problem between IP SLA source DLS1 and responder ALS1 or ALS2, the
communication to the responder will be lost and statistics will cease to be collected, except for the number of
failed tests.
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Note: The IP SLA itself is an additional task that must be performed by the switch CPU. A large number of
intensive SLAs could create a significant burden on the CPU, possibly interfering with other switch functions
and having detrimental impact on the overall device performance. Therefore, you should carefully evaluate
the benefits of running IP SLAs. The CPU load should be monitored after the SLAs are deployed to verify that
they do not stress the device’s CPU above safe limits.

Re-enable ALS1's interface vlan 99 before continuing.

Part 13: Switch Port Analyzer (SPAN) Feature

SPAN is tool that allows for monitoring and troubleshooting a network. There are different variations of the
SPAN tool. There is local SPAN, Remote Span, and VLAN span. Local Span allows an administrator to
monitor traffic from a source and have it sent to a destination port on the same switch running a protocol
analyzer on the same switch. The source and destination port used to create the monitor session must be on
the same switch. Remote SPAN allows the source and destination ports to be on different switches. In order
for this to work, it uses a vlan configured only for remote span functionality. The source port then places the
transmitted or received data onto the remote span vlan. The remote span vlan is carried across trunks. The
receiving switch takes the data sourced from the remote vlan and sends it to the destination port running the
protocol analyzer.

In this lab, we will demonstrate the use of remote SPAN (RSPAN). VLAN 300 will be created and used as the
remote span VLAN. We will set up a monitoring session for the host connected to port fa0/6 on switch ALS1.
Ultimately, the destination port will be the host connected to fa0/6 of ALS2. The ALS2 host is collect the
transmit and receive data using Wireshark.

Step 1: Configure Remote SPAN (RSPAN).

Create the RSPAN VLAN on DLS1 using the VLAN 300 command from global configuration mode.

DLS1 (config) # wvlan 300
DLS1 (config-vlan) # name REMOTE SPAN
DLS1 (config-vlan) # remote-span

Use the show vlan remote-span command to verify the vlan 300 is configured correctly and is
designated as the remote-span vlan. Ensure that the VLAN propagates across the VTP Domain

with show vlan brief command. Use the show interface trunk command to ensure the RSPAN VLAN
is allowed on the trunks. The RSPAN VLAN should not be a DATA VLAN. Its purpose is strictly for carrying
the monitored traffic across trunk links from one switch to another.

Verify the output on DLS1.

DLS1# show vlan brief | include active

1 default active Fa0/1, Fa0/2, Fa0/3, Fa0/4
99 Management active

100 Finance active

200 Engineering active

300 REMOTE_SPAN active

666 NATIVE DO NOT USE active

DLS1#

Verify the output on ALS1.

ALS1l# show vlan brief | include active
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1 default active Fa0/1, Fa0/2, Fa0/3, Fa0/4
99 Management active

100 Finance active Fa0/6

200 Engineering active

300 REMOTE SPAN active

666 NATIVE DO NOT USE active

ALS1#

Now configure the monitor session on ALS1 with a source interface of fa0/6 and a destination of remote vlan
300. Because the captured traffic must traverse the local switch to a remote switch, we must use the remote
VLAN as the destination.

ALS1 (config) # monitor session 1 source interface Fa0/6
ALS]1 (config) # monitor session 1 destination remote wvlan 300

Verify the configuration using the show monitor command.

ALS1# show monitor
Session 1

Type : Remote Source Session
Source Ports :

Both : Fa0/6
Dest RSPAN VLAN : 300

Move to the ALS2 switch and configure it to collect the desired traffic. The source port on ALS2 will be the
remote span vlan 300 and the destination port will be the Engineering client connected to port fa0/6.

It is important to note that the PC-B host should be running a protocol analyzer to view the contents of the
captured traffic and perform traffic analysis. Both transmit and receive traffic of the source port will be
captured. The configuration can be modified to only capture transmit or receive traffic if necessary.

Configure ALS2 for the remote span session.

ALS2 (config) # monitor session 10 source remote vlan 300
ALS2 (config) # monitor session 10 destination interface Fa0/6

Our configuration shows the use of a different session number than the one used on ALS1. The session
numbers do not have to match from device to device.

Verify the configuration using the show monitor command. The source port should show VLAN 300 and the
destination port should be interface fa0/6.

ALS2# show monitor
Session 10

Type : Remote Destination Session
Source RSPAN VLAN : 300
Destination Ports : Fa0/6
Encapsulation : Native
Ingress : Disabled
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Use the show interfaces £a0/6 to command to view the status of the interface. Notice from the output
the line protocol is down. When a port is used as a destination in monitoring session, it cannot be used to
transmit and receive regular network traffic.

ALS2# show interface £0/6
FastEthernet0/6 is up, line protocol is down (monitoring)

Hardware is Fast Ethernet, address is 5017.£f£f84.0a86 (bia 5017.£ff84.0a86)
<output omitted>

Step 2: Test RSPAN operation

On PC-B, turn on Wireshark and capture all interface traffic.

In order to test the RSPAN configuration implemented on ALS1 and ALS2, we need to generate traffic from
the source host, PC-A.

o Initiate a ping from PC-A to the 172.16.99.102 address
o Open a web browser. Browse to the following url: http://172.16.99.1
o From ALSZ2, initiate a ping to PC-A, 172.16.100.101.

o From DLS1], initiate a ping to PC-A, 172.16.100.101.

In the Wireshark application that is running on PC-B, select the STOP button then use the Statistics >
Converstion List > IPv4 menu to view the IPv4 conversations contained in the capture. You will see that
172.16.200.101 (the address of PC-B) is not involved in any conversations except for traffic to 224.0.0.252
and 172.16.200.255.

_

T ——
M 1Pv4 Conversations: Local Area Connection
— — —

IPv4 Conversations: 7
Address A 4 AddressB 4 Packets 4 Bytes 4 Packets A—B 4 Bytes A—B 4 Packets A—B 4 Bytes A—B

172161001 17216100101 14 1452 7 726 7 1

1721698102 17216100101 a8 1732 9 866 9 &

17216100101 224.0.0.252 8 512 8 512 0

17216100101 17216.100.255 38 3588 38 3588 0

17216991 17216100101 20 1964 8 797 12 11
(| 17216200101 224.0.0.252 4 256 4 256 0

17216.200.101 172.16.200.255 6 552 6 552 0

Step 3: End of Lab

Do not save your configurations. The equipment will be reset for the next lab.
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Lab 10-2, Securing VLANS

Topology
HSRP Gateway Addresses
VLAN IP Address VLAN Purpose
1 172.16.1.1/24 150 Server-farm
100 172.16.100.1/24 151 Isolated
200 172.16.200.1/24 152 Community
DLST_ Faont Fa0/t1 P ES2

I:l N b Fa0l6 l_]
2 Aemm —
— Zz —
Host C I Host D
S
S \\ IS
I Fa0l6 E‘ Fa0/11 Fa0/11 ’ Fa0/6 I:I
e _ Fa0/12 Fa0/12 _ 7
Host A Host B
All Switch-to-Switch Connections
Are802.1Q trunks
Objectives

e Secure the server farm using private VLANS.
e Secure the staff VLAN from the student VLAN.
e Secure the staff VLAN when temporary staff personnel are used.

Background

In this lab, you will configure the network to protect the VLANSs using router ACLs, VLAN ACLs, and private
VLANS. First, you will secure the new server farm (Host C) by using private VLANS. Service providers use
private VLANS to separate different customers’ traffic while utilizing the same parent VLAN for all server
traffic. The private VLANS provide traffic isolation between devices, even though they might exist on the same
VLAN.

You will then secure the staff VLAN from the student VLAN by using a RACL, which prevents traffic from the
student VLAN from reaching the staff VLAN. This allows the student traffic to utilize the network and Internet
services while keeping the students from accessing any of the staff resources.

Lastly, you will configure a VACL that allows a host on the staff network to be set up to use the VLAN for
access but keeps the host isolated from the rest of the staff machines. This machine is used by temporary
staff employees.

Note: This lab uses Cisco Catalyst 3560 and 2960 switches running Cisco 10S 15.0(2) IP Services and LAN
Base images, respectively. The 3560 and 2960 switches are configured with the SDM templates “dual-ipv4-
and-ipv6 routing” and “lanbase-routing”, respectively. Depending on the switch model and Cisco IOS Software
version, the commands available and output produced might vary from what is shown in this lab. Catalyst
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3650 switches (running any Cisco IOS XE release) and Catalyst 2960-Plus switches (running any supported
Cisco I0S image) can be used in place of the Catalyst 3560 switches and the Catalyst 2960 switches.

Required Resources

e 2 switches (Cisco 2960 with the Cisco I0S Release 15.0(2)SE6 C2960-LANBASEK9-M image or
comparable)

e 2 switches (Cisco 3560 with the Cisco IOS Release 15.0(2)SE6 C3560-IPSERVICESK9-M image or
comparable)

e 4PCs
e Ethernet and console cables

Prepare the switches for the lab

The instructions in this lab assume that the switches are running using the final configuration from Lab 10-1
"Securing Layer 2 Switches".

Part 14: Configure private VLANS.

Private VLANSs are an option when you have multiple devices in the same broadcast domain, but need to
prevent them from communicating from each other. A good example is in a server farm where the servers do
not need to receive other server's broadcast traffic.

In a sense, private VLANSs allow you to sub-divide the layer 2 broadcast domain. You are able to associate a
primary VLAN with multiple secondary VLANS, while using the same IP address space for all of the devices.

Secondary VLANSs are defined as one of two types; either COMMUNITY or ISOLATED. A secondary
community VLAN allows the hosts within the VLAN to communicate with one another and the primary VLAN.
A secondary isolated VLAN does not allow hosts to communicate with others in the same isolated VLAN.
They can only communicate with the primary VLAN.

A primary VLAN can have multiple secondary community VLANSs associated with it, but only one secondary
isolated VLAN.

Step 1. Configure VTP

VTP version 2 does not support PVLANS, so any switches that must host a PVLAN port have to be in
transparent mode and the PVLANs have to be manually configured. VTP version 3 does support PVLANS, so
the configuration only has to be done in one place.

a. Convert all switches to VTP version 3, and configure a VTP password of cisco123. Configure all four
switches. An example of DLS1 configuration follows:

DLS1 (config) # vtp version 3
Aug 4 12:39:11.944: %SW_VLAN—6—OLD_CONFIG_FILE_READ: 0ld version 2 VLAN
configuration file detected and read OK. Version 3
files will be written in the future.
DLS1 (config) # vtp password ciscol23
Setting device VTP password to ciscol23
DLS1 (config) # exit

b. Configure DLS1 to be the primary switch for VLANS.

DLS1# vtp primary vlan

This system is becoming primary server for feature vlan
No conflicting VTP3 devices found.

Do you want to continue? [confirm]

DLS1#
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Aug 4 12:40:44.680: %$SW_VLAN-4-VTP_ PRIMARY SERVER CHG: e840.406f.7280 has
become the primary server for the VLAN VTP feature
DLS1#

Step 2: Configure the Primary Private VLAN

p. Based on the topology diagram, VLAN 150 will be used as the VLAN for the new server farm. On VTP
server DLS1, add VLAN 150, name the VLAN server-farm and exit vlan config mode. This allows VLAN
150 to be propagated to the other switches in the network. In addition, configure DLS1 as the root bridge
for VLANs 150, 151, and 152.

DLS1 (config) # vlan 150

DLS1 (config-vlan) # name SERVER-FARM

DLS1 (config-vlan) # exit

DLS1 (config) # spanning-tree vlan 150-152 root primary

b. Once this is complete, verify that VLAN 150 is preset in the database on DLS2.

Step 2: Configure interface VLAN 150 at DLS1 and DLS2:

DLS1 (config) # interface wvlan 150
DLS1 (config-if)# ip address 172.16.150.1 255.255.255.0

DLS2 (confiqg) # interface wvlan 150
DLS2 (config-if)# ip add 172.16.150.2 255.255.255.0

Step 3: Create the PVLANs on the VTP server

g. Configure the new PVLANs on DLS1. Secondary PVLAN 151 is an isolated VLAN, while secondary
PVLAN 152 is used as a community PVLAN. Configure these new PVLANSs and associate them with
primary VLAN 150.

DLS1 (config) # wvlan 151

DLS1 (config-vlan) # private-vlan isolated
DLS1 (config-vlan) # exit

DLS1 (config) # wvlan 152

DLS1 (config-vlan) # private-vlan community
DLS1 (config-vlan) # exit

DLS1 (config) # wvlan 150

DLS1 (config-vlan) # private-vlan primary
DLS1 (config-vlan) # private-vlan association 151,152
DLS1 (config-vlan) # exit

DLS1 (confiqg) #

r. Verify the PVLANSs propagate to the other switches.

DLS2# show vlan brief | include active

1 default active Fa0/1, Fa0/2, Fa0/3, Fa0/4
99 Management active

100 STAFF active

150 SERVER-FARM active

151 VLANO151 active

152 VLANO0152 active

200 STUDENTS active

666 NATIVE DO NOT USE active
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s. Verify the creation of the secondary PVLANs and their association with the primary VLAN using the show
vlan private-vlan command. Note that no ports are currently associated with these VLANSs. This is
expected behavior.

DLS1l#show vlan private-vlan

Primary Secondary Type Ports
150 151 isolated
150 152 community

DLS2# show vlan private-vlan

Primary Secondary Type Ports
150 151 isolated
150 152 community

Step 4: Configure support for routing of PVLANs

The private-vlan mapping interface configuration command permits PVLAN traffic to be switched through
Layer 3. Normally you would include all the secondary VLANSs to allow for HSRP to work, but for this example
we will not include a mapping VLAN 151 on DLS2 so we can demonstrate the isolation of VLAN 151.
Configure these commands for interface VLAN 150 on DLS1 and DLS2.

DLS1 (config) # interface wvlan 150
DLS1 (config-if) # private-vlan mapping 151-152
DLS1 (config-if) # end

DLS2 (config) # interface wvlan 150

DLS2 (config-if) # private-vlan mapping 152
DLS2 (config-if)# end

Will hosts assigned to ports on private VLAN 151 be able to communicate directly with each other?

Step 5: Configure host access to PVLANSs
t. On DLS1, configure interface FastEthernet 0/6 so it is in private-vlan host mode and has association to
VLAN 150:

DLS1 (config) # interface fastethernet 0/6

DLS1 (config-if) # switchport mode private-vlan host

DLS1 (config-if) # switchport private-vlan host-association 150 152
DLS1 (config-if)# exit

u. Use the show vlan private-vlan command and note that the ports configured are currently associated
with these VLANS.

DLS1l#show vlan private-vlan

Primary Secondary Type Ports
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150 151 isolated
150 152 community Fa0/6

v. On DLSZ2, configure the Fast Ethernet ports that are associated with the server farm private VLANSs. Fast
Ethernet port 0/6 is used for the secondary isolated PVLAN 151, and ports 0/18—0/20 are used for the
secondary community VLAN 152. The switchport mode private-vlan host command sets the mode
on the interface and the switchport private-vlan host-association primary-vlan-id secondary-vlan-id
command assigns the appropriate VLANS to the interface. The following commands configure the
PVLANs on DLS2.

DLS2 (config) # interface fastethernet 0/6

DLS2 (config-if) # switchport mode private-vlan host

DLS2 (config-if) # switchport private-vlan host-association 150 151

DLS2 (config-if)# exit

DLS2 (config) # interface range fa0/18 - 20

DLS2 (config-if-range) # switchport mode private-vlan host

DLS2 (config-if-range)# switchport private-vlan host-association 150 152

As servers are added to Fast Ethernet 0/18-20, will these servers be allowed to hear broadcasts from
each other? Explain.

w. Use the show vlan private-vlan command and note that the ports configured are currently associated
with these VLANS.

DLS2# show vlan private-vlan

Primary Secondary Type Ports
150 151 isolated Fa0/6
150 152 community Fa0/18, Fa0/19, Fa0/20

X. Configure HOST C on DLS1 interface f0/6 with the IP address 172.16.150.50/24. Use 172.16.150.1 as
the default gateway address.

y. Configure HOST D on DLS2 interface f0/6 with the IP address 172.16.150.150/24. Use 172.16.150.1 as
the default gateway address.

Step 6: Verify PVLANs are working

z. From HOST C, try to ping the following addresses - they should all work: 172.16.150.1 (DLS1),
172.16.150.2 (DLS2), 172.16.99.5 (ALS1).

aa. From HOST C, try to ping HOST D (172.16.150.150). This should NOT work.

bb. From HOST D, try to ping the following addresses - they should all work: 172.16.150.1 (DLS1),
172.16.99.5 (ALS1).

cc. From HOST D, try to ping 172.16.150.2 (DLS2). This should NOT work.
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Part 16: RACLs.

You can use router access control lists (RACLS) to separate the student and staff VLANSs. In this lab scenario,
write an ACL that allows the staff VLAN (100) to access the student VLAN (200), and deny student VLAN

access to the staff VLAN.

Step 1. Write an extended IP access list

Write an ACL that meets the requirement and assign the access list to the appropriate VLAN interfaces on
DLS1 and DLS2 using the ip access-group acl-num {in | out} command.

DLS1 (config) # access-list 100 permit tcp 172.16.200.0 0.0.0.255 172.16.100.0 0.0.0.255
established

DLS1 (config) # access-list 100 permit icmp 172.16.200.0 0.0.0.255 172.16.100.0
0.0.0.255 echo-reply

DLS1 (config) # access-1list 100 deny ip 172.16.200.0 0.0.0.255 172.16.100.0 0.0.0.255
DLS1 (config)# access-list 100 permit ip any any

DLS1
DLS1
DLS1 (config-if)# exit

config)# interface vlan 200
config-if)# ip access-group 100 in

(
(
(
(

DLS2 (config) # access-list 100 permit tcp 172.16.200.0 0.0.0.255 172.16.100.0 0.0.0.255
established

DLS2 (config) # access-list 100 permit icmp 172.16.200.0 0.0.0.255 172.16.100.0
0.0.0.255 echo-reply

DLS2 (config) # access-1list 100 deny ip 172.16.200.0 0.0.0.255 172.16.100.0 0.0.0.255
DLS2 (config)# access-list 100 permit ip any any

DLS2
DLS2
DLS2 (config-if)# exit

config)# interface vlan 200
config-if)# ip access-group 100 in

(
(
(
(

dd. Check the configuration using the show ip access-list and show ip interface vlan vlan-id commands.

DLS1# show access-lists
Extended IP access list 100

10 permit tcp 172.16.200.0 0.0.0.255 172.16.100.0 0.0.0.255 established
20 permit icmp 172.16.200.0 0.0.0.255 172.16.100.0 0.0.0.255 echo-reply
30 deny ip 172.16.200.0 0.0.0.255 172.16.100.0 0.0.0.255

40 permit ip any any

DLS1# show ip interface vlan 100

V1anl00 is up, line protocol is up
Internet address is 172.16.100.3/24
Broadcast address is 255.255.255.255
Address determined by non-volatile memory
MTU is 1500 bytes
Helper address is not set
Directed broadcast forwarding is disabled
Multicast reserved groups joined: 224.0.0.2
Outgoing access list is not set
Inbound access list is 100
<output omitted>

ee. After the access list has been applied verify the configuration in one of the following ways. Option 1 using

real hosts is preferred.
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Option 1:

Lab 10-1 finished with ALS1 FO/6 assigned to VLAN 200. Change this assignment to VLAN 100. Host A
should be connected to ALS1 F0/6 and assigned the IP address 172.16.100.50/24 with default gateway
172.16.100.1 from Lab 10-1. If not, set Host A up with those parameters.

Host B should be connected to ALS2 F0/6 from Lab 10-1 as well, but its last configuration in that lab was
to use DHCP, so assign a static IP address Connect host PC-B to ALS2 port Fa0/6 in student VLAN 200
and assign it IP address 172.16.200.50/24 with default gateway 172.16.200.1.

Ping the staff host from the student host. This ping should fail. Then ping the student host from the staff
host. This ping should succeed.

Option 2: On ALS1 set up a simulated host in VLAN 100 and one in VLAN 200 by creating a VLAN 100
and 200 interface on the switch. Give the VLAN 100 interface an IP address in VLAN 100. Give the VLAN
200 interface an IP address in VLAN 200. The following is a sample configuration on ALS1.

ALS1 (config)# int wvlan 100
ALS1 (config-if)# ip address 172.16.100.100 255.255.255.0

ALS1 (config)# int wvlan 200
ALS1 (config-if) # ip address 172.16.200.200 255.255.255.0

Ping the interface of the gateway for the staff VLAN (172.16.100.1) with a source of staff VLAN 100
(172.16.100.100) and then ping with a source of student VLAN 200. The pings from the student VLAN
should fail.

ALS1# ping 172.16.100.1 source v1100

Type escape sequence to abort.
Sending 5, 100-byte ICMP Echos to 172.16.100.1, timeout is 2 seconds:
Packet sent with a source address of 172.16.100.100

Success rate is 100 percent (5/5), round-trip min/avg/max = 1/205/1007 ms
ALS1# ping 172.16.100.1 source v1200

Type escape sequence to abort.

Sending 5, 100-byte ICMP Echos to 172.16.100.1, timeout is 2 seconds:
Packet sent with a source address of 172.16.200.200

.U.U.

Success rate is 0 percent (0/5)

What does a U signify in the output of the ping command?
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Part 17: Configure VACLSs.

Configure the network so that the temporary staff host cannot access the rest of the staff VLAN, yet still be
able to use the default gateway of the staff subnet to connect to the rest of the network and the ISP. You can
accomplish this task by using a VLAN ACL (VACL).

For this scenario, Host C (DLS1 Fast Ethernet 0/6) will act as a temporary staff PC, therefore the VACL must
be placed on DLS1.

Step 1: Configure DLS1 F0/6 and Host C

ff. Change the configuration of DLS1 F0/6 so that the interface is associated with VLAN 100. To keep things
tidy, also remove the private vlan mapping on the interface as well:
DLS1 (config) #interface £0/6
DLS1 (config-if) #switchport mode access
DLS1 (config-if) #switchport access vlan 100
(
(

)
DLS1 (config-if) #no switchport private-vlan host-association 150 152
DLS1 (config-if) #exit

gg. Change the configuration of HOST C so that it is using the IP address 172.16.100.150/24 with the default
gateway set as 172.16.100.1

Step 2: Configure and apply the VACL

hh. Configure an access list on DLS1 called temp-host using the ip access-list extended name command.
This list defines the traffic between the host and the rest of the network. Then define the traffic using the
permit ip host ip-address subnet wildcard-mask command. Note that you must be explicit about what
traffic to match -- this isn't a traffic filtering ACL, it is a traffic matching ACL. If you were to leave the
second line of the example below out, pings would work.

DLS1 (config) # ip access-list extended temp-host

DLS1 (config-ext-nacl)# permit ip host 172.16.100.150 172.16.100.0 0.0.0.255
DLS1 (config-ext-nacl)# permit icmp host 172.16.100.150 172.16.100.0 0.0.0.255
DLS1 (config-ext-nacl)# exit

ii. The VACL is defined using a VLAN access map. Access maps are evaluated in a numbered sequence.
To set up an access map, use the vlan access-map map-name seg# command. The following
configuration defines an access map named block-temp, which uses the match statement to match the
traffic defined in the access list and denies that traffic. You also need to add a line to the access map that
allows all other traffic. If this line is not added, an implicit deny catches all other traffic and denies it.

DLS1 (config) # vlan access-map block-temp 10

DLS1 (config-access-map) # match ip address temp-host

DLS1 (config-access-map) # action drop

DLS1 (config-access-map) # vlan access-map block-temp 20

DLS1 (config-access-map) # action forward

DLS1 (config-access-map) # exit

jj.-  Define which VLANSs the access map should be applied to using the vlan filter map-name vlan-list vlian-
ID command.

DLS1 (config) # vlan filter block-temp vlan-list 100

kk. Verify the VACL configuration using the show vlan access-map command on DLS1.

DLS1# show vlan access-map
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Vlan access-map "block-temp" 10
Match clauses:
ip address: temp-host
Action:
drop
Vlan access-map "block-temp" 20
Match clauses:
Action:
forward

Step 3: Test the VACL
IIl.  From HOST C, try to ping to HOST A on ALS1 (172.16.100.50). The ping should fail.
mm. From HOST C, try to ping the default gateway (172.16.100.1). The ping should fail.
nn. From HOST C, try to ping Host D (172.16.200.50). The ping should succeed.

Step 4: End of Lab

Do not save your configurations. The equipment will be reset for the next lab.
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